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1 Executive Summary 

Converged infrastructures are an integral part of today’s data centers, and many CIOs consider them 

when making buying decisions. Converged infrastructures are made up of compute nodes (servers), 

networking (switches), and storage nodes. For today’s IT demands, converged infrastructures provide 

several major benefits: 

 Simplified configuration 

 Simplified maintenance 

 Unified support 

 Enhanced performance 

 Tested and certified reference architectures 

The converged infrastructure reference architecture used for the testing described in this document 

included the following components: 

 An HP c7000 Platinum chassis 

 Eight HP BL460 Generation 7 (G7) blade servers and one G8 blade server 

 Two HP Virtual Connect 10GbE modules (inside chassis slot) 

 Two HP Virtual Connect 8Gb Fibre Channel (FC) modules (inside chassis slot) 

 Two Cisco Nexus
®
 5596 switches for the data 

 Two Cisco Nexus 5548 switches for storage interconnects 

 A NetApp
®
 FAS8040 storage system with SAS disks 

1.1 Reference Architecture Objectives 

The goal of this reference architecture was to test interoperability with VMware vSphere
®
 ESXi

™
 5.5 on an 

HP and NetApp converged infrastructure with Cisco Nexus switches. In addition to validating the 

interoperability of the infrastructure, we placed an IOPS load on the infrastructure to validate the design 

under a performance load. The IOPS load was divided by two types of tests: single-server testing and full-

scale eight-server testing. Under single-server testing, we conducted peak virtual machine (VM) single-

server testing and then a downscaled VM testing. This reference architecture used VMware vSphere 

5.5u1 on the HP NetApp converged infrastructure. NetApp currently recommends using VMware vSphere 

5.5u2, which is certified by the NetApp Interoperability Matrix Tool (IMT). The following tests were 

conducted with VMware vSphere 5.5u1: 

 Single BL460c G7 server (host) with maximum number of VMs 

 Single BL460c G8 server (host) with maximum number of VMs 

 Eight BL460c G7 servers (hosts) with maximum number of VMs on all eight hosts 

 Maximum VMs with a consistent I/O load on a NetApp FAS8040HA two-node cluster storage array 

In addition to load testing on the storage, we used NetApp quality of service (QoS) parameters in the 

converged infrastructure to control the number of IOPS per server (the load) in the single-server testing 

and for the full-scale load with eight HP servers. The storage QoS parameters used in this reference 

architecture are explained in section 8.4, “Storage QoS.” 

http://support.netapp.com/matrix/mtx/login.do


7 Downpour II: Converged Infrastructure with VMware vSphere 5.5 Solution © 2015 NetApp, Inc. All Rights Reserved. 

 

 

1.2 Solution and Results Overview 

The solution described in this document is a converged infrastructure with full redundancy based on the 

following hardware and software: 

 NetApp FAS8040HA two-node storage cluster 

 Two Cisco Nexus 5548 switches for the storage interconnects 

 HP c7000 Platinum blade chassis with 16 blade slots 

 Two Virtual Connect 10GbE modules 

 Two Virtual Connect 8Gb FC modules 

 14 HP BL460C G7 servers with 96Gb of RAM and no HDD 

 2 HP BL460C G8 servers with 256Gb of RAM and two 300GB HDDs 

 VMware vSphere ESXi 5.5u1 used for the hosts 

 VMware
®
 vCenter

™
 Server Appliance

™
 5.5 

 Windows Server
®
 2012 for the VMs 

 NetApp clustered Data ONTAP
®
 8.2.2 

 NetApp Virtual Storage Console (VSC) 5.0 plug-in for VMware vSphere vCenter 

We tested both G7 and G8 servers to simulate the servers currently being used by most HP server 

customers. This solution focuses on I/O testing that uses the HP and NetApp converged infrastructure 

with NetApp storage. 

2 Introduction 

2.1 NetApp Solution Overview 

Built on more than 20 years of innovation, Data ONTAP has evolved to meet the changing needs of 

customers and help drive their success. Clustered Data ONTAP provides a rich set of data management 

features and clustering for scale-out, operational efficiency, and nondisruptive operations to offer 

customers one of the most compelling value propositions in the industry. The IT landscape is undergoing 

a fundamental shift to IT as a service, a model that requires a pool of computing, network, and storage 

resources to serve a wide range of applications and deliver a wide range of services. Innovations such as 

clustered Data ONTAP are fueling this revolution. 

Outstanding Performance 

The FAS8040 with 48 SAS drives (on two DS2246 shelves) was used for this reference architecture. It 

provided outstanding performance with latency times of less than 1ms for up to 447 Windows Server 

2012 VM guests with an average of 145 IOPS per VM running on the HP BL460c Gen7 servers. The 

FAS8040 is an excellent mid-to-large-range storage array that provides ample performance for virtual 

server infrastructure environments. The NetApp FAS8040, matched with an HP converged infrastructure 

with Cisco Nexus data switches, outperformed the requirements for this test. 

As requirements increase from those of the HP BL460c Gen7 servers to the greater memory and 

processing power of the HP BL460c Gen8 servers, you can move up in NetApp storage arrays to provide 

the I/O processing power needed for the greater RAM and processor capabilities of the HP Gen8 servers. 

Table 1 provides the technical specifications for the four FAS8000 series models: FAS8080 EX, 

FAS8060, FAS8040, and FAS8020. 
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2.2 FAS8000 Technical Specifications 

All data listed in Table 1 applies to active-active dual-controller configurations. 

Table 1) FAS8000 storage system technical specifications. 

Features FAS8080 EX FAS8060 FAS8040 FAS8020 

Maximum raw 
capacity 

5760TB 4800TB 2880TB 1920TB 

Maximum number of 
drives 

1,440 1,200 720 480 

Controller form factor Two 6U chassis, 
each with 1 
controller and an 
IOXM 

Single-enclosure 
HA; 2 controllers in 
single 6U chassis 

Single-enclosure 
HA; 2 controllers in 
single 6U chassis 

Single-enclosure 
HA; 2 controllers in 
single 3U chassis 

Memory 256GB 128GB 64GB 48GB 

Maximum Flash 
Cache

™
 

24TB 8TB 4TB 3TB 

Maximum Flash 
Pool

™
 

36TB 18TB 12TB 6TB 

Combined flash total 36TB 18TB 12TB 6TB 

NVRAM 32GB 16GB 16GB 8GB 

PCIe expansion slots 24 8 8 4 

Onboard I/O: UTA2 
(10GbE, FCoE, or 
16Gb FC) 

8 8 8 4 

Onboard I/O: 10GbE 8 8 8 4 

Onboard I/O: GbE 8 8 8 4 

Onboard I/O: 6Gb 
SAS 

8 8 8 4 

Optical SAS support Yes Yes Yes Yes 

Storage networking 
protocols supported 

FC, FCoE, iSCSI, NFS, pNFS, CIFS/SMB, HTTP, FTP 

Operating system 
(OS) versions 

FAS8080 EX Data ONTAP 8.2.2 RC1 or later, FAS8060, FAS8040, FAS8020 Data 
ONTAP 8.2.1 RC2 or later 

Scale-Out Capability 

Data centers require agility. In a data center, each storage controller has limits for CPU, memory, and 

disk shelves. With scale-out capability, as the storage environment grows, additional controllers can be 

added seamlessly to the resource pool residing on a shared storage infrastructure. Host and client 

connections as well as datastores can be moved seamlessly and nondisruptively anywhere in the 

resource pool. 
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Scale-out capability provides the following benefits: 

 Nondisruptive operations 

 Ability to add thousands of users to the virtual desktop environment without downtime 

 Operational simplicity and flexibility 

As Figure 1 shows, clustered Data ONTAP offers a way to solve the scalability requirements in a storage 

environment. A clustered Data ONTAP system can scale up to 24 nodes, depending on platform and 

protocol, and can contain different disk types and controller models in the same storage cluster. 

Figure 1) Clustered Data ONTAP. 

 

Note: The storage virtual machine (SVM) referred to in Figure 1 was formerly called Vserver. 

Nondisruptive Operations (NDO) 

The move to shared infrastructure has made it nearly impossible to schedule downtime to accomplish 

routine maintenance. NetApp clustered Data ONTAP is designed to eliminate the planned downtime 

needed for maintenance and lifecycle operations as well as the unplanned downtime caused by hardware 

and software failures. 

Three standard tools make this elimination of downtime possible: 

 DataMotion
™

 for Volumes (vol move) allows you to move data volumes from one aggregate to 
another on the same or a different cluster node. 

 Logical interface (LIF) migrate allows you to virtualize the physical Ethernet interfaces in clustered 
Data ONTAP. LIF migrate lets you move LIFs from one network port to another on the same or a 
different cluster node. 

 Aggregate relocate (ARL) allows you to transfer complete aggregates from one controller in an HA 
pair to the other without data movement. 

Used individually and in combination, these tools offer the ability to perform a full range of operations 

nondisruptively, from moving a volume from a faster to a slower disk, all the way up to performing a 

complete controller and storage technology refresh. 

As storage nodes are added to the system, all physical resources—CPUs, cache memory, network I/O 

bandwidth, and disk I/O bandwidth—can easily be kept in balance. Clustered Data ONTAP 8.2.1 systems 

enable users to: 

 Add or remove storage shelves (over 23PB in an 8-node cluster and up to 69PB in a 24-node cluster) 

 Move data between storage controllers and tiers of storage without disrupting users and applications 
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 Dynamically assign, promote, and retire storage, while providing continuous access to data as 
administrators upgrade or replace storage 

These capabilities allow administrators to increase capacity while balancing workloads and can reduce or 

eliminate storage I/O hot spots without the need to remount shares, modify client settings, or stop running 

applications. 

Availability 

Shared storage infrastructure provides services to thousands of virtual desktops. In such environments, 

downtime is not an option. The NetApp All-Flash FAS solution eliminates sources of downtime and 

protects critical data against disaster through two key features: 

 High availability (HA). Each storage controller in a NetApp HA pair provides seamless failover to its 
partner in case of any hardware failure. Each of the identical storage controllers in the HA pair 
configuration serves data independently during normal operation. During an individual storage 
controller failure, the data service process is transferred from the failed storage controller to the 
surviving partner. 

 RAID DP
®
. During any virtualized desktop deployment, data protection is critical because any RAID 

failure might disconnect hundreds to thousands of end users from their desktops, resulting in lost 
productivity. RAID DP provides performance comparable to that of RAID 10, yet it requires fewer 
disks to achieve equivalent protection. RAID DP provides protection against double disk failure, in 
contrast to RAID 5, which can protect against only one disk failure per RAID group, in effect providing 
RAID 10 performance and protection at a RAID 5 price point. 

Optimized Writes 

The NetApp WAFL
®
 (Write Anywhere File Layout) file system enables NetApp storage systems to 

process writes efficiently. When the Data ONTAP OS receives an I/O, it stores the I/O in battery-backed 

nonvolatile RAM (NVRAM) and sends back an acknowledgement (or ACK), notifying the sender that the 

write is committed. Acknowledging the write before writing to disk allows Data ONTAP to perform many 

functions to optimize the data layout for optimal write/write coalescing. Before being written to disk, I/Os 

are coalesced into larger blocks because larger sequential blocks require less CPU for each operation. 

Enhancing Flash 

Data ONTAP has been leveraging flash technologies since 2009 and has supported SSDs since 2010. 

This relatively long experience in dealing with SSDs has allowed NetApp to tune Data ONTAP features to 

optimize SSD performance and enhance flash media endurance. 

Because, as explained in the previous section, Data ONTAP acknowledges writes after they are in DRAM 

and logged to NVRAM, SSDs are not in the critical write path. Therefore, write latencies are very low. 

Data ONTAP also enables efficient use of SSDs when destaging cache by coalescing writes into a single 

sequential stripe across all SSDs at once. Data ONTAP writes to free space whenever possible, 

minimizing overwrites, not only for deduplicated or compressed data, but for every dataset. 

This wear-leveling feature of Data ONTAP is native to the architecture, and it also leverages the wear-

leveling and garbage-collection algorithms built into the SSDs to extend the life of the devices. Therefore, 

NetApp provides up to a five-year warranty with all SSDs (a three-year standard warranty, plus the offer 

of an additional two-year extended warranty, with no restrictions on the number of drive writes). 

The parallelism built into Data ONTAP, combined with the multicore CPUs and large system memories in 

the FAS8000 storage controllers, takes full advantage of SSD performance and has powered the test 

results described in this document. 
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Advanced Data Management Capabilities 

This section describes the storage efficiencies, multiprotocol support, VMware integrations, and 

replication capabilities of the NetApp All-Flash FAS solution. 

Storage Efficiencies 

Most desktop virtualization implementations deploy thousands of desktops from a small number of golden 

VM images, resulting in large amounts of duplicate data. This is especially the case with the VM OS. 

The NetApp All-Flash FAS solution includes built-in thin provisioning, data deduplication, compression, 

and zero-cost cloning with NetApp FlexClone
®
 technology that offers multilevel storage efficiency across 

virtual desktop data, installed applications, and user data. The comprehensive storage efficiency enables 

a significantly reduced storage footprint for virtualized desktop implementations, with a capacity reduction 

of up to 10:1, or 90% (based on existing customer deployments and NetApp solutions lab validation). 

Three features make this storage efficiency possible: 

 Thin provisioning allows multiple applications to share a single pool of on-demand storage, 
eliminating the need to provision more storage for one application while another application still has 
plenty of allocated but unused storage. 

 Deduplication saves space on primary storage by removing redundant copies of blocks in a volume 
that hosts hundreds of virtual desktops. This process is transparent to the application and the user, 
and it can be enabled and disabled on the fly. To eliminate any potential concerns about postprocess 
deduplication causing additional wear on the SSDs, NetApp provides up to a five-year warranty with 
all SSDs (a three-year standard warranty, plus the offer of an additional two-year extended warranty, 
with no restrictions on the number of drive writes). 

 FlexClone technology offers hardware-assisted rapid creation of space-efficient, writable, point-in-
time images of individual VM files, LUNs, or flexible volumes. It is fully integrated with VMware 
vSphere vStorage APIs for Array Integration (VAAI) and Microsoft

®
 offloaded data transfer (ODX). 

The use of FlexClone technology in VMware vSphere ESXi deployments provides high levels of 
scalability and significant cost, space, and time savings. Both file-level cloning and volume-level 
cloning are tightly integrated with the VMware vCenter Server

™
 through the NetApp VSC provisioning 

and cloning plug-in and native VM cloning offload with VMware VAAI and Microsoft ODX. The VSC 
provides the flexibility to rapidly provision and redeploy thousands of VMs with hundreds of VMs in 
each datastore. 

Multiprotocol Support 

By supporting all common NAS and SAN protocols on a single platform, NetApp unified storage enables 

the following advantages: 

 Direct access to storage by each client 

 Network file sharing across different platforms without the need for protocol-emulation products such 
as SAMBA, NFS Maestro, or PC-NFS 

 Simple and fast data storage and data access for all client systems 

 Fewer storage systems 

 Greater efficiency from each system deployed 

Clustered Data ONTAP can support several protocols concurrently in the same storage system. Data 

ONTAP 7G and 7-Mode versions also support multiple protocols. Unified storage is important to VMware 

vSphere ESXi solutions, such as CIFS/SMB for user data, NFS or SAN for the VM datastores, and guest-

connect iSCSI LUNs for Windows
®
 applications. 
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The following protocols are supported: 

 NFS v3, v4, v4.1, including pNFS 

 iSCSI 

 FC 

 FCoE 

 CIFS/SMB 

VMware Integrations 

The complexity of deploying and managing thousands of virtual desktops could be daunting without the 

right tools. NetApp VSC for VMware vSphere is tightly integrated with VMware vCenter Server to support 

the rapid provisioning, management, configuration, and backup of a VMware vSphere ESXi 

implementation. NetApp VSC significantly increases operational efficiency and agility by simplifying the 

deployment and management process for thousands of virtual desktops. 

The following plug-ins and software features simplify deployment and administration of virtual desktop 

environments: 

 The NetApp VSC provisioning and cloning plug-in enables customers to rapidly provision, 
manage, import, and reclaim space of thinly provisioned VMs and redeploy thousands of VMs. 

 The NetApp VSC backup and recovery plug-in integrates VMware snapshot functionality with 
NetApp Snapshot

®
 functionality to protect VMware vSphere ESXi environments. 

Replication 

The NetApp backup and recovery plug-in, part of the Virtual Storage Console (VSC) suite, is a unique, 

scalable, integrated data protection solution for persistent desktop VMware vSphere ESXi environments. 

The backup and recovery plug-in allows customers to leverage VMware snapshot functionality with 

NetApp array-based block-level Snapshot copies to provide consistent backups for the VMs. The backup 

and recovery plug-in is integrated with NetApp SnapMirror
®
 replication technology, which preserves the 

deduplicated storage savings from the source to the destination storage array. Deduplication is then not 

required to be rerun on the destination storage array. When a VMware vSphere ESXi environment is 

replicated with SnapMirror, the replicated data can be quickly brought online to provide production access 

during a site or data center outage. In addition, SnapMirror is fully integrated with VMware Site Recovery 

Manager (SRM) and NetApp FlexClone technology to instantly create zero-cost writable copies of the 

replicated virtual desktops at the remote site that can be used for disaster recovery testing or for test and 

development work. 

2.3 VMware vSphere ESXi 5.5u1 

VMware vSphere is a virtualization platform for holistically managing large collections of infrastructure 

resources—CPUs, storage, networking—as a seamless, versatile, and dynamic operating environment. 

Unlike traditional OSs that manage an individual machine, VMware vSphere aggregates the infrastructure 

of an entire data center to create a single powerhouse with resources that can be allocated quickly and 

dynamically to any application in need. 

VMware vSphere provides revolutionary benefits, but with a practical, nondisruptive evolutionary process 

for legacy applications. Existing applications can be deployed on VMware vSphere with no changes to the 

application or to the OS on which they are running. 

VMware vSphere provides a set of application services that enable applications to achieve unparalleled 

levels of availability and scalability. As Figure 2 shows, VMware vSphere delivers core capabilities to 

meet numerous application and enterprise demands: 
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 Availability: 

 Workload mobility through VMware vSphere vMotion
®
 

 HA through VMware vSphere Fault Domain Manager technology, offering VM resiliency in the 
event of physical server or guest OS failures. 

 Automation: 

 VMware Distributed Resource Scheduler (DRS), offering dynamic workload distribution to align 
resource utilization with business priorities and computing capacity. DRS provides efficient use of 
computing resources and subsequently of power consumption. 

 Compute: 

 VMware vSphere ESXi hypervisor, providing efficient memory, storage, and computing 
abstraction through VMs. 

 Network: 

 VMware vSphere supports third-party virtual distributed switches such as the Cisco Nexus 1000v, 
providing a resilient and fully integrated virtualized network access layer. 

 Storage: 

 Thin provisioning allows overprovisioning of storage resources to improve storage utilization and 
capacity planning. 

 Virtual Machine File System (VMFS) is a clustered file system that allows multiple hosts 
simultaneous read and write access to a single volume located on a SCSI-based device through 
FC, FCoE, or iSCSI. VMFS-5 supports a maximum of 32 hosts connected to a single volume that 
can be up to 64TB in size. 

Figure 2} VMware vSphere feature overview. 
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VMware vSphere delivers a robust application environment. For example, with VMware vSphere, all 

applications can be protected from downtime through VMware HA without the complexity of conventional 

clustering. In addition, applications can be scaled dynamically to meet changing loads with capabilities 

such as hot add and VMware DRS. 

For more information, see the VMware vSphere webpage. 

3 Solution Infrastructure 

The solution infrastructure is based on a converged infrastructure that includes HP compute nodes, HP 

switches, Cisco Nexus switches, and NetApp storage. We chose a converged infrastructure for our 

testing because it offered simplicity of configuration, maintenance, and support. The converged 

infrastructure is an outstanding solution for today’s data center demands. 

3.1 Converged Hardware Infrastructure 

During solution testing, 10 HP BL460c blade servers were used to host the infrastructure and the testing 

VMs. A separate NetApp FAS2240 storage system (not described in this TR) was used to host the testing 

results output from the IOBlazer testing tool. We used a separate storage array to host the results to 

avoid skewing the results of the FAS8040 testing with noncustomer I/O. The I/O patterns we chose are 

typical for a customer’s VM server environment. For the I/O patterns that we used during this test, see 

section 3.12, “IOBlazer.” 

Table 2 lists the hardware specifications of each server category. 

Table 2) Hardware components of server categories. 

Hardware Components Configuration 

Infrastructure and Testing G7 Servers 

Server quantity 8 HP BL460c G7 servers 

CPU 1 model Intel
®
 Xeon

®
 CPU X5675 at 3.07GHz (6-core) 

CPU 2 model Intel Xeon CPU X5675 at 3.07GHz (6-core) 

Total number of cores 12 cores 

Memory per server 96GB 

Storage Embedded USB 32GB 

Testing G8 Servers 

Server quantity 2 HP BL460c G8 servers 

CPU 1 model Intel Xeon CPU E5-2650 v2 at 2.60GHz (8-core) 

CPU 2 model Intel Xeon CPU E5-2650 v2 at 2.60GHz (8-core) 

Total number of cores 16 cores 

Memory per server 256GB 

Storage 2 300GB internal SAS drives 

Networking 

Networking/data switches 2 Cisco Nexus 5596UP 

http://www.vmware.com/products/datacenter-virtualization/vsphere/overview.html
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Hardware Components Configuration 

Storage interconnect switches 2 Cisco Nexus 5548UP 

Blade server networking  2 HP Virtual Connect 10GbE modules 

Blade server FC 2 HP Virtual Connect 8Gb FC modules 

Storage 

NetApp system FAS8040 HA pair 

Disk shelf 3 DS2246 

Disk drives 48 600GB SAS HDD 

Disk drives 24 3TB SATA HDD 

3.2 NetApp Storage 

This section describes the NetApp storage used in the converged infrastructure testing. 

NetApp FAS and Data ONTAP 

NetApp solutions are user friendly, easy to manage, and quick to deploy, and they offer increased 

availability while consuming fewer IT resources. This means that they dramatically lower the lifetime total 

cost of ownership. Whereas others manage complexity, NetApp eliminates it. A NetApp solution includes 

hardware in the form of controllers, disk storage, and the NetApp Data ONTAP OS. 

NetApp offers the NetApp Unified Storage Architecture. The term “unified” refers to a family of storage 

systems that simultaneously support SAN and NAS across many operating environments, such as 

VMware, Windows, and UNIX
®
. This single architecture provides access to data through industry-

standard protocols, including NFS, CIFS/SMB, iSCSI, FCP, SCSI, FTP, and HTTP. Connectivity options 

include standard Ethernet (10/100/1000 or 10GbE) and FC (1, 2, 4, or 8Gb/sec). 

This version of Downpour H-POD uses the NetApp FAS8000 series unified scale-out storage systems. 

Powered by NetApp Data ONTAP, the FAS8000 series unifies the storage area network (SAN) and 

network-attached storage (NAS) storage infrastructure. The FAS8000 features a multiprocessor Intel 

chipset and leverages high-performance memory modules, NVRAM to accelerate and optimize writes, 

and an I/O-tuned PCIe Gen3 architecture that maximizes application throughput. The FAS8000 series 

comes with integrated unified target adapter 2 (UTA2) ports that support 16Gb FC, 10GbE, and FCoE. 

If storage requirements change over time, NetApp storage offers the flexibility to change quickly, as 

needed and without expensive and disruptive “forklift” upgrades. For example, a LUN can be changed 

from FC access to iSCSI access without moving or copying the data. Only a simple dismount of the FC 

LUN and a mount of the same LUN using iSCSI would be required. In addition, a single copy of data can 

be shared between Windows and UNIX systems while allowing each environment to access the data by 

using native protocols and applications. 

NetApp storage solutions provide redundancy and fault tolerance through clustered storage controllers; 

hot-swappable redundant components such as cooling fans, power supplies, disk drives, and shelves; 

and multiple network interfaces. This highly available and flexible architecture enables customers to 

manage all data under one common infrastructure while achieving mission requirements. The NetApp 

Unified Storage Architecture allows data storage with higher availability and performance, easier dynamic 

expansion, and more unrivalled ease of management than any other solution. 

The storage efficiency built into Data ONTAP provides substantial space savings, allowing more data to 

be stored at a lower cost. Data protection provides replication services so that valuable data is backed up 

and recoverable. The following features provide storage efficiency and data protection: 
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 Thin provisioning volumes are created by using virtual sizing. Although they appear to be 
provisioned to their full capacity, they are actually created much smaller, and they use additional 
space only when it is needed. Extra unused storage is shared across all volumes, and the volumes 
can grow and shrink on demand. 

 Snapshot copies are automatically scheduled point-in-time copies that write only changed blocks, 
with no performance penalty. The Snapshot copies consume minimal storage space because only 
changes to the active file system are written. Individual files and directories can easily be recovered 
from any Snapshot copy, and the entire volume can be restored back to any Snapshot state in 
seconds. 

 FlexClone volumes are near-zero space, instant virtual copies of datasets. The clones are writable, 
but only changes to the original are stored, so they provide rapid, space-efficient creation of additional 
data copies ideally suited for dev/test environments. 

 Deduplication removes redundant data blocks in primary and secondary storage, with flexible 
policies to determine when the deduplication process is run. 

 Compression compresses data blocks. Compression can be run whether or not deduplication is 
enabled, and it can provide additional space savings, whether run alone or together with 
deduplication. 

 SnapMirror allows volumes to be asynchronously replicated either within the cluster or to another 
cluster. 

For more information, see the NetApp Data ONTAP 8.3 Operation System webpage. 

Clustered Data ONTAP 

With clustered Data ONTAP, NetApp provides enterprise-ready, unified scale-out storage. Developed 

from a solid foundation of proven Data ONTAP technology and innovation, clustered Data ONTAP is the 

basis for large virtualized shared storage infrastructures that are architected for nondisruptive operations 

over the lifetime of the system. Controller nodes are deployed in HA pairs that participate in a single 

storage domain or cluster. 

Data ONTAP scale-out is one way to respond to growth in a storage environment. All storage controllers 

have physical limits to their expandability—number of CPUs, memory slots, and space for disk shelves—

that dictate the maximum capacity and controller performance. If more storage or performance capacity is 

needed, it might be possible to add CPUs and memory or install additional disk shelves, but ultimately the 

controller becomes completely populated, with no further expansion possible. At this stage, the only 

option is to acquire another controller. One way to do this is to “scale up,” that is, to add additional 

controllers in such a way that each is a completely independent management entity that does not provide 

any shared storage resources. If the original controller is to be completely replaced by the newer and 

larger controller, data migration is required to transfer the data from the old controller to the new one. This 

process is time consuming and potentially disruptive, and it usually requires configuration changes on all 

of the attached host systems. 

If the newer controller can coexist with the original controller, there are now two storage controllers to be 

individually managed, and there are no native tools to balance or reassign workloads across them. The 

situation becomes worse as the number of controllers increases. If the scale-up approach is used, the 

operational burden increases consistently as the environment grows, and the end result is a very 

unbalanced and difficult-to-manage environment. Technology refresh cycles require substantial planning 

in advance, lengthy outages, and configuration changes, which introduce risk into the system. 

In contrast, using the scale-out approach means that as the storage environment grows, additional 

controllers are added seamlessly to the resource pool residing on a shared storage infrastructure. Host 

and client connections as well as datastores can move seamlessly and nondisruptively anywhere in the 

resource pool, allowing existing workloads to be easily balanced over the available resources and new 

workloads to be easily deployed. Technology refreshes (replacing disk shelves, adding or completely 

http://www.netapp.com/us/products/platform-os/data-ontap-8/index.aspx
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replacing storage controllers) are accomplished while the environment remains online and continues 

serving data. 

Although scale-out products have been available for some time, they have typically been subject to one 

or more of the following shortcomings: 

 Limited protocol support. NAS only. 

 Limited hardware support. Supported only a particular type of storage controller or a very limited 
set. 

 Little or no storage efficiency. Thin provisioning, deduplication, compression. 

 Little or no data replication capability. Limited on long-distance replication or no Snapshot copies. 

Therefore, although these products are well positioned for certain specialized workloads, they are less 

flexible, less capable, and not robust enough for broad deployment throughout the enterprise. 

Data ONTAP is the first product to offer a complete scale-out solution, and it offers an adaptable, always-

available storage infrastructure for today’s highly virtualized environment. 

Clustered Data ONTAP Management 

NetApp OnCommand
®
 System Manager enables administrators to manage a single NetApp storage 

system or clusters of NetApp storage systems through an easy-to-use browser-based interface. System 

Manager comes with wizards and workflows, simplifying common storage tasks such as creating 

volumes, LUNs, qtrees, shares, and exports, which saves time and prevents errors. System Manager 

works across all NetApp storage: FAS2000, FAS3000, FAS6000, and FAS8000 series and V-Series 

systems. 

NetApp OnCommand Unified Manager complements the features of System Manager by enabling the 

monitoring and management of storage in the NetApp storage infrastructure. 

This solution uses both OnCommand System Manager, shown in Figure 3, and OnCommand Unified 

Manager to provide storage provisioning and monitoring capabilities in the infrastructure. 

Figure 3) NetApp OnCommand System Manager example. 
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3.3 HP Blade Servers and Chassis 

The HP chassis used in this solution is an HP c7000 Platinum series chassis. HP c7000 is perfect for 

medium, large, and enterprise-sized customers. The HP c7000 can be chained together with other HP 

c7000 chassis, and it fits well with the concept of a performance-optimized data center (POD). The 

c7000, combined with NetApp storage in a POD infrastructure, provides scale-up and/or scale-out 

infrastructure without interruption to the running environment. The HP and NetApp POD (H-POD) is a 

scale-up and/or scale-out infrastructure that provides ease of growth without interruption to the customer. 

The HP blade servers used in this solution are the BL460c Gen7 and BL460c Gen8 servers. Both are 

proven industry leaders that work well in the H-POD solution. These two server models are used by 

medium-sized to enterprise customers, and they provide ample computing resources for the virtual server 

demands. We used USB sticks to simulate embedded VMware vSphere USB for each of the servers. The 

testing used a total of eight Gen7 servers with 96GB of RAM and two Gen8 servers with 256GB of RAM. 

Figure 4 shows the HP BladeSystem Onboard Administrator user interface. 

Figure 4) HP BladeSystem Onboard Administrator. 

 

3.4 HP Virtual Connect Modules 

HP Virtual Connect 10GbE modules were used for connectivity to the Cisco Nexus 5596 switches for the 

Ethernet networks. The HP Virtual Connect 10GbE modules provide the following features: 

 16 dual-port virtual switch connects for the blade servers 

 Six external uplink ports that support Link Aggregation Control Protocol (LACP) and virtual port 
channel (vPC) uplinks to Cisco Nexus switches 

 Two external c7000 chassis daisy chain ports 

 Capability for multiple virtual local area networks (VLANs) 

 Jumbo frame capability 

 Easily configured web client utility 
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Figure 5 shows the HP Virtual Connect server profiles in Virtual Connect Manager. Server profiles allow 

ease of maintenance for one or more servers in the blade chassis. A server profile can be applied to the 

blade servers in a chassis. Server profiles can maintain several network parameters such as networks, 

VLANs applied to the physical ports, network adapter redundancy, dedicated or shared bandwidth, and 

other features. We used the server profiles to accommodate the needs of segregating the NFS data, 

management data, and typical client-server network traffic. It is a NetApp best practice to segregate the 

NFS data traffic for ESXi datastores and make the NFS network nonroutable, which means that the 

servers (ESXi hosts) and storage must be on the same NFS VLAN. The HP Virtual Connect allowed us to 

follow this best practice while still allowing us to connect the management network, the VM network, and 

other networks by giving us access to other VLANs shared on the same network adapters. 

Figure 5) HP BladeSystem Onboard Administrator. 

 

In addition to managing Ethernet adapters, Virtual Connect Manager can manage and configure the Fibre 

Channel Protocol (FCP) adapters. Like the Ethernet adapters in the Virtual Connect module, the FCP 

adapters can be assigned virtually from each server to the FC switch port. We used two 8Gb FC switches 

that were installed in a back slot in the HP c7000 chassis. The server profiles in Virtual Connect Manager 

allow configuration of the physical server FCP adapters as well. Figure 6 shows the FCP adapter 

configuration that is applied to a physical blade server. 
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Figure 6) HP Virtual Connect Manager server profile FCP configuration. 

 

3.5 Cisco Nexus Switches 

Cisco Nexus 55XX Series Switch 

The Cisco Nexus 5500 Series is designed for data center environments, with its cut-through switching 

technology that enables consistent low-latency Ethernet solutions, its front-to-back or back-to-front 

cooling, and its data ports placed in the rear to bring switching into close proximity with servers and make 

cable runs short and simple. The switch series is highly serviceable, with redundant, hot-pluggable power 

supplies and fan modules. It uses data center–class Cisco
®
 NX-OS software for high reliability and ease 

of management. 

The Cisco Nexus 5500 platform extends the industry-leading versatility of the Cisco Nexus 5500 series 

purpose-built 10GbE data center–class switches and provides innovative advances toward higher 

density, lower latency, and multilayer services. The Cisco Nexus 5500 platform is well suited for 

enterprise-class data center server access-layer deployments across a diverse set of physical, virtual, 

storage access, and high-performance computing data center environments. 

The switch used in this H-POD architecture is the Cisco Nexus 5596. It has the following specifications: 

 A 1-rack-unit, 1/10 Gigabit Ethernet switch 

 48 fixed unified ports on a base chassis of a potential 96 ports 

 A slot that can support any of the three modules: unified ports; 1, 2, 4, or 8 native FC; and Ethernet or 
FCoE 

 Throughput of up to 960Gb/sec 

For more information, see the Cisco Nexus 5000 Series Switches webpage. 

http://www.cisco.com/en/US/products/ps9670/index.html
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3.6 Software Components 

This section describes the purpose of each software product used to test the NetApp FAS8040 system 

and provides configuration details. 

Table 3 lists the software components of the solution and identifies the version of each component. 

Table 3) Solution software components. 

Software Version 

NetApp FAS 

Clustered Data ONTAP 8.2.2 

NetApp Windows PowerShell
®
 toolkit 3.2 

NetApp System Manager 3.1.1 

NetApp VSC 5.0 

Storage protocol NFS and FC 

Networking 

Cisco Nexus 5548UP NX-OS software release 7.0(0)N1(1) 

VMware Software 

VMware ESXi 5.5u1 

VMware vCenter Server Appliance (vCSA) 5.5.0 

VMware vSphere PowerCLI 5.5.0 

Workload Generation Utility 

VMware Labs IOBlazer 1.01 

3.7 VMware vSphere 5.5 Update 1 

This section describes the VMware vSphere components of the solution. 

VMware ESXi 5.5 

The tested reference architecture used VMware ESXi 5.5 across all servers. For hardware configuration 

information, see Table 2. 

VMware vCenter 5.5 Configuration 

The tested reference architecture used vCSA version 5.5u1 running VMware vSphere Web Client. The 

VMware vCenter Server instance was configured to host the server cluster, which included infrastructure 

servers and the test servers. All VMs used Windows Server 2012, except for the vCSA, which is a 

software appliance based on Linux
®
. Table 4 lists the components of the VMware vCenter Server VM 

configuration. 
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Table 4) VMware vCenter Server VM configuration. 

VMware vCenter Server VM Configuration 

VM quantity 1 

OS vCSA (SUSE Linux Enterprise 11 64-bit) 

VM hardware version 7 

vCPU 4 vCPUs 

Memory 12GB 

Network adapter type VMXNET3 

Network adapters 1 

Hard disk 1 size 25GB 

Hard disk 2 size 100GB 

Hard disk type Thin 

Database vCSA embedded database on 100GB HDD 

3.8 NetApp Virtual Storage Console for VMware vSphere 

The NetApp VSC is a management plug-in for vCSA that enables simplified management and 

orchestration of common NetApp administrative tasks. The tested reference architecture used the VSC 

for the following tasks: 

 Setting NetApp best practices for ESXi hosts, including timeout values, host bus adapter (HBA), 
multipath input/output (MPIO), and NFS settings 

 Provisioning datastores 

 Cloning infrastructure VMs and Login VSI launcher machines 

The VSC is typically installed on the storage management server and then configures itself as a VMware 

vCenter Server plug-in within the vCSA. For this reference architecture, a separate VM server was used 

to host the VSC. Figure 7 shows the VSC dashboard. Table 5 lists the components of the tested NetApp 

VSC VM configuration. 
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Figure 7) NetApp VSC dashboard. 

 

Table 5) NetApp VSC VM configuration. 

NetApp VSC Configuration 

VM quantity 1 

OS Microsoft Windows Server 2012 R2 (64-bit) 

VM hardware version 10 

vCPU 2 vCPUs 

Memory 4GB 

Network adapter type VMXNET3 

Network adapters 1 

Hard disk size 60GB 

Hard disk type Thin 

3.9 ESXi Hosts 

We created one VMware host cluster with nine ESXi hosts, as shown in Figure 8. The first eight hosts 

were on HP BL460C Gen7 blade servers with 96GB of RAM, and the ninth was an HP BL460C Gen8 

server with 256GB of RAM. The ESXi software version was 5.5u1, and we installed ESXi on 32GB USB 

flash sticks to simulate embedded ESXi on USB. Using ESXi on USB flash sticks gave us the flexibility to 

move an ESXi host to another physical server if necessary. After installing the ESXi software, we applied 

the host recommended settings from the NetApp VSC plug-in, which optimizes an ESXi host to use the 

optimal features and take advantage of NetApp storage benefits from within the vCSA. 
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After applying the NetApp optimizations to each of the hosts, we configured the ESXi hosts. We 

configured multiple VLANs and multiple vmkernel adapters, created datastores by using the NetApp VSC, 

and enabled VMware vSphere HA. We purposely disabled DRS and storage DRS (SDRS) to prevent 

VMs or virtual machine disks (VMDKs) from migrating during our testing phase. We needed to keep the 

VM and the data static to each host or datastore to keep the testing consistent. In a normal environment, 

NetApp recommends implementing DRS and SDRS if they meet your requirements. 

Although it is a NetApp best practice to implement VAAI (and it comes implemented for FC LUNs by 

default), it must be installed for NFS. NetApp recommends using the NetApp VSC to install the NetApp 

VAAI driver on each ESXi host. 

Figure 8) vCSA web client host summary view. 

 

3.10 Virtual Machines (Guests) 

Because this reference architecture focused on Windows Server 2012 storage I/O, we did not load any 

applications onto the guests. All guests were standard Windows Server 2012 R2 servers. We created 440 

Windows Server 2012 test servers from a base template. The OS was installed on the C:\ drive, and the 

IOBlazer I/O generator with database was installed on a D:\ drive. We allocated 40GB for the C:\ drive 

and 20GB for the D:\ drive. 

We included the seven Windows Server 2012 servers in the testing results used for infrastructure in the 

test because this was a server I/O converged infrastructure reference architecture. We wanted to confirm 

that when we stress-tested the test servers the infrastructure servers would function normally under the 

load. This arrangement is more typical of a customer’s environment. The alternative was to isolate the 

infrastructure VM servers outside of this test environment, but we felt that doing so would be contrary to 

the objective of this reference architecture. 
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3.11 Microsoft Windows Infrastructure Virtual Machines 

For this reference architecture, we created seven infrastructure VM servers. Table 6 lists the 

infrastructure servers, explains their purposes, and identifies the computing resources required. 

Table 6) Infrastructure servers. 

Software Version 

DC01 

OS host or DNS name DC01 

OS Windows Server 2012 R2 

Purpose Microsoft Active Directory
®
 domain controller 

Network Management network 

Other functions DNS 

Jump Server 

OS host or DNS name Jump server 

OS Windows Server 2012 R2 terminal server 

Purpose Multiple user and remote user access to lab 

Network Management network 

Other functions Terminal services license server, storage 
management 

Windows PowerShell 

OS host or DNS name Windows PowerShell 

OS Windows Server 2012 R2 

Purpose Windows PowerShell libraries and utilities 

Network Management and test server networks 

Other functions Launcher server, secondary storage management 

vCSA 

OS host or DNS name vCSA 

OS SUSE Linux 

Purpose vCSA for VMware ESXi hosts 

Network Management network 

Other functions Collection and syslog server 

TestDC01 

OS host or DNS name TestDC01 
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Software Version 

OS Windows Server 2012 R2 

Purpose Test servers domain controller 

Network Management and test server networks 

Other functions DNS2 server 

TestDHCP 

OS host or DNS name TestDHCP 

OS Windows Server 2012 R2 

Purpose Provide IP addresses to test servers 

Network Management and test server networks 

Other functions NetApp VSC server 

TestSrvBase-v04 

OS host or DNS name TestServBase-v04 

OS Windows Server 2012 R2 

Purpose Base template test server 

Network Test server VM management 

Data network NFS datastore network 

File shares CIFS/SMB network 

Other functions IOBlazer template 

3.12 IOBlazer 

IOBlazer, shown in Figure 9, is an industry-accepted I/O-generating tool from VMware Labs that is used 

for testing I/O for guests that run on datastores running on storage arrays. Because we used VMware 

vSphere hypervisor with this reference architecture, we chose IOBlazer to produce the disk I/O load from 

each of the VMware guests. IOBlazer has many parameters that can be changed to test different I/O 

pattern scenarios, such as the I/O type (from random to sequential), the I/O burst rate, the burst time, the 

block size, and many others. 
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Figure 9) IOBlazer download site. 

 

In addition to having many different changeable parameters, IOBlazer can be issued from the command 

line with command line parameters, which makes it easy to execute in a script. For the tested 

architecture, an additional drive (D:\) was created on the template base VM, and IOBlazer was installed 

on the D:\ drive in D:\IO Blazer on the base template. The batch file (script) that executes IOBlazer 

was placed in the D:\IO Blazer directory on the base guest template as well. After the guest template 

was tested with IOBlazer and with the parameters we chose, we cloned the guest template 470 times to 

have enough VMs to test. 

The next step was to create a Windows PowerShell script, called testrun.ps1, that submitted the 

IOBlazer batch file to the Windows batch scheduler on each guest. The batch execution time and 

IOBlazer parameters were passed from the Windows PowerShell script to the IOBlazer batch file on each 

guest. The testrun.ps1 Windows PowerShell script was submitted from a central Windows PowerShell 

Windows Server 2012 server. 

3.13 TestRun PowerShell Scripts 

Windows PowerShell has become a widely used and widely vendor-supported scripting language in the 

IT industry. Windows PowerShell is made up of cmdlets (APIs) that are supplied by vendors. These 

cmdlets allow for speedy development with a tenth of the code required by many traditional script 

languages. We used Windows PowerShell scripting language to develop our testing scripts because 

NetApp, VMware, and Microsoft provide a large array of Windows PowerShell cmdlets. 

We used Windows PowerShell scripts to set up, run, and report on our testing. The time invested to 

develop the Windows PowerShell scripts for the testing phase of this reference architecture was worth the 

effort because of the consistency that we gained by automating certain steps of the tests. This sped up 

the process of testing and made our results more reliable. Many storage administrators use Windows 

PowerShell scripts to monitor and manage enterprise storage. 
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We developed the following Windows PowerShell scripts for the testing phase of this reference 

architecture: 

 CloneServers.ps1. Creates mass number of VMs from a template 

 PowerOffDeleteVMs.ps1. Powers off and deletes a group of VMs 

 RenameJoinDC.ps1. Renames the computer names of the cloned VMs to the VM name in vCenter 

Server 

 StoragePerfVolLat.ps1. Monitors storage volume latency and captures output 

 StoragePerfCPU.ps1. Monitors storage CPU utilization and captures output 

 StorageDiskUtil.ps1. Monitors storage disk utilization and captures output 

 TestRun.PS1. Prompts user for metrics and submits batch jobs on VMs 

 TestResultsExcel.ps1. Collates and parses results data and then produces a detailed Excel 

spreadsheet 

These scripts are posted on various NetApp Community sites, and updates to these scripts will be posted 

periodically on this site as well. Figure 10 provides the PowerOffDeleteVMs.ps1 script as an example. 

Figure 10) Windows PowerShell script to power off VMs and delete VMs listed in text file. 

# Name: Poweroff and Delete VMs Powershell script 

# Date: 10/02/2014 

 

# Starting script 

clear 

Write-Host "Power Off & Delete VMs Powershell Script" 

        Write-Host "" 

        Write-Host "" 

         

# Add the vmware snapin for powershell 

Add-PSSnapin VMware.VimAutomation.Core 

 

# Connect to the vCenter Server (Change IP if you need host directly or another vCenter server) 

Connect-VIServer 192.168.10.7 

 

$servers = (Get-Content PowerOffDeleteVMServers.txt) 

 

function delete_vms { 

    do { 

        Write-Host "Power Off & Delete VMs Powershell Script" 

        Write-Host "" 

        Write-Host "" 

        $VM_Location = (Read-Host "Enter the Template folder where the VMs reside").Trim() 

        Write-Host "" 

        $ESXiHost = (Read-Host "Enter the ESXi host").Trim() 

        # $datastore = (Read-Host "Enter the datastore location for the c:\ drive") 

        Write-Host "" 

        Write-Host "" 

        Write-Host "Warning: This script will DELETE all the VMs that are listed in the 

DeleteTestServers.txt" 

        Write-Host "The script will Power Off (hard down) and delete the servers. Please ensure 

this is what you want to do!!!" 

        Write-Host "" 

        Write-Host "Summary of Input Parameters:" 

        Write-Host "Template Folder Name: $VM_Location" 

        Write-Host "ESXiHost: $ESXiHost" 

        # Write-Host "Test Run No.: $TestRun" 

        Write-Host "" 

        $inputanswer = (Read-Host "Are these input values correct? [y] or [n]").Trim() 

        } while ($inputanswer -ne "y") 

     

    foreach($server in $servers) 

    { 

        Stop-VM -VM $server -Kill -Confirm:$false 

        # Start-Sleep -Seconds 3 
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        Remove-VM -DeletePermanently -VM $server -Confirm:$false 

        Write-Host "$server is being Powered down and Deleted from Disk" 

    } 

    # Start-Sleep -Seconds 60 

    # foreach($server in $servers) 

    # { 

     #   Remove-VM -DeletePermanently -VM $server 

     #   Write-Host "$server has been Deleted from Disk" 

    # } 

} 

 

delete_vms 

4 Storage Design 

This section provides an overview of the storage design, the HA design, the aggregate layout, the volume 

layout, and the use of the NetApp VSC plug-in for VMware vSphere vCenter. 

4.1 Storage Design Overview 

For the configuration shown in Figure 11, we used a 6U FAS8040 controller and two DS2246 disk 

shelves that are 2U per shelf and one 4U shelf of a 4243 SATA disk shelf with 24 SATA drives for a total 

of 14U. Note that the image in Figure 11 is a logical view because both nodes reside in one 6U enclosure; 

this diagram illustrates multipath HA. 

Figure 11) Multipath HA to DS2246 shelves of SAS. 

 

Security was applied to the ESXi datastores and the NetApp volumes by using NetApp storage virtual 

machines (SVMs, formerly Vservers), NetApp export policies, and LUN masking for the FCP LUNs. To 

simulate tenant or departmental environments, multiple SVMs were created: one for the infrastructure 

datastores and one for the test server datastores. The advantage of using multiple SVMs is the ability to 

segregate storage administration by SVM. The storage administrators have access to the whole storage 

cluster and all of the datastores, but the individual tenants or departments can access only the volumes 

allocated in their SVM. 

Another level of NetApp storage security was applied by using export policies for NFS datastores and 

igroups (LUN masking) for the FCP LUNs. Both NFS export policies and igroups assign servers to 

specific SVMs or datastores. NFS export polices are rules based and use a rules hierarchical security 

structure, but the security is applied by the ESXi server’s NFS IP address. An SVM can have multiple 

LIFs or IP addresses per NFS volume. In the case of igroups, security is applied by the worldwide port 

names (WWPNs) assigned to the igroup. Each SVM can have its own unique WWPN. 

NetApp VSC was used to create the datastores. Using VSC to provision datastores provides the following 

benefits: 
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 VSC uses vCenter Server Role-Based Access Control (RBAC) to provide different levels of vCenter 
user security. 

 VSC RBAC permissions can be applied by user or user groups. 

 VSC applies NetApp host settings to the ESXi hosts. 

 VSC monitors the NetApp storage and provides a monitoring dashboard. 

 VSC provides capacity information and storage efficiency information. 

 VSC creates NFS export polices and automatically assigns servers to the export policies. 

 VSC creates igroups and automatically assigns the server’s WWNs and the SVM’s WWN to the 
igroups. 

4.2 Storage High Availability 

The NetApp HA pair controller configuration consists of a pair of matching FAS storage controllers (local 

node and partner node). Each of these nodes must be connected to the other’s disk shelves. The 

clustered Data ONTAP version and firmware versions must be identical on both nodes. Similarly, the 

interconnect adapters on each node must be identical and configured with the same firmware version. 

The interconnect adapters must be connected properly by appropriate interconnect cables. For more 

information about cabling, see NetApp TR-3450: High-Availability Pair Controller Configuration Overview 

and Best Practices. 

In the HA pair controller environment, each node uses clustered Data ONTAP to monitor the availability 

status of its partner by using a heartbeat signal transmitted between the storage controllers through the 

interconnect cards and cables. It stores this information on specialized mailbox disks. FAS storage 

controllers use battery-backed nonvolatile RAM (NVRAM) to prevent the loss of any data I/O requests 

that might have occurred after creation of the most recent consistency point. The NVRAM data of each 

controller node in the HA pair is always mirrored on the partner node. During failover, the surviving node 

assumes control of the failed node’s disks and maintains data consistency with the mirrored NVRAM. For 

more information about NVRAM, see NetApp WP-7107: Optimizing Storage Performance and Cost with 

Intelligent Caching. 

Clustered Data ONTAP enables the scale-out of numerous HA pairs into a single storage cluster. In 

clustered Data ONTAP, an HA pair consists of the two partner nodes, whereas a cluster is made up of 

numerous HA pairs. The HA pairs are joined together with a back-end network referred to as the cluster 

network. The HA pairs are the physical components that make up the larger logical entity referred to as 

the cluster. HA pairs provide storage resiliency at the system level for improved overall availability of the 

cluster. Each HA pair is directly attached (cabled) storage that uses multipath cabling for an additional 

layer of resiliency. 

Figure 12 shows a four-node cluster with nodes 1, 2, 3, and 4. Nodes 1 and 2 are HA partners, and nodes 

3 and 4 are HA partners. All four nodes are connected by the cluster network. 

http://www.netapp.com/us/system/pdf-reader.aspx?pdfuri=tcm:10-61088-16&m=tr-3450.pdf
http://www.netapp.com/us/system/pdf-reader.aspx?pdfuri=tcm:10-61088-16&m=tr-3450.pdf
http://www.netapp.com/us/media/wp-7107.pdf
http://www.netapp.com/us/media/wp-7107.pdf
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Figure 12) Cluster network connecting four storage nodes in cluster. 

 

Although the HA pair controller configuration is the base building block of the cluster, the scale-out 

architecture provides several additional benefits beyond those of traditional storage architectures. Each 

node in an HA pair is linked to a cluster network that facilitates communication between each node in the 

cluster. The back-end cluster network is the communication backbone for both foreground and 

background I/O between the nodes. For example, clustered Data ONTAP delivers the additional benefit of 

allowing data to be moved around the cluster nondisruptively to enhance the capabilities of the HA pair 

solutions and enhance the nondisruptive operations (NDO) capabilities of NetApp storage systems. 

Volumes can be moved, and data for any node in the cluster can be replicated over the cluster network. 

There is also a layer of storage virtualization between the storage resources and the network resources, 

both of which are interfaced with the storage controllers in the cluster. The cluster network allows storage 

resources to be accessed through a network resource in the cluster. Therefore, a foreground I/O request 

can be received through a network interface on any node in the cluster and directed to the appropriate 

storage controller (and associated storage resource) to access the required data. Cluster failover refers to 

the policy associated with volumes on the NetApp traditional 7-Mode systems. Storage failover refers to 

the policy associated with volumes on clustered Data ONTAP systems. However, a node root volume on 

a clustered Data ONTAP system retains cluster failover (CFO) policy. 

In clustered Data ONTAP, aggregates are given back to the partner node in sequence: First the 

aggregates with volumes that have the CFO policy are given back, all in parallel. It is a best practice for 

the node root aggregate to contain no user data. The process for bringing the root aggregate online 

involves syncing certain information with other nodes in the cluster, which might take some time; 

therefore, the root aggregate is unavailable to serve data while it is in transition. Providing that all user 

data is on aggregates with storage failover (SFO) policy, the partner continues to serve data to all 

aggregates that have volumes containing user data until the node root volume is brought online and the 

node is assimilated back into the cluster and ready to receive the remaining aggregates. At this point, 

each aggregate is returned to the partner node serially so that each aggregate incurs a short period of 

transition as it is brought online on the partner node (the original home node). The same process is 

applied to planned takeover events for HA pair controllers for clustered Data ONTAP, in Data ONTAP 8.2 

and later. 

This reference architecture used a two-node FAS8040 switched cluster pair. HA was enabled, and 

failover was tested. Both CFO and SFO were tested successfully. 
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4.3 Aggregate Layout 

In this reference architecture, we used 48 600GB SAS HDDs divided across two nodes of a FAS8040 

controller. It is a NetApp best practice to create one big aggregate per storage node. Therefore, as Figure 

13 shows, each node had one 22-disk data aggregate with two spares. The root aggregate was placed on 

a three-disk root aggregate on a separate DS4243 shelf with 2TB SATA drives. 

Figure 13) SAS data aggregate layout. 

 

4.4 Volume Layout 

To adhere to NetApp best practices, all volumes were provisioned with the NetApp VSC during these 

tests. The volumes and LUNs were all thin provisioned at creation. Another NetApp best practice is to use 

multiple volumes per aggregate. For this reference architecture, we created six volumes on storage node 

1 and two volumes on storage node 2. The reason for creating more volumes on node 1 was to test NFS 

and FCP for single-server testing off node 1. Node 2 was used to accommodate full-scale testing (eight 

servers) for the Gen7 servers. Figure 14 shows the volume layout for storage node 1. 
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Figure 14) Volume layout. 

 

Note: The rootvols for each storage node aggregate were created on the SATA drives and are not 
shown in Figure 14. In total, two rootvols were created (one per storage node), and the root 
volume was 1GB in size with 28MB consumed. 

5 Network Design 

Figure 15 shows the network topology linking the NetApp FAS8040 switchless two-node cluster to the HP 

c7000 blade enclosure. 
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Figure 15) Network topology of storage to server. 

 

5.1 Network Data Switches 

Two Cisco Nexus 5596UP switches running NX-OS software release 6.0(2)N1(2) were used in this 

validation. These switches support IP Ethernet, native FC, and FCoE on one platform. 

For Ethernet connectivity, vPCs provided multichassis link aggregation between the switches and the 

storage controllers and the blade chassis network modules. The two switches were connected through a 

vPC peer link, which synchronizes link-state information between the switches. End devices were 

connected to both switches by using standard LACP uplinks as if connected to a single switch. 

NetApp recommends isolating NFS and iSCSI traffic on separate VLANs. Uplinks from both storage 

controllers and servers are configured as 802.1q VLAN trunks to allow the devices access to multiple 

VLANs, and they should be configured as spanning-tree port type edge trunk. Link-level flow 

control should also be disabled on all server and storage ports. Figure 16 shows the script for configuring 

the uplinks. 

Figure 16) Windows PowerShell script to configure uplinks. 

ccidallas-5596-01# sh run int po1,po11,po21 

 

interface port-channel1 

  description Inter-Cluster switch Port Channel 1 

  switchport mode trunk 

  spanning-tree port type network 

  vpc peer-link 

 

interface port-channel11 

  description ISL to HP Virtual Connect VC1 Port Channel 11 
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  switchport mode trunk 

  switchport trunk allowed vlan 1,10,15,20,30,40,50,60 

  spanning-tree port type edge trunk 

  vpc 11 

 

interface port-channel21 

  description NetApp-Node01-10Gb-e0e-e0f 

  switchport mode trunk 

  switchport trunk allowed vlan 15,20,30,40,50 

  spanning-tree port type edge trunk 

  vpc 21 

 

ccidallas-5596-01# sh run int eth1/1,eth1/17 

 

interface Ethernet1/1 

  description NetApp-3250-Node01-10Gb Port e0e 

  no lldp transmit 

  no lldp receive 

  switchport mode trunk 

  switchport trunk allowed vlan 15,20,30,40,50 

  spanning-tree port type edge trunk 

  channel-group 21 mode active 

 

interface Ethernet1/17 

  description HP Virtual Connect module 1 Port 3 (port channel 11) 

  lacp rate fast 

  no lldp transmit 

  no lldp receive 

  switchport mode trunk 

  switchport trunk allowed vlan 1,10,15,20,30,40,50,60 

  spanning-tree port type edge trunk 

  channel-group 11 mode active 

 

ccidallas-5596-01# sh int eth1/1 

Ethernet1/1 is up 

 Dedicated Interface 

  Belongs to Po21 

  Hardware: 1000/10000 Ethernet, address: 002a.6a6c.1508 (bia 002a.6a6c.1508) 

  Description: NetApp-3250-Node01-10Gb Port e1b 

  MTU 1500 bytes, BW 10000000 Kbit, DLY 10 usec 

  reliability 255/255, txload 1/255, rxload 1/255 

  Encapsulation ARPA 

  Port mode is trunk 

  full-duplex, 10 Gb/s, media type is 10G 

  Beacon is turned off 

  Input flow-control is off, output flow-control is off 

 

NetApp also recommends configuring NFS and iSCSI VLANs for jumbo frames to optimize performance. 

Cisco Nexus 5596 switches support jumbo frames globally for the switch through QoS policy. Maximum 

MTU for all VLANs is configured by creating a new QoS policy, as shown in Figure 17, or simply by 

modifying the default policy.  

Figure 17) Windows PowerShell script to configure new Cisco Nexus switch QoS policy. 

policy-map type network-qos jumbo 

  class type network-qos class-default 

    mtu 9216 

    multicast-optimize  

system qos 

  service-policy type network-qos jumbo 

For FC connectivity, Cisco Nexus 5596 switches offer ports that can be configured as either 10GbE or 

8Gb FC. As Figure 18 shows, ports were converted to FC mode to provide native FC connectivity for the 

storage system and blade chassis, and device aliases and zoning were created to connect the blades to 

the storage system. 
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Figure 18) Windows PowerShell script to configure ports. 

ccidallas-5596-01(config-if)# show interface description 

 

------------------------------------------------------------------------------- 

Interface                Description 

------------------------------------------------------------------------------- 

fc1/41              HP VC FC module 1 port 7 

fc1/42              HP VC FC module 1 port 8 

fc1/43              -- 

fc1/44              -- 

fc1/45              -- 

fc1/46              -- 

fc1/47              NetApp-8040-Node01-0g 

fc1/48              NetApp-8040-Node02-0g 

 

ccidallas-5596-01(config-if)# show device-alias database 

device-alias name ESXi01_hba1 pwwn 50:06:0b:00:00:c3:06:04 

device-alias name ESXi02_hba1 pwwn 50:06:0b:00:00:c3:06:08 

device-alias name ESXi03_hba1 pwwn 50:06:0b:00:00:c3:06:0c 

device-alias name ESXi04_hba1 pwwn 50:06:0b:00:00:c3:06:10 

device-alias name SVM_ESXi_VMs_01_0g pwwn 20:05:00:a0:98:3d:97:10 

device-alias name SVM_ESXi_VMs_02_0g pwwn 20:07:00:a0:98:3d:97:10 

device-alias name Infra_fcp-boot_01-0g pwwn 20:01:00:a0:98:3d:97:10 

device-alias name Infra_fcp-boot_02-0g pwwn 20:03:00:a0:98:3d:97:10 

 

ccidallas-5596-01(config-if)# show zone vsan 200 

zone name ESXi01_hba1_SVM_ESXi_VMs_0g vsan 200 

  pwwn 20:05:00:a0:98:3d:97:10 [SVM_ESXi_VMs_01_0g] 

  pwwn 20:07:00:a0:98:3d:97:10 [SVM_ESXi_VMs_02_0g] 

  pwwn 50:06:0b:00:00:c3:06:04 [ESXi01_hba1] 

 

zone name ESXi02_hba1_SVM_ESXi_VMs_0g vsan 200 

  pwwn 20:05:00:a0:98:3d:97:10 [SVM_ESXi_VMs_01_0g] 

  pwwn 20:07:00:a0:98:3d:97:10 [SVM_ESXi_VMs_02_0g] 

  pwwn 50:06:0b:00:00:c3:06:08 [ESXi02_hba1] 

 

zone name ESXi03_hba1_SVM_ESXi_VMs_0g vsan 200 

  pwwn 20:05:00:a0:98:3d:97:10 [SVM_ESXi_VMs_01_0g] 

  pwwn 20:07:00:a0:98:3d:97:10 [SVM_ESXi_VMs_02_0g] 

  pwwn 50:06:0b:00:00:c3:06:0c [ESXi03_hba1] 

 

zone name ESXi04_hba1_SVM_ESXi_VMs_0g vsan 200 

  pwwn 20:05:00:a0:98:3d:97:10 [SVM_ESXi_VMs_01_0g] 

  pwwn 20:07:00:a0:98:3d:97:10 [SVM_ESXi_VMs_02_0g] 

  pwwn 50:06:0b:00:00:c3:06:10 [ESXi04_hba1] 

5.2 Host Server Networking 

HP C-series blade systems using the Virtual Connect Flex-10 networking modules provide a variety of 

configuration options. Each half-width blade supports four onboard 10GbE network ports and can support 

a single mezzanine card that can be used for Ethernet, FC, or both by using a converged network adapter 

(CNA) card. 

This solution was tested by using two onboard network ports for Ethernet connectivity and an 8Gb FC 

mezzanine card for FC. The ports on each blade connect through the chassis backplane to one of two HP 

Virtual Connect Flex-10 Ethernet modules located in the back of the enclosure. These modules perform 

all network configuration for the blades in the chassis and provide connectivity to the outside network 

through external uplinks. 

Each Virtual Connect Flex-10 Ethernet module is connected to both Cisco Nexus 5596UP switches for 

Ethernet connectivity. A shared uplink set is created that defines the ports on the module included in the 

LACP port channel uplink, which is then connected to ports on both switches configured in the same vPC. 

VLANs are created on each uplink set and are then assigned to individual server ports as needed. HP 

Virtual Connect Flex-10 modules support jumbo frames natively, so no additional configuration is 

required. Figure 19 shows a shared uplink set. 
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Figure 19) Shared uplink set. 

 

For FC connectivity, each 8Gb FC module is connected to a single Cisco Nexus 5596UP, maintaining a 

typical dual redundant fabric topology. Two links are connected from the FC module to a single switch, 

providing aggregate bandwidth and resiliency. HP FC modules do not support SAN port channels or 

virtual storage area network (VSAN) trunks, so uplinks are configured into SAN fabrics in Virtual Connect 

Manager based on the VSAN to which they are connected. Server HBAs are assigned to a SAN fabric 

during the configuration of the server profile, and the module dynamically pins server HBAs to one of the 

links associated with the SAN fabric. Figure 20 and Figure 21 show the SAN fabric and the server profile. 
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Figure 20) SAN fabric. 

 

Figure 21) Server profile. 
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5.3 Storage Networking 

Clustered Data ONTAP provides the ability to completely virtualize the storage system and its services. 

Each node in the cluster is physically connected as necessary for optimal resiliency and performance. 

SVMs are then created to provide storage services, and each SVM can host NAS and/or SAN workloads 

completely independently of other SVMs. In order for an SVM to offer storage services, logical interfaces 

(LIFs) are created for both SAN and NAS; these LIFs are available on their respective networks as if they 

were physical storage ports. LIFs are created for each SVM based on the protocol access to be offered 

by the SVM. This arrangement ultimately allows the physical infrastructure to support significant 

configuration flexibility to meet the business needs of the organization. 

For Ethernet connectivity in this architecture, each of the two NetApp FAS8040 storage controllers is 

connected to the Cisco Nexus 5596UP switches by using two onboard UTA2 ports configured in CNA 

mode. The 10GbE ports presented by the UTA2 are configured in a multimode LACP interface group 

(ifgrp). Each controller has one link to each switch, and the switch ports are configured in a vPC 

configuration to provide multichassis redundancy for the controller uplinks. Each uplink port channel is 

configured as an IEEE 802.1q VLAN trunk, and all necessary VLANs are allowed on the link. A VLAN-

tagged port is created on the ifgrp for each VLAN to provide access as needed by SVM LIFs. Figure 22 

shows the configuration. 

Figure 22) Windows PowerShell script to configure ports in interface group. 

nacluster-01::> net port ifgrp show -inst 

  (network port ifgrp show) 

 

                 Node: nacluster-01-01 

 Interface Group Name: a1a 

Distribution Function: ip 

        Create Policy: multimode_lacp 

          MAC Address: 02:a0:98:5d:c6:0a 

   Port Participation: full 

        Network Ports: e0e, e0f 

             Up Ports: e0e, e0f 

           Down Ports: - 

 

Physical Ethernet ports and ifgrps should be configured with link-level flow control off and with an MTU 

size of 9,000. Each VLAN-tagged port is then configured for an MTU appropriate to the type of traffic it 

carries. NetApp recommends configuring NFS and iSCSI VLAN ports for an MTU size of 9,000 (jumbo 

frames), as shown in Figure 23. 

Figure 23) Windows PowerShell script to configure MTU size for network ports. 

nacluster-01::> net port show 

  (network port show) 

                                      Auto-Negot  Duplex     Speed (Mbps) 

Node   Port   Role         Link   MTU Admin/Oper  Admin/Oper Admin/Oper 

------ ------ ------------ ---- ----- ----------- ---------- ------------ 

nacluster-01-01 

       a1a    data         up    9000  true/-     auto/full   auto/10000 

       a1a-10 data         up    1500  true/-     auto/full   auto/10000 

       a1a-15 data         up    1500  true/-     auto/full   auto/10000 

       a1a-20 data         up    9000  true/-     auto/full   auto/10000 

       a1a-30 data         up    9000  true/-     auto/full   auto/10000 

       a1a-40 data         up    9000  true/-     auto/full   auto/10000 

       a1a-50 data         up    1500  true/-     auto/full   auto/10000 

       a1a-60 data         up    1500  true/-     auto/full   auto/10000 

       e0M    node-mgmt    up    1500  true/true  full/full   auto/1000 

       e0a    cluster      up    9000  true/true  full/full   auto/10000 

       e0b    data         down  8342  true/true  full/half   auto/10 

       e0c    cluster      up    9000  true/true  full/full   auto/10000 

       e0d    data         down  9000  true/true  full/half   auto/10 

       e0e    data         up    9000  true/true  full/full   auto/10000 

       e0f    data         up    9000  true/true  full/full   auto/10000 
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After the storage ports are configured, the storage port failover groups are configured. Figure 24 shows 

the storage failover groups used in this reference architecture. 

Figure 24) Windows PowerShell script to configure storage failover groups. 

nacluster-01::> net int failover-groups show 

  (network interface failover-groups show) 

Failover 

Group                Node               Port 

-------------------  -----------------  ---------- 

cluster_mgmt 

                     nacluster-01-01    e0i 

                     nacluster-01-01    e0j 

                     nacluster-01-02    e0i 

                     nacluster-01-02    e0j 

n01_mgmt 

                     nacluster-01-01    e0i 

                     nacluster-01-01    e0j 

n02_mgmt 

                     nacluster-01-02    e0i 

                     nacluster-01-02    e0j 

vlan10 

                     nacluster-01-01    ala-10 

                     nacluster-01-02    ala-10 

vlan15 

                     nacluster-01-01    ala-15 

                     nacluster-01-02    ala-15 

vlan20 

                     nacluster-01-01    ala-20 

                     nacluster-01-02    ala-20 

vlan30 

                     nacluster-01-01    ala-30 

                     nacluster-01-02    ala-30 

vlan40 

                     nacluster-01-01    ala-40 

                     nacluster-01-02    ala-40 

vlan50 

                     nacluster-01-01    ala-50 

After the physical ports, ifgrps, VLANs, and failover groups are configured, LIFs are created on each SVM 

to present IP addresses to the network for host access. Ethernet LIFs support management, NFS, 

CIFS/SMB, and iSCSI traffic but can carry only NAS (NFS, CIFS/SMB) or block (iSCSI) traffic, not both 

simultaneously. NetApp recommends configuring each SVM with a dedicated management LIF in 

addition to any data LIFs. Management interfaces are typically separated onto a dedicated management 

VLAN. 

The remaining two onboard UTA2 ports are configured in FC mode to present native FC targets to the 

SAN. Clustered Data ONTAP requires that FC switches be used to create a SAN and that the switch 

infrastructure support the N-port ID virtualization (NPIV) feature. This feature allows multiple WWPNs to 

log in to the fabric on the same physical port. Figure 25 lists the FCP LIFs used in this reference 

architecture. 

Figure 25) Windows PowerShell script to create FCP LIFs. 

nacluster-01::> net int show -data-protocol !fcp 

  (network interface show) 

            Logical    Status     Network            Current       Current Is 

Vserver     Interface  Admin/Oper Address/Mask       Node          Port    Home 

----------- ---------- ---------- ------------------ ------------- ------- ---- 

ESXi_Virtual_Machines 

            ESXi_Virtual_Machines_admin_lif1 up/up 192.168.10.21/24 nacluster-01-01 e0i true 

            esxi_nfs01_vlan20_21 up/up 192.168.20.21/24 nacluster-01-01 a1a-20 true 

            esxi_nfs02_vlan20_22 up/up 192.168.20.22/24 nacluster-01-02 a1a-20 true 

            esxi_nfs03_vlan20_23 up/up 192.168.20.23/24 nacluster-01-02 a1a-20 true 

            esxi_nfs04_vlan20_25 up/up 192.168.20.25/24 nacluster-01-02 a1a-20 true 

            iscsi_lun_vlan30_31 up/up 192.168.30.31/24 nacluster-01-01 a1a-30 true 

            iscsi_lun_vlan30_32 up/up 192.168.30.32/24 nacluster-01-02 a1a-30 true 
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            iscsi_lun_vlan40_31 up/up 192.168.40.31/24 nacluster-01-01 a1a-40 true 

            iscsi_lun_vlan40_32 up/up 192.168.40.32/24 nacluster-01-02 a1a-40 true 

When FCP LIFs are created for each SVM, the WWPN used is a virtual ID, but it logs in to the fabric as a 

separate target port. As Figure 26 shows, hosts are zoned to this virtual WWPN rather than to the WWPN 

of the physical port on the node, allowing the storage system to provide completely virtualized services. 

Figure 26) Windows PowerShell script to zone hosts to virtual WWPN. 

nacluster-01::> unified-connect show 

  (system node hardware unified-connect show) 

                       Current  Current    Pending  Pending    Admin 

Node          Adapter  Mode     Type       Mode     Type       Status 

------------  -------  -------  ---------  -------  ---------  ----------- 

nacluster-01-01  0e    cna      target     -        -          online 

nacluster-01-01  0f    cna      target     -        -          online 

nacluster-01-01  0g    fc       target     -        -          online 

nacluster-01-01  0h    fc       target     -        -          online 

 

nacluster-01::> net int show -data-protocol fcp 

  (network interface show) 

            Logical         Status     Network                 Current    Current Is 

Vserver     Interface       Admin/Oper Address/Mask            Node       Port    Home 

----------- ----------      ---------- ------------------   ------------- ------- ---- 

ESXi_Virtual_Machines 

            fcp_datastores_01_0g up/up 20:05:00:a0:98:3d:97:10 nacluster-01-01 0g true 

            fcp_datastores_01_0h up/up 20:06:00:a0:98:3d:97:10 nacluster-01-01 0h true 

            fcp_datastores_02_0g up/up 20:07:00:a0:98:3d:97:10 nacluster-01-02 0g true 

            fcp_datastores_02_0h up/up 20:08:00:a0:98:3d:97:10 nacluster-01-02 0h true 

Infrastructure 

            fcp_boot_lif_01_0g up/up 20:01:00:a0:98:3d:97:10 nacluster-01-01 0g true 

            fcp_boot_lif_01_0h up/up 20:02:00:a0:98:3d:97:10 nacluster-01-01 0h true 

            fcp_boot_lif_02_0g up/up 20:03:00:a0:98:3d:97:10 nacluster-01-02 0g true 

            fcp_boot_lif_02_0h up/up 20:04:00:a0:98:3d:97:10 nacluster-01-02 0h true 

8 entries were displayed. 

5.4 VLAN Definitions 

VLANs are used to segregate different types of network traffic on aggregated physical network interface 

cards (NICs) or switch ports. In this reference architecture, we used different VLANs to separate the 

network traffic for management, NFS data, vMotion, testing VMs, and other traffic. Table 7 lists the VLAN 

IDs and the purposes for which they were used. 

Table 7) VLAN definition table. 

VLAN ID (Tag) Purpose 

1 (native) Management 

10 VM test servers 

15 vMotion 

20 NFS data 

30 iSCSI data path A 

40 iSCSI data path B 

50 CIFS/SMB 

60 CIFS/SMB for profiles and home directories 
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6 VMware vSphere Design 

This section provides an overview of VMware vSphere ESXi 5.5 design and explains server cluster 

assignments and the creation of Windows Server 2012 servers by cloning from a base template. 

6.1 Overview 

A converged infrastructure containing an HP blade chassis, HP blade servers, HP Virtual Connect 

modules, Cisco Nexus switches, and NetApp storage in a single rack (POD) is a building-block approach 

to architecting a solution. The size of the POD is defined by the VMware vSphere ESXi server 

infrastructure (the server VMs) plus any additional VMware ESXi infrastructure servers that are necessary 

to support the server infrastructure PODs. In some cases, it might be best to design PODs that are 

smaller than the maximum size to allow for growth in each POD. Of course, this decision depends on the 

customer’s server environment and the rate of growth. 

Using a POD-based design gives IT a simplified management model and a standardized way to scale 

horizontally and/or vertically. Horizontal or vertical growth refers to the capability of scaling your POD 

infrastructure out or scaling it up in size to provide for the growth of the enterprise. Customers can 

accomplish this scaling by using the NetApp clustered Data ONTAP OS, which allows the IT department 

to grow the data storage portion of the POD by switching out a storage model with no interruption to the 

user community. In addition, clustered Data ONTAP allows customers to scale out by adding a POD with 

equal-size storage, also without interruption to the end user base. The results of the testing show that it is 

possible to deploy multiple PODs on this platform. 

With the size and resource capability of current hardware infrastructure, large-scale maximum limits of 

VMware vSphere can be reached quite easily. For instance, on the single-server testing, we hit the 

recommended limits quickly on the HP G8 servers of 512 vCPUs (256 VMs). These servers had 16 cores 

and 256Gb RAM. In contrast, the HP G7 servers contain hardware that is three years old and is memory 

bound. Therefore, we never hit the recommended VMware vSphere vCPU limits. 

With this experience in mind, we standardized on a VMware vSphere design that stayed just under 80% 

of memory and under 85% of recommended vCPUs. This design provided headroom without 

compromising the stress test and prevented us from hitting the VMware vSphere yellow warnings and 

recommended limits. 

6.2 ESXi 5.5 Host 

Each host was made identical except for the hardware differences between the HP G7 servers and the 

HP G8 servers. ESXi version 5.5u1c was installed on all 10 hosts. There were eight HP G7 servers and 

two HP G8 servers. 

Host Networking 

From the hardware aspect of host networking, every host was assigned to the HP Virtual Connect 

modules, both the 10GbE HC switches and the 8Gb FCP switches. Both sets of Virtual Connect modules 

were connected to the Cisco converged 5598 switches. For redundancy, there were two sets of switches 

for each model of switch. Therefore, there were two paths for FC and two paths for NFS data protocols 

(Ethernet) for host-to-storage data path redundancy. 

From the ESXi aspect of host networking, there was one vSwitch with four vmKernel adapters: two for 

management, one for vMotion, and one for NFS data network. The FC storage network was configured 

by using the hardware FCP host bus adapter in storage configuration. 

NFS Datastores 

Two NFS datastores were configured for the infrastructure volumes, and four NFS datastores were 

configured for the test servers VMs. The infrastructure volumes were configured with 500GB each, and 
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the NFS data volumes were configured with 1.5TB each. The NFS datastores were mounted to the 

NetApp clustered Data ONTAP namespace. Figure 27 shows the datastores defined in the vCSA. 

Figure 27) Volume layout. 

 

Fibre Channel Protocol Datastores 

The host MPIO NetApp recommended settings were applied with the NetApp VSC. Asymmetric Logical 

Unit Access (ALUA) was used for determining the active optimized FC path. ALUA is automatically 

enabled on VMware vSphere. Because the FCP datastores or LUNs were provisioned with NetApp VSC, 

ALUA was automatically enabled on the storage igroups. Likewise, NetApp uses the standard 

multipathing VMware vSphere driver, and it was installed automatically when VMware vSphere ESXi was 

installed. We had to configure the load-balancing method to round robin on each VMware ESXi host. 

Four FCP datastores were created for this reference architecture. Each FCP datastore or storage volume 

was created with 1.5TB capacity. We used the NetApp VSC to create the FCP datastores, and we 

renamed the datastores to our desired name after the creation of the datastore. It is a NetApp best 

practice to use the VSC to create datastores. Figure 27 shows the FCP datastores that were created. 

6.3 VMware vCenter Server Appliance  

Using the vCSA was a major benefit in this project. It allowed us to conduct manual tasks easily and 

quickly (for example, moving groups of VMs). In addition, the support for Windows PowerShell allowed us 

to automate many major multi-VM tasks, which sped up the testing process. Figure 28 shows the VCSA 

homepage that was used in this reference architecture. 



44 Downpour II: Converged Infrastructure with VMware vSphere 5.5 Solution © 2015 NetApp, Inc. All Rights Reserved. 

 

 

Figure 28) vCSA homepage. 

 

6.4 HA, DRS, and SDRS 

Configuring VMware vSphere HA, DRS, and SDRS is a VMware best practice that should be considered 

for your implementation. Because this was a storage stress reference architecture, we had to disable 

DRS and SDRS for this reference architecture. We did not want the VMs or their associated VMDK data 

files to be migrated automatically while we were stressing the system. We did implement the VMware 

vSphere HA capability, and it tested successfully. We prematurely hard-powered-off hosts, and the VMs 

came back up on other hosts.  

6.5 Virtual Machine Base Templates 

VMware vSphere VM base templates were used. Base templates provided an easy and rapid method to 

clone test servers from the base templates. We used version control for maintaining the updates to the 

base templates and placed the version number in the VMware template name. For this reference 

architecture, only Windows Server 2012 server OSs were used, so all VM templates were based on 

Windows Server 2012. The base template contained a C:\ drive and a D:\ drive. The C:\ drive 

contained the Windows Server 2012 OS, with Windows Server 2012 updates. The D:\ drive contained 

the IOBlazer testing tool and the 2GB IOBlazer database used to generate the I/O. Figure 29 shows the 

VM base templates that were used. 
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Figure 29) VMware vSphere VM base templates. 

 

6.6 Windows PowerShell Script to Clone Servers 

Figure 30 shows the Windows PowerShell script that we created to clone the VM test servers. The design 

for the test servers called for four NFS datastores. We divided the test server VMs evenly among the four 

NFS datastores. Therefore, the Windows PowerShell script prompts for the appropriate datastore for 

cloning in each case. In addition, it prompts for user credentials, template name, and template folder 

location. This script was very useful in expediting the tests and recloning VMs if necessary. 

Figure 30) Windows PowerShell script to clone 440 Windows Server 2012 test servers from template. 

# Name: Clone VM Powershell script 

# Date: 09/30/2014 

 

clear 

$ConsoleLogTimeDate = Get-Date -format "yyyyMMdd_HHmm" 

$ConsoleLogFile = "CloneServersConsole_$ConsoleLogTimeDate.Log" 

 

# Stop any prior transcripts that are running 

$ErrorActionPreference = "SilentlyContinue" 

Stop-Transcript | Out-Null 

 

# Start to log output 

$ErrorActionPreference = "Continue" 

Start-Transcript -path "C:\Common\results\$ConsoleLogFile" | Out-Null 

Write-Host "Clone VM Script Start time: $(Get-Date)" 

 

# Add the vmware snapin for powershell 

Add-PSSnapin VMware.VimAutomation.Core 

 

# Connect to the vCenter Server (Change IP if you need host directly or another vCenter server) 

 

function clone_vms { 

    do { 

        clear 

        Write-Host "Clone VMs Powershell Script" 

        Write-Host "" 

        Write-Host "" 
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        Write-Host "This script will create clones from a template. It creates all the VMs you 

list in the" 

        Write-Host "the CloneServers.txt text file." 

        Write-Host "" 

        Write-Host "Enter vCenter Credentials:" 

        Write-Host "" 

        $vcsaCred = Get-Credential -UserName administrator@vsphere.local -Message "Enter vCenter 

Credentials" 

        Connect-VIServer 192.168.10.7 -Credential $vcsaCred 

        Write-Host "" 

        $TemplateFolderName = (Read-Host "Enter the Template Folder Name").Trim() 

        Write-Host "" 

        $VM_TemplateName = (Read-Host "Enter the Templaste Name (e.g. TestSrvrBase_v04 ").Trim() 

        Write-Host "" 

        $VM_CSS = (Read-Host "Enter the Guest Custom Specification Script Name (e.g. 

CSS_TestServer_v04 ").Trim() 

        Write-Host "" 

        $ESX_host = (Read-Host "Enter the ESX host (FQDN)").Trim() 

        Write-Host "" 

        $datastore = (Read-Host "Enter the datastore location for the VM") 

        Write-Host "" 

        Write-Host "" 

        Write-Host "Summary of Input Parameters:" 

        Write-Host "Template Folder Name: $TemplateFolderName" 

        Write-Host "Template Name: $VM_TemplateName" 

        Write-Host "Custom Speciication Script: $VM_CSS" 

        Write-Host "ESXiHost Name (FQDN): $ESX_host" 

        Write-Host "Datastore Location: $datastore" 

        Write-Host "" 

        $inputanswer = (Read-Host "Are the input values and Credentials correct? [y] or 

[n]").Trim() 

    } while ($inputanswer -ne "y") 

 

    $servers = (Get-Content CloneServers.txt) 

 

    foreach($server in $servers) 

    { 

        New-VM -Location $TemplateFolderName -VMHost $ESX_host -Name $server -OSCustomizationSpec 

$VM_CSS -Template $VM_TemplateName -Datastore $datastore 

 Start-Sleep -s 5 

        Start-VM $server 

 Start-Sleep -s 5 

        Write-Host "$server is complete" 

    } 

} 

 

clone_vms 

 

Write-Host "Clone VM Script End time: $(Get-Date)" 

6.7 Custom Server Specification Scripts 

VMware vSphere custom specification scripts (CSSs) were used to configure the cloned VMs after the 

test servers were created. The CSSs were very useful and allowed for rapid configuration of the test 

servers. Figure 31 shows the items that we configured with the custom specification scripts. 
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Figure 31) VMware vSphere CSS used after cloning 440 Windows Server 2012 test servers from a template. 

 

7 Workload 

This section describes the workload-related considerations for testing. 

7.1 Prerequisites 

Before testing began, the following requirements were met: 

 An Active Directory server was created as a VM to be used in the 192.168.10.0 network. 

 A secondary dual-homed Active Directory server was created as a VM connected in the 192.168.10.0 
network but used for the 172.16.0.0 network. 

 Two DNS VM servers were created. 

 One terminal server VM (called a jump server) was created for remote access and multiple-user 
access to the test environment. 

 One Windows PowerShell VM server was created. 

 One VSC appliance was deployed. 

 One NetApp VSC VM was created. 

 NFS and FC LUN datastores were created on the NetApp storage by using the NetApp VSC. 

7.2 Overview 

VMware IOBlazer was used to place the workload on the guest VMs. IOBlazer is a multiplatform storage 

stack microbenchmarking tool. It runs on Linux, Windows, and OS X
®
, and it is capable of generating a 

highly customizable workload. Parameters such as I/O size and pattern, burstiness (number of 

outstanding I/Os), burst interarrival time, read versus write mix, buffered versus direct I/O, and so on can 

be configured independently. For more information, see the following section, “IOBlazer Parameters.” 
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7.3 IOBlazer Parameters 

The values for the following options could be chosen for each test run. The following are the options for 

which we configured the values per test run: 

 The mean I/O size was set to 8192B for (u) uniform distribution (for options -i and -I). 

 The burst interarrival time was set to 1,000 microseconds for (u) uniform distribution (for options -g 
and -G). 

 The burst size in numbers of outstanding I/Os was set to 64 for (u) uniform distribution (for options -o 
and -O). 

 The duration (time) of the test in seconds was usually set for 7,200 seconds (2 hours). 

Table 8 shows the IOBlazer parameters that were predetermined and not available for reset at the time of 

the testing. 

Table 8) IOBlazer parameters. 

Parameter Purpose Setting 

I/O access pattern  Sequential or random pattern r 

-b <size> Memory buffer size in MB 1MB 

-B Buffered I/Os 0 

-c Computes pseudo-checksum on data 0 

-d <path> Device or file path d:\tmp 

-f <size> File or device size in MB 1MB 

-F Fill the test file before starting I/Os 0 

-h Help  

-l <thresh> Latency alarm threshold in ms 5000ms 

-p <c|f|z> Printout format: csv, free, csv no header f 

-P <file> Playback VSCSI trace from 'file' NULL 

-r <ratio> Read ratio (1.0 = 100% read) 1.0 

-R Raw device access 0 

-w <num> Number of worker threads 1 

7.4 Configuring Test Run Windows PowerShell Scripts 

Our test runs were launched by a Windows PowerShell script. Certain aspects of the test were 

configurable each time a new test run was initiated: 

 For each test run, a text file was prepared that listed the VMs that would be used for that test run. 

 A test run number was assigned. 

 The test run was given a title indicating the hypervisor used, the switch employed, and the number of 
hosts involved (for example, ESXi55_N1H - ESXi version 5.5, Cisco Nexus Switch, 1 host). 

 A beginning time and an ending time were selected. 

 Optionally, storage monitoring scripts could be started. If they were started, an end time was selected 
for them to terminate. 
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 All previously scheduled tests could be deleted. 

 Certain values could be chosen for IOBlazer parameters: 

 Mean I/O size 

 I/O size pattern (uniform or fixed) 

 Burst interarrival time (set in milliseconds) 

 Interburst time pattern (uniform or fixed) 

 Burst size in numbers of outstanding I/Os 

 Burst size pattern (uniform or fixed) 

 The results of each test were collected in a results file. 

When the test run script is launched, it loads each of the virtual servers that were selected for the test run 

and entered into the testrunservers text file. The tester is able to verify that each virtual server has 

been loaded successfully. 

Another Windows PowerShell script, TestResultsExcel, generates a spreadsheet that organizes, reports, 

and graphs the results of the IOBlazer load, the storage CPU utilization monitor, the storage disk 

utilization monitor, and the storage volume latency monitor. 

The following requirements must be met for the TestResultsExcel Windows PowerShell script to run 

successfully: 

 Microsoft Office Excel must be installed on the server on which this script is run. 

 All results of the IOBlazer load on each virtual server tested and the results of each of the storage 
monitoring scripts must be stored in a common folder. 

 The following values must be supplied when the TestResultsExcel script is launched: 

 The path to the folder in which the results are stored 

 The primary test that was run (in this case, IO Blazer) 

 The three-digit number assigned to the current test run 

When the TestResultsExcel Windows PowerShell script is launched, the tester can view the progress of 

the spreadsheet being generated by its display of the result categories being processed. 

The results of the test are manipulated and reported in an Excel spreadsheet, with each of the four major 

areas reported on a different tab. A graph is also generated from the spreadsheet to visually express the 

results for each category on four more tabs (IOBlazer, Storage CPU Utilization, Storage Disk Utilization, 

and Storage Volume Latency). 

7.5 Test Run Windows PowerShell Scripts Usage 

We created Windows PowerShell scripts to be able to clone VMs from a template, add servers to a 

Microsoft Active Directory domain, run the tests, and monitor the storage and servers. The Windows 

PowerShell scripts allowed us to change environment or infrastructure and rerun many tests in an 

expedited manner. Figure 32 shows the launch of the Windows PowerShell script for the test run. 
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Figure 32) Launching test run of Windows PowerShell script. 

 

Launching the Windows PowerShell script does not start the test run. Instead, it schedules a test run to 

start. Multiple test runs can be scheduled at once through the guest OS batch file scheduler. Figure 32 

shows test run 095 being scheduled. Note that after the values for the configurable parameters are 

entered, the script again lists the chosen values to confirm that they are correct. If they are correct, the 

next step is to type y and press Enter. Figure 33 shows VMs being scheduled for the test run and storage 

performance monitoring scripts being scheduled to run simultaneously with the test run. 
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Figure 33) TestRun Windows PowerShell script launch scheduling complete. 

 

Figure 34 shows the entry parameters for the TestResultsExcel Windows PowerShell script. 

Figure 34) TestResultsExcel Windows PowerShell launch. 

 

TestResultsExcel confirms the values for the parameters entered. The TestResultsExcel Windows 

PowerShell script parses the performance output from the TestRun script and produces an Excel 

spreadsheet with graphs and detailed performance metrics. If the parameters were entered correctly, 

then again the next step is to type y and press Enter. Figure 35 shows the script in progress. 
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Figure 35) TestResultsExcel Windows PowerShell script in progress. 

 

As the results of each storage performance monitoring script are being parsed, they appear in the 

TestResultsExcel Windows PowerShell script window, as shown in Figure 35. Figure 36 shows the 

message asking whether the user wants to wait for the formatting to display. 

Figure 36) TestResultsExcel Windows PowerShell script in progress with “continue?” question. 
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8 Testing and Validation: Virtual Machines 

This section describes the results of our testing and validation with the VMs. 

8.1 Overview 

A Windows PowerShell script was used for provisioning the VMs. Another Windows PowerShell script 

was used to rename the VMs and join them to the domain. 

8.2 Test Results Overview 

IOBlazer ran for two hours on each Windows Server 2012 R2 VM and generated I/O on each VM. We 

used the NetApp storage QoS feature to limit the IOPS on each datastore at the storage volume. This 

approach kept all VMs at a consistent average IOPS for the test run. 

Table 9 lists the average IOPS generated by IOBlazer on the VMs and the number of VMs for that test 

run. It also shows the storage CPU utilization, storage volume latency, and storage disk utilization for that 

test run. The I/O generated by IOBlazer on each VM results in less IOPS being experienced on the 

storage level because of NetApp storage efficiencies (such as block deduplication and Flash Cache). 

Our testing with IOBlazer and the NetApp FAS8040 showed optimal results with 56 Windows 2012 VMs 

on the HP Gen7 servers and 80 Windows 2012 VMs on the HP Gen8 servers. The highlighted rows in 

Table 9 show the performance metrics results for the single-server testing. 

Table 9) Single-server and eight-server full-scale test results. 

Test 
Run 

Average 
Storage 
CPU 
Utilization 

Maximum 
Storage 
CPU 

Average 
Storage 
Volume 
Latency 

Average 
Storage 
Disk 
Utilization 

Maximum 
Storage 
Disk 
Utilization 

Average 
IOPS  
per VM 

Maximum 
IOPS  
per VM 

Number 
of VMs 
per  
Test Run 

HP G7 
single-
server 
NFS 

11% 41% 0.11 1% 1% 77 125 56 

HP G7 
full-scale 
NFS 

33% 68% 0.15 3% 14% 145 162 447 

HP G7 
single-
server 
NFS  

max VMs 

16% 50% 0.14 1% 5% 105 117 85 

HP G7 
single-
server 
FPC 

11% 30% 0.12 1% 4% 59.67 62 75 

HP G8 
single-
server 
NFS 

13% 32% 0.12 1% 4% 60 63 80 
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Test 
Run 

Average 
Storage 
CPU 
Utilization 

Maximum 
Storage 
CPU 

Average 
Storage 
Volume 
Latency 

Average 
Storage 
Disk 
Utilization 

Maximum 
Storage 
Disk 
Utilization 

Average 
IOPS  
per VM 

Maximum 
IOPS  
per VM 

Number 
of VMs 
per  
Test Run 

HP G8 
single-
server 
NFS  

max VMs 

36% 68% 0.12 2% 7% 136.36 142 217 

HP G8 
single-
server 
NFS  

max VMs 

25% 69% 0.12 1% 9% 73.65 83 200 

HP G8 
single-
server 
FCP 

12% 29% 0.12 1% 3% 61.98 63 80 

HP G8 
single-
server 
FCP 

max VMs 

21% 40% 0.11 2% 8% 69.2 73 217 

HP G8-
single 
server 
FCP 

max VMs 

20% 41% 0.11 1% 8% 74.24 77 200 

8.3 Storage Efficiency 

Figure 37 shows the large percentage of storage available for each of three data aggregates. 

Figure 37) Storage space used and available. 
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Efficiency of NetApp Volumes Used for ESXi Datastores 

For each NetApp volume used for VMFS datastores, a significant portion of the available space is 

attributable to deduplication operations that have been performed on each of the volumes. For each 

volume, a chart and a table illustrate and calculate the percentage of space savings from deduplication. 

ESXi_Datastore1 (VMFS Datastore, NetAppNFS01) 

As Figure 38 shows, NetApp volume ESXi_Datastore1 has reclaimed 458.79GB of space, amounting to 

81% savings from the deduplication operations. 

Figure 38) ESXi_Datastore1 space savings. 

 

ESXi_Datastore2 (VMFS Datastore, NetAppNFS02) 

As Figure 39 shows, NetApp volume ESXi_Datastore2 has reclaimed 514.37GB of space, amounting to 

85% savings from the deduplication operations. 

Figure 39) ESXi_Datastore2 space savings. 

 

ESXi_Datastore3 (VMFS Datastore, NetAppNFS03) 

As Figure 40 shows, NetApp volume ESXi_Datastore3 has reclaimed 1.43TB of space, amounting to 

90% savings from the deduplication operations. 
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Figure 40) ESXi_Datastore3 space savings. 

 

ESXi_Datastore4 (VMFS Datastore, NetAppNFS04) 

As Figure 41 shows, NetApp volume ESXi_Datastore4 has reclaimed 1.36TB of space, amounting to 

90% savings from the deduplication operations. 

Figure 41) ESXi_Datastore4 space savings. 

 

NetApp_FCP_DS01 (VMFS Datastore, NetApp_FCP_DS01) 

As Figure 42 shows, NetApp volume NetApp_FCP_DS01 has reclaimed 1.09TB of space, amounting to 

89% savings from the deduplication operations. 

Figure 42) NetApp_FCP_DS01 space savings. 
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NetApp_FCP_DS02 (VMFS Datastore, NetApp_FCP_DS02) 

As Figure 43 shows, NetApp volume NetApp_FCP_DS02 has reclaimed 897GB of space, amounting to 

90% savings from the deduplication operations. 

Figure 43) NetApp_FCP_DS02 space savings. 

 

8.4 Storage QoS 

In order to control IOPS and maintain a consistent IOPS per VM, we applied QoS policies to the NetApp 

storage volumes. NetApp QoS can be applied by file, by storage volume, or by SVM. It can be regulated 

by IOPS or by megabytes (MB). For the purpose of these tests, we were interested in number of IOPS; 

therefore, we applied NetApp storage QoS policy by IOPS. Table 10 lists the policies used. 

Table 10) Storage QoS policy settings by storage volume used to limit IOPS for our test runs. 

Server Test Storage QoS IOPS Policy 

HP G7 single-server NFS test QoS policy setting per datastore volume: 4,480 

HP G7 full-scale NFS test QoS policy setting per datastore volume: 14,775 

HP G8 single-server NFS test QoS policy setting per datastore volume: 2,480 

8.5 Provisioning 440 Virtual Machines 

The creation of additional infrastructure VMs for test servers was accomplished from a Windows 

PowerShell script that cloned the VMs from a base template. We used another Windows PowerShell 

script, shown in Figure 44, to rename the VMs and join them to the Microsoft Active Directory domain. 

Figure 44) Windows PowerShell script to rename VMs and join them to Microsoft Active Directory domain. 

# Name: Rename Computer and Join DC Powershell script 

# Date: 09/30/2014 

 

clear 

$ConsoleLogTimeDate = Get-Date -format "yyyyMMdd_HHmm" 

$ConsoleLogFile = "RenameJoinConsole_$ConsoleLogTimeDate.Log" 

 

# Stop any prior transcripts that are running 

$ErrorActionPreference = "SilentlyContinue" 

Stop-Transcript | Out-Null 

 

# Start to log output 

$ErrorActionPreference = "Continue" 

Start-Transcript -path "C:\Common\results\$ConsoleLogFile" | Out-Null 

 

# Add the vmware snapin for powershell 

Add-PSSnapin VMware.VimAutomation.Core 
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# Connect to the vCenter Server (Change IP if you need host directly or another vCenter server) 

 

function rename_join 

{ 

    do { 

        Write-Host "Rename Computer and Join Domain Powershell Script" 

        Write-Host "" 

        Write-Host "" 

        Write-Host "This script will rename the Microsoft Windows computer name to the Virtual 

Machine name." 

        Write-Host "" 

        Write-Host "Enter vCenter Credentials:" 

        $vcsaCred = Get-Credential -UserName administrator@vsphere.local -Message "Enter vCenter 

Credentials" 

        Connect-VIServer 192.168.10.7 -Credential $vcsaCred 

        Write-Host "" 

        Write-Host "" 

        Write-Host "Enter Domain Administrator Credential (DC\Administrator):" 

        $DomainServerCred = Get-Credential -UserName dc1\Administrator -Message "Enter the Domain 

Administrator Credential" 

        Write-Host "" 

        Write-Host "" 

        Write-Host "Enter Local Computer Administrator Credential (Administrator):" 

        $LocalServerCred = Get-Credential -UserName Administrator  -Message "Enter the Local 

Computer Administrator Credential" 

        Write-Host "" 

        Write-Host "" 

        $inputanswer = (Read-Host "Are the credentials correct? [y] or [n]").Trim() 

    } while ($inputanswer -ne "y") 

 

    $servers = (Get-Content RenameJoinServers.txt) 

 

    foreach($server in $servers) 

    { 

        # Set VM Name 

        $VM_Name = $server 

 

        # Get Windows Name (which is the Guest Host Name) 

        $GuestInfo = Get-VMGuest -VM $VM_Name 

        $WinName = (Get-VM $VM_Name | Get-View).Guest.HostName 

 

        # Get IP Address of first vNIC 

        $VMvCenterInfo = Get-VM -name $VM_Name 

        $VM_Info = Get-View $VMvCenterInfo.Id 

        $WinIPAddress = $VM_Info.guest.net[0].ipaddress[0] 

 

        If ($WinName -ne $VM_Name) { 

            Write-Host "Renaming $WinName to $VM_Name and joining Domain..." 

            Add-Computer -ComputerName $WinIPAddress -domainname "dc1.ccilab.dallas.netapp.com" -

NewName $VM_Name -Localcredential $LocalServerCred -cred $DomainServerCred -Restart -Force 

     Start-Sleep -s 10 

        } 

    } 

} 

 

rename_join 

8.6 Single HP BL460c Gen7 Server (Host) Test 

Overview 

The graphs in this section and the following sections are derived from the storage performance metrics 

generated during the test runs. The storage volume IOPS shown in the graphs is less than the total IOPS 

generated by IOBlazer because of the benefits of NetApp storage efficiencies such as block deduplication 

and Flash Cache. 



59 Downpour II: Converged Infrastructure with VMware vSphere 5.5 Solution © 2015 NetApp, Inc. All Rights Reserved. 

 

 

Test Objectives and Methodology 

The objective of this test was to determine how many VMs a single HP BL460c G7 server (ESXi host) 

could support under a load provided by IOBlazer. In this test, we found that the limiting factor was the 

memory of the G7 blade servers. We settled on 85 VMs, which kept memory utilization at just under 80% 

of the ESXi host. This is a VMware recommendation, and the ESXi host receives a yellow warning in 

vCenter Server if the host’s memory is equal to or exceeds 80% utilization. The IOPS were limited by the 

storage QoS policy. We ran three final test runs, each for a duration of two hours. We recorded the CPU 

utilization, disk utilization, IOPS, and volume latency, as shown in the single-server test results overview 

chart in Figure 45. 

IOPS and Latency 

The chart in Figure 45 shows single-server HP G7 NFS total IOPS and latency. 

Figure 45) Single-server test results overview chart for 85 VMs. 

 

As expected, the single-server HP G7 NFS server testing generated very little load on the NetApp storage 

node. The NetApp storage experienced an average of 1,600 IOPS throughput during the steady-state 

portion of the test run. IOBlazer was run on each Windows Server 2012 R2 VM to generate the IOPS. 

There were 85 VMs running an average of 60 IOPS per VM, which totals 4,800 IOPS on the single G7 

server. The NetApp FAS8040 storage efficiency technologies (data deduplication and Flash Cache) 

removed 60% of the IOPS before hitting the disk spindles. Therefore, only an average of 1,600 IOPS of 

the 4,800 IOPS were realized on the NetApp storage volumes or disk spindles. 
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Similarly, with the G7 single-server FCP LUN testing, very little load was placed on the NetApp storage 

node. The pattern followed was similar to that of the NFS testing but with an additional 800 IOPS. Figure 

46 shows the chart of the total IOPS and latency for an FCP LUN on a single G7 server. 

Figure 46) Single-server FCP LUN test results overview chart for 75 VMs. 
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Storage Controller CPU Utilization 

Under heavy IOPS, we found that the CPU on the storage was being used as well. Therefore, we 

monitored CPU on the storage for single-server tests as well as for eight-server tests. Figure 47 shows 

the chart for storage CPU utilization during single-server NFS testing.  

Figure 47) Storage CPU utilization for single-server NFS testing. 
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Figure 48 shows the chart for storage CPU utilization during FCP LUN testing. 

Figure 48) Storage CPU utilization for FCP LUN testing. 

 

8.7 Single HP BL460c Generation 8 Server (G8) Test 

Test Objectives and Methodology 

The objective of this test was to demonstrate how the HP BL460c G8 server (host) would function with 

NetApp storage under a typical load provided by IOBlazer. Compared with the G7 blade servers, the G8 

has the capability of more computing power and much more memory. When we tested the limit of the 

memory on the G8 servers, we were able to place 217 VMs on the G8 host. Because this was a storage 

IOPS performance test, there was no application load on the G8 server. With no application load on the 

G8 server, 217 servers was impractical and provided a “many eggs in one basket” scenario. We settled 

on 80 VMs as a more typical use of the host. The IOPS were limited by the storage QoS policy, and we 

set our test runs for two hours. The CPU utilization, disk utilization, IOPS, and volume latency are shown 

in Table 9 in section 8.2, “Test Results Overview.” 
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IOPS and Latency 

Figure 49 shows the IOPS and latency achieved during the single-server HP G8 FCP LUN testing. This 

graph depicts the IOPS in blue and the latency in brown for the 217 VMs that ran during the test. The 

latency never peaked over 1ms. Again, the limiting factors were the storage CPU and the memory on the 

G8 server. 

Figure 49) IOPS and latency in single-server HP G8 FCP LUN testing. 
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Storage Controller CPU Utilization 

The graph in Figure 50 shows the CPU utilization for the single-server HP G8 FCP LUN testing. 

Figure 50) CPU utilization in single-server HP G8 FCP LUN testing. 

 

Like the single-server G7 testing, the single-server G8 testing placed very little load on the NetApp single 

storage node when we were running 80 VMs.However, the G8 server has the capacity to host two and a 

half times more VMs than the G7 servers we tested. In addition, the single-server G8 test results showed 

that the CPU for one NetApp FAS8040 storage node was saturated. This means that two G8 servers 

would fully saturate a NetApp FAS8040 two-node storage cluster. One G8 server with 256GB of RAM ran 

217 Windows Server 2012 R2 VMs. Therefore, the G8 server would match better with the NetApp 

FAS8060 or FAS8080 models to use faster storage processors and more storage processor cores. 

8.8 Single HP BL460c G8 and G7 Conclusion 

Customer Impact (Test Conclusions) 

As a result of the single-server G7 and G8 testing, NetApp recommends grouping similar types of data 

per volume (OS VMDKs, data VMDKs, and so forth) and activating deduplication on the majority of 

NetApp volumes. In the testing, deduplication reduced the percentage of IOPS and allowed the server to 

accommodate more VMs. NetApp recommends using a Flash Cache card in each storage node for 

converged infrastructures with VMware vSphere 5.5. Flash Cache reduces the majority of the reads off 

the disks, providing more write availability. In addition, deduplicated blocks have higher priority over 

nondeduplicated blocks and are loaded first into the Flash Cache card. Therefore, a NetApp best practice 
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is to combine Flash Cache cards with the use of the deduplication feature to provide the best 

performance for customers who use VMware vSphere 5.5. 

The G8 servers are capable of running more VMs than the G7 servers. In this reference architecture, we 

maxed out the number of VMs at 217 on a single G8 server, but this was with no application load. With 

the G7 servers, we hit a maximum of 85 VMs. The G8 servers can provide many VMs to accomplish 

server density, or you can downscale the number of VMs to provide higher performance with lower effect 

if there is a server failover. When deciding the number of VMs to run on an HP G8 server, you must 

quantify the cost savings in VM density versus the impact of server failure to the user community. For this 

test, we downscaled the number of VMs to 80 per G8 server. 

8.9 Full-Scale HP BL460c Gen7 Test (Eight Servers) 

Test Objectives and Methodology 

The objective of this test was to demonstrate how the NetApp FAS8040 two-node cluster would perform 

under a load of eight HP BL460c Generation 7 server blades (G7). The G7 hosts were mounted in the HP 

c7000 chassis, and the load was provided by IOBlazer. We reduced the number of VMs to 56 on each 

server compared to the single-server test of 85. The reason for the reduction of VMs was to provide 

ample headroom on the storage and the servers. The limiting factor was the memory of each host, so 

setting 56 VMs per host provided the recommended headroom. Because this was a server test, we 

included the 7 infrastructure VMs, which dictated that one host had 55 VMs. This computes to 7 hosts 

with 56 VMs and one host with 55 VMs for a total of 447 VMs in the full-scale test. The IOPS were limited 

by the storage QoS volume policy. The test ran for two hours, and we recorded the storage CPU 

utilization, disk utilization, IOPS, and volume latency as shown in Figure 51. 

Read/Write Total IOPS 

A total of 17,000 IOPS were generated on eight G7 servers and two storage nodes during the steady-

state load test. The IOPS were created with the VMware Lab IOBlazer tool running on each of the 440 

Windows Server 2012 R2 servers. The storage response time was excellent during the test, and the 

volume latency was under 1.5ms. Even though the latency was low, we limited the number of VMs to 440 

because of reaching a CPU threshold on the storage nodes. For more information about the CPU 

utilization for each storage node, see Figure 52 in the following section, “Storage Controller CPU 

Utilization.” 

The full-scale tests ran for two hours each. The starting point of the I/O for each VM was staggered in two 

stages. Fifty percent of the VMs started their I/O in the first stage, and the other 50% started 40 minutes 

later in the second stage. IOPS were limited with a storage QoS volume policy to prevent one VM from 

dominating all of the storage resources. Figure 51 shows the staggering of the I/O in two stages and the 

storage latency. 
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Figure 51) Read/write total IOPS and latency for 440 Windows Server 2012 servers. 

 

Storage Controller CPU Utilization 

We tested eight HP G7 servers under load with IOBlazer. This test, which we called the full-scale eight-

server test, ran for two hours per VM. We divided the VMs into two groups with different start times, 

starting 50% of them at the beginning of the test and the remaining 50% 20 minutes later. Therefore, the 

VMs on storage node 1 were started first and then the VMs on storage node 2 were started 20 minutes 

later. Storage CPU was the limiting factor during the full-scale testing with the FAS8040. Neither disk 

utilization nor latency was a factor in our full-scale tests. As the graph in Figure 52 shows, the storage 

CPU utilization was under 60% for each storage node (two storage nodes total). We stopped the number 

of VMs at a total of 477 VMs over 8 servers on the FAS8040 because the NetApp storage CPU on the 

FAS8040 reached a steady state of 50% CPU on the first storage node and 45% on the second storage 

node with peaks up to 60%. 

A NetApp storage array can survive a storage node failover with CPU utilization spiking at 60% on each 

node because of common storage OS processes. These common OS processes are not required to be 

duplicated on a single storage node. Therefore, a NetApp two-node storage cluster can handle up to 60% 

CPU utilization and can handle a storage node failure for HA. In the full-scale testing, the CPU utilization 

experienced a couple of spikes of 60%, as shown on the graph in Figure 52, but most of the CPU 

utilization was at 50% and below for each storage node. NetApp recommends keeping most of the CPU 

utilization at 50% or below for each storage node for storage failover HA. Figure 52 shows the CPU 

utilization in the storage nodes during the full-scale testing. 
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Figure 52) Storage nodes CPU percent utilization. 

 

Customer Impact (Test Conclusions) 

The HP BL460c Generation 7 servers (G7) and the NetApp FAS8040 two-node clusters are an excellent 

match for a converged network. The G7 servers were able to run 56 Windows Server 2012 R2 VM 

servers per G7 server. The FAS8040 was able to run 440 Windows Server 2012 VM servers at an 

average of 145 IOPS per server and 7 Windows Server 2012 R2 infrastructure VM servers (with very little 

I/O). The disk I/O and volume latency were not factors in this test, but the CPU averaged 45% with spikes 

above 45%. The NetApp best practice is to leave at least 50% headroom on the storage controller to be 

able to handle a failover of one controller. The results from this full-scale test meet the NetApp 

recommendation for CPU headroom. 

9 Conclusion 

In all tests, guest disk I/O response time and performance were excellent. The NetApp FAS8040 system 

performed very well. All test categories demonstrated that with 440 Windows Server 2012 R2 servers with 

60 IOPS per server workload, the NetApp FAS8040 storage system should be capable of handling the 

workload of the 440 VM servers while still being able to fail over if necessary. 

9.1 Key Findings 

The following key findings were observed during the reference architecture testing: 

 During all IOBlazer workload scenarios, the storage latency never reached above 2ms. 

 Storage deduplication was in effect and was very beneficial. 
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 The Flash Cache card (storage RAM card) was used and was very beneficial. 

 The storage CPU had sufficient headroom to handle a storage cluster node failover. 

 The storage CPU at peak load averaged 50% utilization. 

9.2 Summary of Best Practices 

This section summarizes the configuration best practices that were accumulated during this testing of the 

HP, NetApp, Cisco, and VMware vSphere 5.5 converged infrastructure. These best practices apply to this 

converged infrastructure configuration, and they resulted from performance testing with the infrastructure 

used in this reference architecture. Best practices might vary with other infrastructure hardware or 

VMware configuration. Therefore, consider your environment before using these best practices.  

Storage Configuration 

The following best practices apply to storage configuration: 

 Make sure the root volume is on its own three-drive aggregate, unless you are using NetApp 
advanced disk partitioning (ADP). 

 Use Flash Cache cards to reduce reads. 

 Create one data aggregate per controller. 

 Create multiple volumes on each storage controller (node) to optimize multithreading. 

 If you have a switchless storage cluster, verify that the switchless option is set. 

 Create load-sharing mirrors for all SVM root volumes, unless you are using ADP. 

 Create a minimum of one LIF per datastore or volume. 

 Create LIF failover groups, assign them to LIFs, and enable the failover groups assigned to the LIFs. 

 Assign the same port on each clustered storage node to the same LIF. 

 Verify that you are using the latest release of NetApp clustered Data ONTAP. 

 Verify that the shelf firmware and the disk firmware are at the latest release. 

 Install the NetApp VSC plug-in for VMware vSphere vCenter. 

 Apply the recommended host settings in VSC to each ESXi host. 

 Create all VMware datastores with the VSC plug-in. 

 Group similar data on the same volumes (datastores) and enable deduplication on those volumes for 

best performance benefits (for example, OS VMDKs such as C:\). 

Networking Configuration for Storage 

The following best practices apply to configuring the network for storage: 

 Switch ports connected to the NetApp storage controllers must be set to edge port to turn spanning 

tree off. In addition, portfast must be enabled. 

 Set flow control to none on switch ports, storage controller ports, servers, and VMware vSphere 

ports. 

 Use VLANs to segregate NFS data traffic, CIFS/SMB traffic, and other network traffic. 

 The NFS data network should be nonroutable. 

 Use jumbo frames on the NFS data network. 

 Segregate the CIFS/SMB network and NFS data network on different ports or ifgrps to eliminate the 
possibility of MTU mismatch errors. 

 Run the Ethernet network on dedicated 10GbE cards (not UTA/CNA cards) in the storage controllers. 

 Use LACP and vPCs to provide redundancy and load balancing. 
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 Configure VSANs for FCP. 

 Configure dual paths (dual fabrics) through separate switches for redundancy. 

Compute Node and Blade Server Chassis 

The following best practices apply to the compute node and the blade server chassis: 

 Ensure that all firmware and drivers for the blade servers, the c7000 chassis, and the management 
software are at the latest release that is certified and listed on the NetApp IMT. 

 Configure LACP on the Virtual Connect modules. 

 Configure LACP or vPC on the Virtual Connect uplink ports. 

 Use server profiles in Virtual Connect Manager. 

 Configure FCP in Virtual Connect server profiles. 

 Configure 10GbE in Virtual Connect profiles. 

 Disable S-Flow in Virtual Connect Manager. (This is contrary to what HP recommends but is most 
effective for a converged infrastructure.) 

 Create VLANs in Virtual Connect Manager. 

 Configure jumbo frames. 

 Configure bandwidth sharing in Virtual Connect Manager. 

 Configure server NIC path redundancy in Virtual Connect Manager. 

 Configure FCP dual paths for redundancy. 

VMware vSphere ESXi 5.5 Server 

The following best practices apply to the VMware vSphere ESXi 5.5 Server: 

 Use VMware vCSA 5.5. 

 Use templates and folders. 

 Use VMware vSphere HA. 

 Disable flow control. 

 Create physical NIC teaming. 

 Configure multiple VLANs. 

 Configure jumbo frames. 

 Create multiple VM management adapters for redundancy. 

 Create multiple vMotion adapters for redundancy. 

 Configure a separate NetApp volume for swap files. 

 Configure the ESXi dump collector to the NetApp storage. 

 Configure the syslog collector to the NetApp storage. 

 Configure core dumps to the NetApp storage. 

 Enable storage log files on a NetApp NFS share. 

 Enable storing core files on a NetApp NFS share. 

CIFS/SMB Server Considerations for Storage 

The following best practices apply to CIFS/SMB server considerations for storage: 

 Use SMB3 for home directories. 

 Use SMB3 for user profiles. 

 Deduplicate CIFS/SMB volumes. 

http://support.netapp.com/matrix/mtx/login.do
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 Thin provision CIFS/SMB volumes. 

 Use redirected folders for the home directories on the CIFS/SMB shares. 

 Set temporary folders (such as Internet Explorer, for example) to be cleaned out at the end of the 
user session (at logoff). 

Configuration, Management, Monitoring, and Sizing Tools  

The following best practices apply to the tools used to configure, manage, monitor, and size the system: 

 Use the NetApp VSC vCenter plug-in. 

 Use HP OneView for servers and switch infrastructure. 

 Use HP Onboard Administrator to manage the c7000 chassis. 

 Use HP Virtual Connect Manager to manage the Virtual Connect modules. 

 Use OnCommand Unified Manager to monitor storage. 

 Use OnCommand Performance Manager to monitor VMware vSphere I/O from guests to storage. 

 Have a NetApp sales engineer or a NetApp partner use the NetApp SPM tool to size the virtual server 
solution. 

10 References 

This section identifies the resources used to build out the lab environment. 

10.1 HP Servers and Switches 

The following HP references were used in this TR: 

 HP BladeSystem c7000 Enclosure 
http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdHome/?javax.portlet.begC
acheTok=com.vignette.cachetoken&javax.portlet.endCacheTok=com.vignette.cachetoken&javax.portl
et.prp_bd9b6997fbc7fc515f4cf4626f5c8d01=wsrp-
navigationalState%3DswEnvOID%253D4064%257CswLang%253D%257Caction%253DlistDriver&ja
vax.portlet.tpst=bd9b6997fbc7fc515f4cf4626f5c8d01&sp4ts.oid=3692952&ac.admitted=14084587605
75.876444892.199480143 

 Recommended HP ESXi Utilities Offline Bundle for VMware ESXi 5.0 and vSphere 5.1 
http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdDetails/?javax.portlet.beg
CacheTok=com.vignette.cachetoken&javax.portlet.endCacheTok=com.vignette.cachetoken&javax.po
rtlet.prp_bd9b6997fbc7fc515f4cf4626f5c8d01=wsrp-
navigationalState%3Didx%253D%257CswItem%253DMTX_1a9468a865864c44922ace6d99%257Cs
wEnvOID%253D4115%257CitemLocale%253D%257CswLang%253D%257Cmode%253D%257Cact
ion%253DdriverDocument&javax.portlet.tpst=bd9b6997fbc7fc515f4cf4626f5c8d01&sp4ts.oid=328815
6&ac.admitted=1408507387012.876444892.199480143 

 HP Integrated Lights-Out 3 (iLO3) Firmware for ProLiant G7 Servers 
http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdHome?sp4ts.oid=4154847
&ac.admitted=1408507436854.876444892.199480143  

 HP BladeSystem c-Class Virtual Connect Firmware, Ethernet Plus 4/8Gb 20-Port FC Edition 
Component for Windows 
http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdDetails/?sp4ts.oid=328815
6&spf_p.tpst=swdMain&spf_p.prp_swdMain=wsrp-
navigationalState%3Didx%253D%257CswItem%253DMTX_9253afa3fb204ffdb2b3ec79cd%257Csw
EnvOID%253D4064%257CitemLocale%253D%257CswLang%253D%257Cmode%253D%257Cactio
n%253DdriverDocument&javax.portlet.begCacheTok=com.vignette.cachetoken&javax.portlet.endCac
heTok=com.vignette.cachetoken 

http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdHome/?javax.portlet.begCacheTok=com.vignette.cachetoken&javax.portlet.endCacheTok=com.vignette.cachetoken&javax.portlet.prp_bd9b6997fbc7fc515f4cf4626f5c8d01=wsrp-navigationalState%3DswEnvOID%253D4064%257CswLang%253D%257Caction%253DlistDriver&javax.portlet.tpst=bd9b6997fbc7fc515f4cf4626f5c8d01&sp4ts.oid=3692952&ac.admitted=1408458760575.876444892.199480143
http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdHome/?javax.portlet.begCacheTok=com.vignette.cachetoken&javax.portlet.endCacheTok=com.vignette.cachetoken&javax.portlet.prp_bd9b6997fbc7fc515f4cf4626f5c8d01=wsrp-navigationalState%3DswEnvOID%253D4064%257CswLang%253D%257Caction%253DlistDriver&javax.portlet.tpst=bd9b6997fbc7fc515f4cf4626f5c8d01&sp4ts.oid=3692952&ac.admitted=1408458760575.876444892.199480143
http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdHome/?javax.portlet.begCacheTok=com.vignette.cachetoken&javax.portlet.endCacheTok=com.vignette.cachetoken&javax.portlet.prp_bd9b6997fbc7fc515f4cf4626f5c8d01=wsrp-navigationalState%3DswEnvOID%253D4064%257CswLang%253D%257Caction%253DlistDriver&javax.portlet.tpst=bd9b6997fbc7fc515f4cf4626f5c8d01&sp4ts.oid=3692952&ac.admitted=1408458760575.876444892.199480143
http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdHome/?javax.portlet.begCacheTok=com.vignette.cachetoken&javax.portlet.endCacheTok=com.vignette.cachetoken&javax.portlet.prp_bd9b6997fbc7fc515f4cf4626f5c8d01=wsrp-navigationalState%3DswEnvOID%253D4064%257CswLang%253D%257Caction%253DlistDriver&javax.portlet.tpst=bd9b6997fbc7fc515f4cf4626f5c8d01&sp4ts.oid=3692952&ac.admitted=1408458760575.876444892.199480143
http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdHome/?javax.portlet.begCacheTok=com.vignette.cachetoken&javax.portlet.endCacheTok=com.vignette.cachetoken&javax.portlet.prp_bd9b6997fbc7fc515f4cf4626f5c8d01=wsrp-navigationalState%3DswEnvOID%253D4064%257CswLang%253D%257Caction%253DlistDriver&javax.portlet.tpst=bd9b6997fbc7fc515f4cf4626f5c8d01&sp4ts.oid=3692952&ac.admitted=1408458760575.876444892.199480143
http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdHome/?javax.portlet.begCacheTok=com.vignette.cachetoken&javax.portlet.endCacheTok=com.vignette.cachetoken&javax.portlet.prp_bd9b6997fbc7fc515f4cf4626f5c8d01=wsrp-navigationalState%3DswEnvOID%253D4064%257CswLang%253D%257Caction%253DlistDriver&javax.portlet.tpst=bd9b6997fbc7fc515f4cf4626f5c8d01&sp4ts.oid=3692952&ac.admitted=1408458760575.876444892.199480143
http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdDetails/?javax.portlet.begCacheTok=com.vignette.cachetoken&javax.portlet.endCacheTok=com.vignette.cachetoken&javax.portlet.prp_bd9b6997fbc7fc515f4cf4626f5c8d01=wsrp-navigationalState%3Didx%253D%257CswItem%253DMTX_1a9468a865864c44922ace6d99%257CswEnvOID%253D4115%257CitemLocale%253D%257CswLang%253D%257Cmode%253D%257Caction%253DdriverDocument&javax.portlet.tpst=bd9b6997fbc7fc515f4cf4626f5c8d01&sp4ts.oid=3288156&ac.admitted=1408507387012.876444892.199480143
http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdDetails/?javax.portlet.begCacheTok=com.vignette.cachetoken&javax.portlet.endCacheTok=com.vignette.cachetoken&javax.portlet.prp_bd9b6997fbc7fc515f4cf4626f5c8d01=wsrp-navigationalState%3Didx%253D%257CswItem%253DMTX_1a9468a865864c44922ace6d99%257CswEnvOID%253D4115%257CitemLocale%253D%257CswLang%253D%257Cmode%253D%257Caction%253DdriverDocument&javax.portlet.tpst=bd9b6997fbc7fc515f4cf4626f5c8d01&sp4ts.oid=3288156&ac.admitted=1408507387012.876444892.199480143
http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdDetails/?javax.portlet.begCacheTok=com.vignette.cachetoken&javax.portlet.endCacheTok=com.vignette.cachetoken&javax.portlet.prp_bd9b6997fbc7fc515f4cf4626f5c8d01=wsrp-navigationalState%3Didx%253D%257CswItem%253DMTX_1a9468a865864c44922ace6d99%257CswEnvOID%253D4115%257CitemLocale%253D%257CswLang%253D%257Cmode%253D%257Caction%253DdriverDocument&javax.portlet.tpst=bd9b6997fbc7fc515f4cf4626f5c8d01&sp4ts.oid=3288156&ac.admitted=1408507387012.876444892.199480143
http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdDetails/?javax.portlet.begCacheTok=com.vignette.cachetoken&javax.portlet.endCacheTok=com.vignette.cachetoken&javax.portlet.prp_bd9b6997fbc7fc515f4cf4626f5c8d01=wsrp-navigationalState%3Didx%253D%257CswItem%253DMTX_1a9468a865864c44922ace6d99%257CswEnvOID%253D4115%257CitemLocale%253D%257CswLang%253D%257Cmode%253D%257Caction%253DdriverDocument&javax.portlet.tpst=bd9b6997fbc7fc515f4cf4626f5c8d01&sp4ts.oid=3288156&ac.admitted=1408507387012.876444892.199480143
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 HP Virtual Connect FlexFabric Cookbook 
http://h20628.www2.hp.com/km-ext/kmcsdirect/emr_na-c02616817-5.pdf 

 FCoE Cookbook for HP Virtual Connect 
http://h20628.www2.hp.com/mwg-internal/de5fs23hu73ds/progress?id=M/7kxJ55LT 

 iSCSI Cookbook for HP Virtual Connect 
http://h20628.www2.hp.com/mwg-internal/de5fs23hu73ds/progress?id=aXtQQEXjpu 

10.2 Cisco Nexus Switches 

The following Cisco references were used in this TR: 

 CVD: FlexPod Datacenter with Citrix XenDesktop 7.1 and VMware vSphere 5.1 
http://www.cisco.com/c/dam/en/us/td/docs/unified_computing/ucs/UCS_CVDs/cisco_ucs_xd7esxi51_f
lexpod.pdf 

 Cisco Nexus 2000 Series NX-OS Fabric Extender Software Configuration Guide for Cisco Nexus 
5000 Series Switches, Release 4.2 
http://www.cisco.com/c/en/us/td/docs/switches/datacenter/nexus2000/sw/configuration/guide/b_Cisco
_Nexus_2000_Series_Fabric_Extender_Software_Configuration_Guide_Release_4_2.pdf 

 Cisco Nexus 5596 connected to an HP VC: HP Virtual Connect Flex-10 and Nexus vPC (virtual 
PortChannel) Configuration 
http://h30499.www3.hp.com/t5/HP-BladeSystem-Virtual-Connect/HP-Virtual-Connect-Flex-10-and-
Nexus-vPC-virtual-PortChannel/td-p/1420#.U_QkqdZv5-g 

10.3 NetApp Storage and Storage Interconnect Switches 

The following NetApp references were used in this TR: 

 TR-3982: NetApp Clustered Data ONTAP 8.2: An Introduction 
http://www.netapp.com/us/media/tr-3982.pdf 

 TR-4068: VMware vSphere 5 on NetApp Clustered Data ONTAP Best Practices 
http://www.netapp.com/us/system/pdf-reader.aspx?pdfuri=tcm:10-61602-16&m=tr-4068.pdf 

 TR-4182: Ethernet Storage Design Considerations and Best Practices for Clustered Data ONTAP 
Configurations 
http://www.netapp.com/us/system/pdf-reader.aspx?pdfuri=tcm:10-111637-16&m=tr-4182.pdf 

 TR-3838: Storage Subsystem Configuration Guide 
http://www.netapp.com/us/media/tr-3838.pdf 

 TR-3966: NetApp Data Compression and Deduplication Deployment and Implementation Guide: 
Clustered Data ONTAP 
http://www.netapp.com/us/system/pdf-reader.aspx?pdfuri=tcm:10-60686-16&m=tr-3966.pdf 

 TR-4067: Clustered Data ONTAP NFS Best Practice and Implementation Guide 
http://www.netapp.com/us/media/tr-4067.pdf 

10.4 VMware vSphere ESXi 5.5 

The following VMware references were used in this TR: 

 VMware vSphere 5.5 Installation Setup 
http://pubs.vmware.com/vsphere-55/topic/com.vmware.ICbase/PDF/vsphere-esxi-vcenter-server-55-
installation-setup-guide.pdf 

 VMware vSphere Documentation: Release 5.5 
https://www.vmware.com/support/pubs/vsphere-esxi-vcenter-server-pubs.html  

 VMware vCenter Server 5.5 Deployment Guide 
http://www.vmware.com/files/pdf/vcenter/VMware-vCenter-Server-5.5-Technical-Whitepaper.pdf 

http://h20628.www2.hp.com/km-ext/kmcsdirect/emr_na-c02616817-5.pdf
http://h20628.www2.hp.com/mwg-internal/de5fs23hu73ds/progress?id=M/7kxJ55LT
http://h20628.www2.hp.com/mwg-internal/de5fs23hu73ds/progress?id=aXtQQEXjpu
http://www.cisco.com/c/dam/en/us/td/docs/unified_computing/ucs/UCS_CVDs/cisco_ucs_xd7esxi51_flexpod.pdf
http://www.cisco.com/c/dam/en/us/td/docs/unified_computing/ucs/UCS_CVDs/cisco_ucs_xd7esxi51_flexpod.pdf
http://www.cisco.com/c/en/us/td/docs/switches/datacenter/nexus2000/sw/configuration/guide/b_Cisco_Nexus_2000_Series_Fabric_Extender_Software_Configuration_Guide_Release_4_2.pdf
http://www.cisco.com/c/en/us/td/docs/switches/datacenter/nexus2000/sw/configuration/guide/b_Cisco_Nexus_2000_Series_Fabric_Extender_Software_Configuration_Guide_Release_4_2.pdf
http://h30499.www3.hp.com/t5/HP-BladeSystem-Virtual-Connect/HP-Virtual-Connect-Flex-10-and-Nexus-vPC-virtual-PortChannel/td-p/1420#.U_QkqdZv5-g
http://h30499.www3.hp.com/t5/HP-BladeSystem-Virtual-Connect/HP-Virtual-Connect-Flex-10-and-Nexus-vPC-virtual-PortChannel/td-p/1420#.U_QkqdZv5-g
http://www.netapp.com/us/media/tr-3982.pdf
http://www.netapp.com/us/system/pdf-reader.aspx?pdfuri=tcm:10-61602-16&m=tr-4068.pdf
http://www.netapp.com/us/system/pdf-reader.aspx?pdfuri=tcm:10-111637-16&m=tr-4182.pdf
http://www.netapp.com/us/media/tr-3838.pdf
http://www.netapp.com/us/system/pdf-reader.aspx?pdfuri=tcm:10-60686-16&m=tr-3966.pdf
http://www.netapp.com/us/media/tr-4067.pdf
http://pubs.vmware.com/vsphere-55/topic/com.vmware.ICbase/PDF/vsphere-esxi-vcenter-server-55-installation-setup-guide.pdf
http://pubs.vmware.com/vsphere-55/topic/com.vmware.ICbase/PDF/vsphere-esxi-vcenter-server-55-installation-setup-guide.pdf
https://www.vmware.com/support/pubs/vsphere-esxi-vcenter-server-pubs.html
http://www.vmware.com/files/pdf/vcenter/VMware-vCenter-Server-5.5-Technical-Whitepaper.pdf
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 Installing vCenter Server 5.5 Best Practices 
http://kb.vmware.com/selfservice/microsites/search.do?language=en_US&cmd=displayKC&externalId
=2052334 

 Performance Best Practices for VMware vSphere 5.5 
http://www.vmware.com/pdf/Perf_Best_Practices_vSphere5.5.pdf 

11 Future Document Revisions 

This document is scheduled for update in the fall of 2015. That update will include information about 

newer hardware and VMware vSphere 6.0. 

12 Version History 

Version Date Document Version History 

Version 1.0 March 2015 Initial reference architecture release 
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