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Executive Summary 
VMware vSphere® 5.1 vMotion presents a unified migration architecture that migrates  live virtual machines, 
including their memory and storage, between vSphere hosts without any requirement for shared storage. This 
shared-nothing live migration feature offers administrators significantly more simplicity and flexibility in 
managing and moving virtual machines across their virtual infrastructures compared to the traditional vMotion 
and Storage vMotion migration solutions. 

A series of tests were conducted at VMware Performance labs to investigate and compare the performance 
implications of vSphere 5.1 vMotion over the proven vMotion and Storage vMotion technologies in various 
scenarios including the migration of a database server and an in-memory application. In addition, live migration 
tests were performed over metro area network scenarios. Test results show the following: 

 During storage migration, vSphere 5.1 vMotion maintains the same performance as Storage vMotion, even 
when using the network to migrate, due to the optimizations added to the vSphere 5.1 vMotion network data 
path. 

 During memory migration,  vSphere 5.1 vMotion maintains nearly identical performance as the traditional 
vMotion, due to the optimizations added to the vSphere 5.1 vMotion memory copy path. 

  vSphere 5.1 vMotion retains the proven reliability, performance, and atomicity of the traditional vMotion and 
Storage vMotion technologies, even at metro area network distances. 

Introduction 
VMware vSphere® has provided the ability to migrate a running virtual machine across vSphere hosts from the 
earliest vSphere versions.  VMware vMotion was the first live migration solution that provided the ability to 
migrate a running virtual machine from one vSphere host to another host, with no perceivable impact to the end 
user. vMotion brought enormous benefits to administrators—it reduced server downtime and facilitated 
automatic load-balancing. Because vMotion moved only the memory and device state of a virtual machine, it 
limited the live migration to hosts with shared storage. 

Later versions of vSphere featured Storage vMotion technology that provided the ability to live migrate the 
virtual disks belonging to a virtual machine across storage elements on the same host.  Storage vMotion brought 
additional valuable benefits to administrators—it prevented storage downtime and facilitated automatic storage 
load-balancing.   

Together, vMotion and Storage vMotion technologies provided the ability to migrate the entire state of the virtual 
machine, including its memory and storage, across vSphere hosts. However, this live-migration solution was 
limited to the hosts that shared a common set of datastores. In addition, migration of an entire virtual machine 
required two separate operations, for instance vMotion followed by Storage vMotion, or vice versa. 

vSphere 5.1 vMotion presents an integrated migration solution enabling live migration of an entire virtual machine 
across vSphere hosts without any requirement for shared storage. This live migration feature simplifies the 
management and movement of virtual machines across virtual infrastructures compared to the traditional 
vMotion and Storage vMotion migration solutions. More importantly, the new vMotion architecture retains the 
proven reliability, performance and atomicity of current vMotion and Storage vMotion technologies, even at 
metro area network distances. 
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Table 1 summarizes the differences between each of these live-migration technologies. 

TECHNOLOGY INTRODUCED WITH FUNCTION 

vMotion ESX 2.5 Live migration of virtual machines 
among ESX hosts having similar 
properties and sharing the same 
storage 

Storage vMotion ESX/ESXi 3.5 Live migration of virtual disk files from 
one storage device to another storage 
device on the same host 

vMotion  with a unified architecture vSphere 5.1 Live migration of virtual machines, 
including memory and storage, 
among ESXi hosts without 
requirement of shared storage 

Table 1. Evolution of VMware live-migration technologies 

The following sections describe the architecture of vSphere 5.1 vMotion and its features. Later sections describe 
the performance implications of vSphere 5.1 vMotion with data from a variety of tier-1 application workloads. In 
addition, further sections look at the performance difference between the new vSphere 5.1 vMotion technology 
and the existing vMotion and Storage vMotion technologies.  

Architecture 
vSphere 5.1 vMotion transfers the entire execution state of a running virtual machine from the source VMware 
vSphere® ESXi™ host to the destination ESXi host over a high speed network. The execution state primarily 
consists of the following components: 

 The virtual machine’s virtual disks 

 The virtual machine’s physical memory 

 The virtual device state, including the state of the CPU, network and disk adapters, SVGA , and so on 

 External network connections 

This section describes how vSphere 5.1 vMotion handles the challenges associated with the transfer of these 
different states of a virtual machine. 

Migration of Virtual Machine’s Storage 

vSphere 5.1 vMotion builds on Storage vMotion technology for transfer of the virtual machine’s virtual disks. For 
this reason, Storage vMotion architecture is described briefly to provide the necessary context. 

Storage vMotion uses a synchronous mirroring approach to migrate a virtual disk from one datastore to another 
datastore on the same physical host. This is implemented by using two concurrent processes. First, a bulk copy 
(also known as a clone) process proceeds linearly across the virtual disk in a single pass and performs a bulk copy 
of the disk contents from the source datastore to the destination datastore. Concurrently, an I/O mirroring 
process transports any additional changes that occur to the virtual disk, because of the guest’s ongoing 
modifications.  The I/O mirroring process accomplishes that by mirroring the ongoing modifications to the virtual 
disk on both the source and the destination datastores. Storage vMotion mirrors I/O only to the disk region that 
has already been copied by the bulk copy process. Guest writes to a disk region that the bulk copy process has 
not yet copied are not mirrored becausechanges to this disk region will be copied by the bulk copy process 
eventually. 
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A synchronization mechanism is implemented that prevents the guest  write I/Os from conflicting with the bulk 
copy process read I/Os when the guest write I/Os are issued to the disk region currently being copied by the bulk 
copy process. No synchronization is needed for guest read I/Os, which are issued only to the source virtual disk.  

vSphere 5.1 vMotion follows an almost identical model for migrating a virtual disk, but uses a network transport 
for migrating the data. In contrast to Storage vMotion, vSphere 5.1 vMotion cannot rely on synchronous storage 
mirroring because the source and destination datastores might be separated by longer physical distances. High 
or varying network latency can impact the virtual machine I/O performance adversely when using synchronous 
storage replication. Instead, vSphere 5.1 vMotion relies on an asynchronous transport mechanism for migrating 
both the bulk copy process and I/O mirroring process data. The asynchronous transport uses a buffering 
technique that essentially enables vSphere 5.1 vMotion to maintain very good virtual machine performance during 
the storage migration even in the face of higher and unpredictable network latencies. vSphere 5.1 vMotion 
switches from asynchronous mode to synchronous mirror mode whenever the guest write I/O rate is faster than 
the network transfer rate (due to network limitations) or I/O throughput at the destination datastore (due to 
destination limitations).   

 

 

 

Figure 1. vSphere 5.1 vMotion data path during storage migration 

Figure 1 illustrates the vSphere 5.1 vMotion data path. The I/O mirroring process intercepts the guest virtual 
machine write I/O requests and mirrors these to the disk transmit buffer. Concurrently, the bulk copy process 
performs the task of reading from the source disk and enqueuing the write I/Os to the disk transmit buffer. The 
contents of the disk transmit buffer are transferred to the destination over the TCP framework, and finally written 
out to the destination datastore. 

As shown in Figure 1, vSphere 5.1 vMotion typically transfers the disk content over the vMotion network. However 
vSphere 5.1 vMotion optimizes the disk copy by leveraging the mechanisms of Storage vMotion whenever 
possible.  For instance, if the source host has access to the destination datastore, vSphere 5.1 vMotion will use the 
source host’s storage interface to transfer the disk content, thus reducing vMotion network utilization and host 
CPU utilization. Similarly, if both the source and destination datastores are on the same array that is capable of 
using VMware vSphere® Storage APIs - Array Integration (VAAI), and the source host has access to the 
destination datastore, vSphere 5.1 vMotion will offload the task of copying the disk content to the array using 
VAAI. 
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Migration of Virtual Machine’s Memory 

vSphere 5.1 vMotion builds on existing vMotion technology for transfer of the virtual machine’s memory. Both 
vSphere 5.1 vMotion and vMotion use essentially the same pre-copy iterative approach to transfer the memory 
contents. The approach is as follows: 

 [Phase 1]  Guest trace phase 
The guest memory is staged for migration during this phase. Traces are placed on the guest memory pages 
to track any modifications by the guest during the migration.  

 [Phase 2]  Pre-copy phase 
Because the virtual machine continues to run and actively modify its memory state on the source host during 
this phase, the memory contents of the virtual machine are copied from the source ESXi host to the 
destination ESXi host in an iterative process. Each iteration copies only the memory pages that were modified 
during the previous iteration.  

 [Phase 3]  Switch-over phase 
During this final phase, the virtual machine is momentarily quiesced on the source ESXi host, the last set of 
memory changes are copied to the target ESXi host, and the virtual machine is resumed on the target ESXi 
host. 

In contrast to vMotion, vSphere 5.1 vMotion also must transport any additional changes that occur to the virtual 
machine’s virtual disks due to the guest’s ongoing operations during the memory migration.  In addition, vSphere 
5.1 vMotion must coordinate the several copying processes including the bulk copy process, I/O mirroring 
process, and memory copy process. To allow a virtual machine to continue to run during the entire migration 
process, and to achieve the desired amount of transparency, vSphere 5.1 vMotion begins the memory copy 
process only after the bulk copy process completes the copy of the disk contents. The memory copy process 
runs concurrently with the I/O mirroring process, so the modifications to the memory and virtual disks, due to the 
guest’s ongoing operations, are reflected to the destination host. Because both the memory copy process and 
I/O mirroring process contend for the same network bandwidth, the memory copy duration could be slightly 
higher in vSphere 5.1 vMotion compared to the memory copy duration during vMotion. Generally, this is not an 
issue because the memory dirtying rate is typically high compared to the rate at which disk blocks change. 
vSphere 5.1 vMotion guarantees atomic switch-over between source and destination hosts by ensuring both 
memory and disk state of the virtual machine are in lock-step before switch-over, and fails back to source host 
and source disks in the event of any unexpected failure during disk or memory copy.  

Migration of Virtual Device State 

Like vMotion, vSphere 5.1 vMotion leverages the ability of vSphere to serialize the virtual device state of the 
virtual machine, which is generally less than 8MB in size. In some cases, it can grow in excess of 128MB, which can 
be transferred very quickly over a high-speed network. 

External Network Connections 

The vSphere virtual networking architecture makes it very easy to preserve existing networking connections even 
after a virtual machine is migrated to a different machine. Because each virtual Ethernet network interface card 
(vNIC) has its own MAC address that is independent of the physical NIC’s MAC address, the virtual machines can 
be migrated between the hosts and still keep the networking connections alive as long as both the source and 
destination hosts are on the same subnet. The migration is done efficiently so the networking connections do not 
time out. After the virtual machine is migrated, the destination ESXi host sends out a RARP packet to the physical 
network switch thereby ensuring that the switch updates its tables with the new switch port location of the 
migrated virtual machine. This migration is completely transparent to the remote clients of the virtual machine. 
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vSphere 5.1 vMotion Performance Features  
Using Multiple NICs for vSphere 5.1 vMotion 

vSphere 5.1 vMotion can leverage the multi-NIC feature, added in vSphere 5, to load balance the  vMotion 
network traffic over multiple network adaptors. The multi-NIC feature allows the provisioning of multiple vMotion 
network interfaces on the source and destination hosts.  When a migration is initiated, VMkernel will pair source 
and destination vMotion NICs based on link speed, pairing multiple NICs to a single NIC as needed to fully utilize 
the link.  VMkernel opens a TCP connection per network adaptor pair and transparently load balances the 
migration traffic over all the connections. 

For example, if the source host has two 10GbE NICs, and the destination host has one 10GbE NIC and two 1GbE 
NICs, VMkernel will pair the first 10GbE NIC on the source host with the sole 10GbE NIC on the destination host, 
then VMkernel will pair the second 10GbE NIC on the source host with the two 1GbE NICs on the destination host, 
thereby resulting in a total of three TCP connections.  

Note:  Ensure that all the vMotion vmknics on the source host can freely communicate with all the vMotion 
vmknics on the destination host. It is recommend to use the same IP subnet for all the vMotion vmknics.  

vSphere 5.1 vMotion over Metro Area Networks 

vSphere 5.1 vMotion is latency aware and provides support on high-latency networks with round-trip latencies of 
up to 10 milliseconds. 

Stun During Page-Send (SDPS) 

vSphere 5.1 vMotion leverages the SDPS enhancement, added in vSphere 5, which ensures vSphere 5.1 vMotion 
will not fail due to memory copy convergence issues. As noted in the Architecture section, transfer of the virtual 
machine’s memory contents during vMotion involves an iterative pre-copy procedure. In most cases, each pre-
copy iteration should take less time to complete than the previous iteration. However, in some pathological cases 
where the virtual machine modifies memory contents faster than it can be transferred (due to workload 
characteristics or network infrastructure limitations), SDPS will kick-in and ensure the memory modification rate 
is slower than the pre-copy transfer rate. This technique avoids any possible vMotion failures. Upon activation, 
SDPS injects microsecond delays into the virtual machine execution and throttles its page dirty rate to a 
preferred rate, guaranteeing pre-copy convergence. 

Other Performance Optimizations in vSphere 5.1 vMotion  

Significant improvements are made to optimize the disk copy to reduce the network and host CPU usage. Several 
of these optimizations leverage the knowledge of the virtual disk’s characteristics and VMFS-level 
implementation details.  
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Performance Test Configuration and 
Methodology 
This section describes the test bed configuration and general testing methodology. 

Test Configuration 

vSphere 5.1 vMotion performance tests used a pair of identical HP ProLiant DL580 G7 servers. Each of the servers 
was configured with quad-socket, eight-core 2.67GHz Intel Xeon E7-8837 processors, 256GB of RAM, and two 
10GbE Intel network adaptors. The source host was connected to an EMC CX4-480 SAN array and the destination 
host was connected to an EMC CX3-40 SAN array. A 100GB VMFS version 5 file system was created on a 15-disk 
RAID-0 volume on each SAN array. Figure 2 depicts the hardware configuration.  

 

Figure 2. Test bed configuration 

For the comparative Storage vMotion and vMotion tests, the test bed configuration shown in Figure 2 was 
extended to include an 8Gb Fiber Channel (FC) switch, so both the source and destination hosts were connected 
to both of the two SAN arrays through the FC switch.  

Measuring vSphere 5.1 vMotion Performance 

The following metrics were used to understand the performance implications of vSphere 5.1 vMotion. 

 Migration Time:  The total time taken for the migration to complete, beginning from the initiation of the 
migration. 

 Switch-Over Time:  The time during which the virtual machine is quiesced to enable virtual machine 
switchover from the source host to the destination host. 

 Guest Penalty: The performance impact (latency and throughput) on the applications running inside the 
virtual machine during and after the migration. 

To investigate the performance implications of vSphere 5.1 vMotion, two critical tier-1 applications were 
considered, including a traditional database server and an in-memory cache application. A traditional database 
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server environment characterized by disk-intensive operations was used to investigate the vSphere 5.1 vMotion 
performance implications during storage migration. An in-memory cache application characterized by memory-
intensive operations was used to investigate the vSphere 5.1 vMotion performance implications during memory 
migration.  

Capturing Timing Details 

As described in the Architecture section, vSphere 5.1 vMotion consists of multiple phases including a disk copy 
phase, a memory copy phase, and a switch-over phase.  VMkernel logs and VM logs were used to capture the 
precise and fine-grained timing details of these different phases. 

The elapsed time of the vMotion task reported under the Tasks tab in the VMware® vCenter Server™ does not 
provide such a fine level of timing information. Additionally, the elapsed time reported by the vCenter Server 
includes not only the actual time taken to complete the  vMotion process between the source and destination 
vSphere hosts (the time during which guest performance is affected), but also other latencies contributed by the 
management layer. These latencies include the time to sync up vMotion task completion information between the 
vCenter Server and various other host agents running on the source and destination vSphere hosts. This has no 
bearing on guest performance. 

vSphere 5.1 vMotion Performance in a Database 
Environment 
Database workloads are widely acknowledged to be extremely resource intensive. They are characterized by 
high consumption of CPU, memory, and storage resources. Therefore they serve as an ultimate test of live-
migration performance. This study investigates the impact of live migration on Microsoft SQL Server online 
transaction processing (OLTP) performance. In particular, due the disk-intensive nature of this workload, the 
primary focus of this study was to investigate the vSphere 5.1 vMotion performance implications during the disk 
migration. 

Test Methodology 

Load-Generation Software 

The open-source DVD Store Version 2 (DS2) was used as the benchmark tool. DS2 simulates an online 
ecommerce DVD store, where customers log in, browse, and order products. The benchmark tool is designed to 
utilize a number of advanced database features, including transactions, stored procedures, triggers, and 
referential integrity. The main DS2 metric is orders per minute (OPM). 

The DVD store benchmark driver was configured to enable fine-grained performance tracking, which helped to 
quantify the impact on SQL Server throughput (orders processed per second) during different phases of 
migration. Specifically, the source code of the ds2xdriver.cs file was edited with 1-second granularity, which 
resulted in the client reporting the performance data every 1 second (the default is 10 seconds). 

The test case used the following SQL Server deployment scenario: 

 Microsoft SQL Server was deployed in a single virtual machine configured with four vCPUs and 16GB of 
memory. 

 The DS2 workload used a database size of 50GB with 50,000,000 customers. 

 A benchmark load of 12 DS2 users was used. 

 The virtual machine was configured with 3 virtual disks: a 50GB boot disk containing Windows Server 2008 
R2 and Microsoft SQL Server, a 90GB database disk, and a 24GB log disk. 

The primary focus of this study was to understand the performance implications during the disk migration phase. 
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vSphere 5.1 vMotion was compared with Storage vMotion because the latter represented a best-case baseline for 
disk migration. As noted in the Architecture section, Storage vMotion works by making a local copy of the virtual 
disks from one storage device to another storage device on the same host. vSphere 5.1 vMotion, on the other 
hand, migrates virtual disks from a source host to a destination host over a network.  Therefore, comparing 
vSphere 5.1 vMotion with Storage vMotion made it possible to understand the performance implications of 
creating a network copy compared with creating a local copy for storage migration. 

In the test scenario, a load of 12 DS2 users generated a substantial load on the virtual machine in terms of CPU, 
memory, and disk usage.  The migration was initiated during the steady-state period of the benchmark, when the 
CPU utilization (esxtop %UTIL counter) of the virtual machine was close to 125%. The machine memory consumed 
and in use by the guest was 16GB. The average read I/Os per second (IOPS) and the average write IOPS of the 
database disk were in the range of 1250 and 200 respectively. The test scenario focused only on migration of the 
I/O-intensive 90GB database disk, while leaving the idle boot disk and the 100% sequential I/O log disk on a 
shared volume.  

Test Results 

Figure 3 summarizes the results of the vSphere 5.1 vMotion and Storage vMotion test scenarios.  

 

 

Figure 3. Disk migration time in Storage vMotion and vSphere 5.1 vMotion 

Figure 3 shows nearly identical disk migration times during both test scenarios. This indicates that the impact of 
using the network to migrate the virtual disks was very minimal compared to a local copy.  

During the disk copy phase of both Storage vMotion and vSphere 5.1 vMotion, the average read I/O operations 
and the average read I/O bandwidth on the database disk were about 5500 IOPS and 300MBps, respectively. 
The huge increase in average read I/O operations on the virtual disk during the disk copy phase is expected due 
to the concurrent I/O operations from the guest as well as bulk copy.  

The average write IOPS on the database disk during the disk copy phase was about 120. The drop in the write 
IOPS during the disk copy phase was consistent with the drop in the SQL Server throughput (orders processed 
per second).  

The average network usage during the disk copy phase of the vSphere 5.1 vMotion was around 2.3Gbps. This 
indicates that disk migration time is more likely determined by the I/O throughput of the source and destination 
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datastores than the available network bandwidth.  

The total duration of vSphere 5.1 vMotion was about 20 seconds higher than that of Storage vMotion operations 
due to the memory copy phase. 

Figure 4 plots the performance of a SQL Server virtual machine in orders processed per second at a given time—
before, during, and after the Storage vMotion process. 

 

Figure 4. Performance of SQL Server virtual machine before, during, and after Storage vMotion 

Figure 4 shows that Storage vMotion started at about 137 seconds into the steady-state interval, and its total 
duration was 249 seconds. The throughput drop during the disk copy phase is expected due to the disk-intensive 
nature of the workload.  

A temporary drop in throughput occurred during the switch-over phase, when the virtual machine was quiesced 
to relocate the home directory of the virtual machine from the source datastore to the destination datastore.  

Because the database disk was migrated from a higher performance SAN to a slightly slower SAN, the 
throughput after the migration was lower than the throughput prior to the migration. 

Figure 5 plots the performance of a SQL Server virtual machine in orders processed per second at a given time—
before, during, and after vSphere 5.1 vMotion. 
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Figure 5. Performance of SQL Server Virtual Machine Before, During and After vSphere 5.1 vMotion 

Figure 5 shows the vSphere 5.1 vMotion process started at about 142 seconds into the steady-state interval. Its 
total duration was 270 seconds, of which the disk copy phase was 252 seconds. The throughput drop during the 
disk copy phase was similar to the drop observed during the disk copy phase of the Storage vMotion process.  

In contrast to Storage vMotion, vSphere 5.1 vMotion also must migrate the memory and device state. This is 
indicated by the memory copy phase. The throughput drop during the memory copy phase was very minimal.  

A temporary drop in throughput occurred during the switch-over phase when the virtual machine was 
momentarily quiesced on the source host and was resumed on the destination host. 

Results from these tests indicate that the performance impact of using a network to migrate virtual machine 
storage compared to a local copy is very minimal even when running a highly I/O-intensive database application. 

vSphere 5.1 vMotion Performance in an In-
Memory Caching Environment 
In-memory databases and caching applications are rapidly growing trends today in a world where the volume of 
data is growing exponentially. These solutions are widely deployed across all the industry segments spanning 
telecommunications, financial services, travel logistics, gaming, and more. In-memory caches enable a very 
efficient data access pattern by moving data closer to the application, thereby delivering the extreme 
performance demands of modern, real-time applications. 

For the study, IBM SolidDB, a relational, in-memory database, was chosen as the candidate to study the vSphere 
5.1 vMotion performance implications during a memory migration. Customers typically deploy SolidDB to 
accelerate traditional disk-based relational database servers by caching performance-critical data into one or 
more in-memory database instances.  
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Test Methodology 

Load-Generation Software 

The open-source Telecommunication Application Transaction Processing (TATP) benchmark tool was used. The 
TATP benchmark simulates a typical Home Location Register (HLR) database used in a mobile phone network. 
The HLR is a database that mobile carriers use to store all relevant information about its subscribers and services. 
Every call to and from a mobile phone involves look ups against the HLR, making it an ideal workload simulating a 
demanding, high-throughput environment requiring extreme speed.  

TATP measures the response times of the transactions with a millisecond resolution. It discards the longer 
response times and reports the successful transactions per second. The main metric is Mean Qualified 
Throughput (MQTh). The TATP driver by default uses one second as a time unit which enabled the easy 
quantification of the impact on SolidDB throughput during different phases of migration.  

The test case used the following benchmark deployment scenario: 

 SolidDB was deployed in a single virtual machine configured with eight vCPUs and 64GB of memory. 

 The TATP workload used a database size of 50GB with 30,000,000 subscribers. 

 The benchmark schema stored the subscriber table on a persistent store and stored the rest of the tables in 
memory. 

 The virtual machine was configured with two virtual disks: a 20GB boot disk containing SLES 11 and SolidDB, 
and a50GB database disk. 

 The TATP workload used the default transaction mix with a combination of 80% read transactions and 20% 
write transactions. 

The focus of this study was to understand the performance implications of vSphere 5.1 vMotion during the 
memory migration phase. vSphere 5.1 vMotion was chosen to be compared with vMotion because the latter 
represented a best-case baseline for memory migration. As noted in the Architecture section, during the memory 
migration phase vMotion only transfers the memory changes, while vSphere 5.1 vMotion needs to transfer both 
memory and virtual disk changes.  

In contrast to traditional database servers, an in-memory SolidDB database server does not write the results of 
each individual insert/update/delete SQL query (or even the result of each transaction) to the disk as it happens. 
Instead, the server accumulates committed transactions (in the form of updated pages in memory) and writes 
them to the disk only during checkpoints. Conceptually, one can think of checkpoints as being the main write 
operations to the database files on disk.  

This test scenario used a short checkpoint interval to generate a steady rate of I/O to the database disk. 
Specifically, the solid.ini configuration file used a CheckPointInterval of 250 (default: 50000). This resulted 
in an execution of the checkpoint after every 250 log writes. A MinCheckpointTime of 5 was also used. This 
option specifies the minimum time between consecutive checkpoints. These changes resulted in a steady rate of 
I/O to the database disk. The amount of write activity on the virtual disk has direct impact on the vSphere 5.1 
vMotion memory migration time, as the resulting disk changes are transferred concurrently with the memory 
over the same network. 

Tests simulated different load scenarios by varying the number of the client driver processes, thereby generating 
varying load on the memory and the database disk. The following table shows the I/O activity on the database 
disk during different load scenarios. 
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LOAD 
(# CLIENTS)  

WRITE IO OPERATIONS PER SECOND 
(IOPS)  

WRITE MB PER SECOND (MBPS)  

Idle  0  0  

8  906  13.68  

16  1444  22.21  

32  2378  36.68  

64  3220  50 .12  

Table 2. I/O activity on the database disk during different load scenarios 

 

Figure 6. Duration of Memory Migration during vSphere 5.1 vMotion and vMotion 

Figure 6 plots the duration of the memory migration phase during the vSphere 5.1 vMotion and vMotion 
processes in varying load scenarios. The figure also shows the average write I/O operations on the database disk 
during each test scenario before the start of the migration.  As expected, during the idle virtual machine scenario, 
with zero activity on the database disk, the duration of the memory copy phase was nearly identical during both 
vSphere 5.1 vMotion and vMotion tests.  

Even as the load was increased from 8 client processes to 64 client processes, the difference in memory copy 
duration between vSphere 5.1 vMotion and vMotion tests was only in the noise range (less than 5 percent). The 
I/O load was most intensive during the 64-client test case, with the average write I/O operations and the average 
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write I/O bandwidth on the database disk around 3200 IOPs and 50 MBps respectively. Even during such a 
heavily loaded scenario, the impact of the disk I/O activity on the vSphere 5.1 vMotion memory copy duration was 
very minimal. 

In the 64-client scenario, during both vMotion and vSphere 5.1 vMotion tests, the VMkernel logs indicated that 
workload complexity imposed an unusual memory access pattern with the virtual machine modifying the 
memory faster than it can be transferred even on a 10GbE network. Therefore, during both vMotion and vSphere 
5.1 vMotion tests, the new SDPS enhancement (more details in Architecture section) kicked in when the pre-copy 
was failing to make forward progress and enabled the migration to progress smoothly.   

Finally, Figure 6 also plots a multi-NIC data point when running 64 client processes. The precopy was able to 
transfer the memory changes faster than the virtual machine dirty rate when using the two 10GbE NICs for the 
migration, in spite of the workload complexity, because there was more network bandwidth . Therefore SDPS did 
not kick-in during both the vSphere 5.1 vMotion and vMotion tests.  Figure 6 shows that during both vSphere 5.1 
vMotion and vMotion tests, using two NICs reduced the memory copy duration by 30%. 

The impact on guest performance during the memory copy phase was similar during both the vSphere 5.1 
vMotion and vMotion tests in all scenarios. Figure 7 and Figure 8 show the guest impact in the 32-client test 
scenario during vMotion and vSphere 5.1 vMotion respectively. 

 

Figure 7. Performance of SolidDB virtual machine before, during, and after vMotion 
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Figure 8. Performance of SolidDB virtual machine before, during, and after vSphere 5.1 vMotion 

Figure 7 shows that vMotion started at about 16 seconds into the steady-state interval, and the total duration of 
vMotion was 111 seconds. The throughput drop during the memory copy phase was very minimal.  

Figure 8 shows the vSphere 5.1 vMotion started at about 21 seconds into the steady-state interval. The memory 
copy phase started at about 64 seconds into the start of vSphere 5.1 vMotion, and took about 105 seconds to 
complete. The guest impact during the memory copy was similar to the impact during the vMotion memory copy 
phase, which suggests the I/O activity on the database disk had no impact on guest performance during the 
vSphere 5.1 vMotion memory copy. 

Results from these tests indicate the performance impact of using a network to migrate both storage and 
memory changes compared to migrating only memory changes is very minimal even when running a highly I/O 
intensive in-memory database server. 

vSphere 5.1 vMotion Performance in Mixed 
VMFS Environments 
vSphere 5 introduced a unified block size of 1MB , and vSphere 5.1 vMotion has performance optimizations that 
depend on a 1MB file system block size*. This section investigates the impact of these performance optimizations. 

Figure 9 compares the vSphere 5.1 vMotion duration when migrating an idle virtual machine for the following 
configurations: 

1. Source and destination datastores used VMFS-5, the version in vSphere 5.x. 

2. The source datastore used VMFS-5 and the destination datastore used VMFS-3 with a 2MB block size.  

 

                                                                    

* A 1MB file system block size has been the default size in earlier VMFS versions. However, certain VMFS versions (VMFS-3, for 
example) allowed users to choose a different block size.  
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Figure 9. Duration of vSphere 5.1 vMotion in VMFS 5 and VMFS 3 environments 

Figure 9 shows the results of vSphere 5.1 vMotion duration when migrating a 24GB disk in VMFS-5 and VMFS-3 
environments, where the VMFS-3 datastore’s block size has been changed to 2MB.   

As shown in the figure, the file block size has significant performance implications when migrating using  vSphere 
5.1 vMotion.  Using VMFS-5 reduced the migration time by about 35%. The difference is expected to be even 
higher when the virtual machine is running an active workload. The results clearly indicate that significant 
reductions in the migration time can be obtained by utilizing VMFS-5 with its 1MB block size, compared to VMFS-
3 with a different block size.  

vSphere 5.1 vMotion Performance over Metro 
Networks 
vSphere 5.1 vMotion is latency aware, and provides support on high-latency networks and metro area networks 
with round-trip latencies of up to 10 milliseconds. 

vSphere 5.1 vMotion performance on a metro area network under varying network latencies is examined next. 

This study used the same test bed that was used in all of the previous studies, but the 10GbE connections 
between the source and destination hosts were replaced with a 1Gbps network link to simulate a realistic 
bandwidth for metro migrations.  
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Figure 10. Test-bed configuration for metro area network tests 

As shown in Figure 10, both the source and destination vSphere hosts were connected to an intermediate host, 
running SUSE Linux Enterprise Server 11, using 1Gbps physical connections. The SLES 11 host used a Netem 
(network emulation) kernel component to inject network latencies. All the vSphere 5.1 vMotion network traffic 
from the source host to the destination host was subjected to the network latencies added by the Netem tool. 

Test Methodology 

Load-Generation Software 

The open-source Iometer was used as the benchmark tool. Iometer is widely used to measure and characterize 
I/O subsystem performance. 

The test case used the following benchmark deployment scenario. 

 Iometer was running in a virtual machine configured with two vCPUs and 8GB of memory. 

 The virtual machine was configured with two virtual disks: a 24GB boot disk containing Windows Server 
2008 and a 16GB data disk. 

 The I/O pattern simulated an OLTP workload with the following profile: one worker thread, 30% write, 70% 
read, 8KB I/Os, 100% random access, and 16 outstanding I/Os. 

Tests varied the Netem delay parameter (used to inject latencies) to simulate a 5 millisecond and a 10 millisecond 
round-trip latency in a metro area network. A baseline deployment scenario without any Netem delay was also 
tested. The baseline deployment scenario had a round-trip latency of 0.5 milliseconds. 

In the test scenario, Iometer generated heavy I/O to the data disk. The average read IOPS and average write IOPS 
were about 2200 and 950, respectively. The test scenario focused only on migration of the I/O-intensive 16GB 
data disk, while leaving the idle boot disk on a shared volume. 
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Figure 11. vSphere 5.1 vMotion Performance in Metro scenarios 

Figure 11 shows that the duration of the migration in the 5-millisecond and 10-millisecond scenarios was nearly 
identical to the duration in the 0.5-millisecond baseline scenario. This was achieved because of the latency-aware 
optimizations in vSphere 5.1 vMotion.   

These results indicate vSphere 5.1 vMotion performs well even on metro area networks with up to 10 millisecond 
round-trip latencies.  

vSphere 5.1 vMotion Best Practices 
Following are several best practices that were derived from the previously described tests: 

 vSphere 5.1 vMotion has performance optimizations that depend on the unified 1MB file system block size 
found in VMFS-5. Although 1MB has been the default VMFS block size since the early VMFS versions, certain 
VMFS versions (VMFS-3, for example) allowed users to choose a different block size. VMFS file systems that 
don’t use 1MB block sizes cannot take advantage of these performance optimizations. A significant reduction 
in migration time can be achieved by switching to VMFS-5 with a 1MB block size. 

 vSphere 5.1 vMotion typically transfers disk content over the vMotion network. However, if the source host 
has access to the destination datastore, vSphere 5.1 vMotion will use the source host’s storage interface to 
transfer the disk content, thus reducing vMotion network utilization and host CPU utilization. 

 If both the source and destination datastores are on the same VAAI-capable array, and the source host has 
access to the destination datastore, vSphere 5.1 vMotion will offload the task of copying the disk content to 
the array using VAAI. 

 When using vSphere 5.1 vMotion to migrate a virtual machine with snapshots, plan to provision at least a 
1Gbps management network. This is advised because vSphere 5.1 vMotion uses the Network File Copy (NFC) 
service to transmit the virtual machine's base disk and inactive snapshot points to the destination datastore. 
Because NFC traffic traverses the management network, the performance of your management network will 
determine the speed at which such snapshot content can be moved during migration. 

 If there are no snapshots, and if the source host has access to the destination datastore, vSphere 5.1 vMotion 
will preferentially use the source host’s storage interface to make the file copies, rather than using the 
management network. 

 Consider using a 10GbE vMotion network. Using a 10GbE network in place of a 1GbE network for vMotion will 
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result in significant improvements in vSphere 5.1 vMotion performance. When using very large virtual 
machines, consider using multiple 10GbE network adaptors for vMotion to further improve performance. 

 When using the multiple–network adaptor feature, configure all the vMotion vmnics under one vSwitch and 
create one vMotion vmknic for each vmnic. In the vmknic properties, configure each vmknic to leverage a 
different vmnic as its active vmnic, with the rest marked as standby. This way, if any of the vMotion vmnics 
become disconnected or fail, vSphere 5.1 vMotion will transparently switch over to one of the standby vmnics. 
However, when all your vmnics are functional, each vmknic will route traffic over its assigned, dedicated 
vmnic. 

Conclusion 
vSphere 5.1 offers new enhancements of vMotion that provide a new level of ease and flexibility for live virtual 
machine migrations. vSphere 5.1 vMotion now removes the shared storage requirement for live migration and 
allows combining traditional vMotion and Storage vMotion into one operation. The combined migration copies 
both the virtual machine memory and its disk over the network to the destination vSphere host.  

This paper presented the performance of migrating running virtual machines using vSphere 5.1 vMotion, Storage 
vMotion, and vMotion. Performance optimizations in vSphere 5.1 vMotion ensure the migration time and the 
performance of guest applications are comparable to that of the earlier vSphere technologies vMotion and 
Storage vMotion. Additionally, testing vSphere 5.1 vMotion over a high-latency network, such as that in a metro 
area network, showed good performance.  
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