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EXECUTIVE SUMMARY  
Unprecedented situations have forced organizations to change and quickly adapt towards new ways of ensuring business continuity while 
driving collaboration and productivity. A survey of the top 500 CEOs, by Fortune in 2020, found that more than a quarter of CEOs believed the 
usual ways of working will never return and Gartner found that around half of employers now see remote working as part of their go-forward 
model. With a dramatic shift towards remote work, it becomes clear that the winning model in the future is one of hybrid work. That means 
having the flexibility to get work done regardless of physical location is better for business continuity, employee productivity, and long-term 
effectiveness.  

Employees are the lifeblood of any organization. With the demand for work-life balance and the pandemic dramatically increasing work from 
home initiatives, continued access to applications, data, and tools are critical for the productivity of employees. Enabling collaboration that drives 
innovation is necessary to drive the business forward. To support a growing number of remote workers, organizations need a solution that can 
help to drive remote workforce productivity while increasing security, business continuity, and boost efficiency. The challenge is to deliver this 
experience optimally, with the right mix of technology. 

HPE Synergy with its fluid resource pools, software-defined intelligence, and unified API helps organizations innovate faster with greater 
automation and intelligence, and enables IT administrators to build solutions quickly while simplifying operational complexity and ensuring easy 
management. VMware Cloud Foundation™ (VCF)—an integrated, software-defined platform when combined with HPE Synergy, enables IT 
administrators to build an enterprise-ready private cloud solution that is flexible, agile, efficient, and runs on fluid resource pools. VMware Cloud 
Foundation solution is consistent and compatible across on-prem and public cloud systems are simple to operate and are ready for both virtual 
machines (VMs) and containers.  

HPE Synergy offers a unique composable infrastructure for running VMware Cloud Foundation while VMware Horizon Suite enables best of 
breed digital workspace solution which provides user mobility and security, increases collaboration among teams, and provides the necessary 
control over resources to the IT administrators. 

This Reference Architecture provides architectural guidance for designing and deploying VMware Horizon 8 with VMware Cloud Foundation 4.2 
on HPE Synergy with NVIDIA® virtual GPU (vGPU) technology, and demonstrates the following benefits: 

• Combines HPE Synergy with VMware Cloud Foundation (VCF) from a deployment perspective while enabling simplified lifecycle management 

• Achieve faster VDI roll-out via automation, reducing deployment cycle from days to hours, and support multiple HPE Synergy Frames for 
scaling the infrastructure efficiently with a dedicated single view of the entire management that allows for rapid provisioning and repurposing 

• Performance and density insights generated via industry-leading benchmarking tools like LoginVSI and NVIDIA nVector 

• Modular Infrastructure that supports a high density of various types of users on a single infrastructure 

Target audience: This document is intended for system engineers, system administrators, architects, and staff responsible for installing and 
maintaining VMware Cloud Foundation on HPE Synergy Composable Infrastructure. The reader should have a solid understanding of end-user 
computing, familiarity with VMware Cloud Foundation, VMware Horizon Suite, and an understanding of sizing/characterization concepts and 
limitations in client virtualization environments. For assistance with the automated deployment of HPE Synergy with VMware Cloud Foundation, 
contact your Hewlett Packard Enterprise representative. 

Document purpose: The purpose of this document is to demonstrate the value of combining VMware’s Cloud Foundation suite and VMware’s 
Horizon Enterprise end-user computing suite of software with HPE Composable Infrastructure capabilities offered by HPE Synergy to create a 
highly manageable, highly available, and performant solution that meets the needs of the business, IT personnel, and the user community. 

This Reference Architecture describes solution testing performed in April 2021.  
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INTRODUCTION 
Digital Workspace has become more important than ever in today’s world. It is a prime driver that is keeping organizations functional by 
accelerating connectivity and collaboration as the workforce adopts a new work culture while working from remote locations. Users now demand 
a rich visual experience while accessing virtual apps and desktops over different networks, at different locations, and on a variety of devices. 
These demands create a challenge of control and security for the IT administrator who is already engaged in managing a complex multi-tiered 
environment. 

Hewlett Packard Enterprise has integrated HPE Synergy with VMware Could foundation (VCF) to provide a unique private cloud environment 
that can be provisioned within hours via automation with software-defined intelligence and allows for optimal application performance. Logical 
pooling of resources by HPE Synergy reduces both underutilization and overprovisioning to create a more agile, cost-effective data center that 
can be scaled out and scaled up according to resource and user requirements. HPE Synergy OneView provides a single pane view to manage 
fluid hardware resource pools with the help of Unified API, while VMware Cloud Foundation eases deployment and management of VMware 
vSphere 7.0 and NSX-T. This brings together a robust software-defined data center (SDDC) that can support a modern Digital Workspace. 

VMware Horizon deployed on VCF with HPE Synergy enables rapid creation and easy management of virtual applications and desktops which 
can be delivered to the end-user with agility and security. With VMware Horizon end-users gain access to apps, data, and tools on many devices 
connected to different networks, and administrators gain centralized control, efficiency, and security by having data in the data center.  

Now more than ever, with a wide variety of users utilizing VDI solutions, demand for rich graphics and fluid visual experience is growing among 
end-users. NVIDIA’s virtual GPU technology makes it possible for many users to share GPU resources while accelerating high-end applications 
and desktops. Furthermore, organizations want to support demanding engineering and creative applications in a VDI environment, which can be 
accomplished by deploying vGPU accelerated applications and desktops.  

This Reference Architecture illustrates a modern Digital Workspace which is a highly manageable, highly available, and performant solution that 
runs VMware Horizon on VMware Cloud Foundation and HPE Synergy. 

SOLUTION OVERVIEW 
Today’s end-user expects a fully integrated and seamless experience that brings apps, data, desktops, and devices together to enable mobility 
and increase productivity. This Reference Architecture demonstrates the value of combining HPE Synergy with (VCF from a deployment 
perspective in a cost-effective and highly manageable fashion. The purpose of this Reference Architecture is to deliver an experience to a broad 
spectrum of end-user types with a minimal set of compromises. Fluid pools of resources and modular architecture enable HPE Synergy frames to 
efficiently scale up and out as per workload requirements, Deploying Horizon 8 with VCF 4.2 on the HPE Synergy platform builds the perfect 
foundation for an easy-to-operate VDI solution that delivers the best in class end-user computing experience to meet customer’s growing 
expectations while being easily manageable, secure and complaint. 

HPE Synergy Frames, server modules, HPE Synergy D3940 Storage Module, and the HPE Virtual Connect SE 100Gb F32 Module for Synergy 
reduce complexity by using intelligent auto-discovery to find all available resources to accelerate workload deployments to provide the resilient 
and integrated infrastructure that meets the reliability, performance, and security needs of end-user computing systems. This drives IT efficiency 
as the business grows and delivers balanced performance across resources to increase solution effectiveness.  

A decade ago, high-end applications with intensive graphics requirements were not compatible with virtualized environments. They were 
expensive to develop and implement. Also, the Graphics Processing Unit (GPU) resources could not be virtualized and had to be dedicated to 
users or applications that require direct access to the GPU, making the solution expensive and difficult to scale. NVIDIA virtual GPU (vGPU) 
technology has modernized GPU allocations and now vGPUs have become a common solution component to address accelerated user 
workloads such as 3D engineering and design. HPE Synergy system works in conjunction with NVIDIA vGPU software and NVIDIA T4 Tensor 
Core GPU to cater to the most demanding user workload across industry segments.  

In this Reference Architecture, VCF consists of four (4) nodes for the VCF Management workload domain and six (6) nodes for hosting Horizon 
virtual desktop VMs. VMware's Cloud Builder VM and SDDC Manager deploy management and workload domains. All these management 
components, including Horizon Connection servers, are placed in the Management workload domain. This allows the VDI workload domain to be 
dedicated, to host virtual desktops for end-users, providing maximum scalability and performance benefits. 
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Figure 1 highlights the solution components and provides an architectural overview of the VMware Horizon on the VCF solution. 

 

FIGURE 1. Solution Architecture 

HPE’s infrastructure building blocks lay the foundation of the Digital Workspace solution and are configured together to solve unique customer 
needs. In Figure 2, two (2) HPE Synergy 12000 Frames are hosting ten (10) HPE Synergy 480 Gen10 Compute Modules. The HPE Primera 
Storage Array provides the speed and storage capacity for the solution. 
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The key building blocks of this solution are: 

• HPE Synergy 480 Gen10 Compute Modules 

• HPE PCIe Expansion Module with NVIDIA T4 GPUs 

• HPE Primera AF Storage Array 

 

FIGURE 2. Rack Diagram 

Table 1 shows the list of software components used in this solution.  

TABLE 1. The software stack for the Digital Workspace solution  

Component Version 

HPE Synergy Composer 2 6.00.00 
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HPE OEM customized vSphere distribution 7.0 U1 – HPE Synergy  VMware-ESXi-7.0.1-17325551-HPE-701.0.0.10.6.5.12-Jan2021-Synergy.iso (Build: 
17325551) 

VMware Patch bundle for 7.0 Update 1d VMware-ESXi-7.0U1d-17551050-depot.zip 

Note: Apply the update 17551050 on ESXi before deploying the SDDC domain 

HPE SSMC (Used with Primera) 3.7.1.1 
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Component Version 

HPE B-series SAN Fabric OS (FOS) 9.0.0b 

Aruba 6300M Switch 10.06 

Aruba 8325 Switch (JL627A)  1.0.06 

 

TABLE 2. VMware software and firmware components used in this Reference Architecture 

Component Version 

Cloud Builder VM 4.2.0.0 (Build 17559673) 

SDDC Manager 4..2.0.0 (Build 17559673) 

VMware vCenter Server® 7.0 (Appliance) 7.0 Update 1c (Build 17327517) 

VMware vSphere 7.0 ESXi 

Note: Use HPE OEM build to install ESXi 

7.0 Update 1d (Build: 17551050) 

Note: HPE ESXi available build is 17325551, update the ESXi build with 17551050 

HPE OEM Customized vSphere Distribution 7.0 VMware-ESXi-7.0.1-17325551-HPE-701.0.0.10.6.5.12-Jan2021-Synergy.iso (Build: 
17325551) 

VMware vSAN™ 7.0 Update 1d (Build: 17551050) 

VMware NSX-T Data Center™ 3.1.0 (Build: 17107167) 

VMware vRealize® Suite Lifecycle Manager 8.2 Patch 2 

VMware vRealize Orchestrator™ 8.2 

vRealize Operations Manager™ 8.2 

vRealize Automation™ 8.2 

vRealize Log Insight 8.2 

 

SOLUTION COMPONENTS 
HPE Synergy Composable Infrastructure 
HPE Synergy, the first platform built from the ground up for composability, offers an experience that empowers IT to create and deliver new 
value instantly and continuously. A single infrastructure reduces operational complexity for traditional workloads and increases operational 
velocity for new breeds of applications and services. HPE Synergy empowers IT administrators and developers, to use infrastructure-as-code for 
deploying and managing their data center environments. This new approach for composable infrastructure combines true stateless computing 
with rapid deployment and updates using a single software-defined infrastructure for physical, virtual, and containerized workload. Developers 
and independent software vendors (ISVs) can programmatically control an HPE Synergy Composable Infrastructure through a single, open API 
that is native in HPE Synergy powered by HPE OneView.  
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Figure 3 shows the benefits of HPE Synergy Composable Infrastructure. 

 

FIGURE 3. Architectural benefits of HPE Synergy Composable Infrastructure 

Fluid resource pools  
HPE Synergy allows the transformation of traditionally rigid physical systems into flexible virtual resource pools. HPE Synergy creates a resource 
pool of compute, storage, and fabric capacity that can be configured almost instantly to rapidly provision infrastructure for a broad range of 
applications. Now IT can manage both infrastructure growth and shrinkage, from a single fluid pool of resources not stranded in static silos. The 
smaller infrastructure reduces Capital Expense (Capex), and better management of provisioning reduces power consumption, cooling 
consumption, and minimizing operating expense (OpEx). Fluid resource pools are easily expandable by automatically integrating and assembling 
additional infrastructure to meet the changing workload demands of the business.  

Figure 4 shows how HPE Synergy fluid resource pools help in optimal utilization. 

 

FIGURE 4. Fluid resource pools - comparison of traditional versus composable infrastructure 
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Software-defined intelligence  
The software-defined intelligence in HPE Synergy reduces operational complexity and enables IT organizations to be more agile. HPE Synergy 
abstracts operational details and replaces them with high-level, automated operations. HPE Synergy uses templates to enable automatic 
implementation for change operations such as updating firmware, adding additional storage to a service, or modifying the network.  

Unified API  
Traditional IT management typically involves low-level API abstractions with many orchestration applications. Every device has its specific API 
and each API has error code formats. Using multiple interfaces requires knowledge of all APIs which is complex and time-consuming. The task to 
automate processes across heterogeneous interfaces is complicated since those APIs tend to be at a very low (CLI) level that requires the 
configuration of each component separately. Getting a single server up and running requires as many as 500 or more individual calls to low-level 
tools to get the infrastructure configured appropriately.  

Figure 5 illustrates how HPE Synergy includes a high-level unified API that brings together all the resources (compute, storage, and fabric) under 
a single interface with a single data format. Abstracting the API to a high level simplifies programmability. 

 

FIGURE 5. Single unified API for complete infrastructure programmability 

HPE Synergy Composer 2 
HPE Synergy Composer 2 provides enterprise-level management to compose and deploy system resources, for all your application needs. This 
management appliance uses software-defined intelligence with embedded HPE OneView to aggregate compute, storage, and fabric resources in 
a manner that scales to your application needs, instead of being restricted to the fixed ratios of traditional resource offerings. HPE OneView 
Server Profiles and profile templates capture the entire server configuration in one place, enabling administrators to replicate new Server Profiles 
and to modify them as needed to reflect changes in the data center.  
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Figure 6 shows how HPE OneView REST API and automation tools, enable automated provisioning, health monitoring, remote support, and 
template-driven updates for HPE Synergy. 

 

FIGURE 6. Software-defined intelligence for composable infrastructure 

HPE Synergy 12000 Frames 
The HPE Synergy 12000 Frame is a base infrastructure of compute, storage, network fabric, and power, that addresses and scales with various 
customer workloads and infrastructures. The HPE Synergy 12000 Frame reduces complexity in the IT infrastructure by unifying all these 
resources into a common bus, and with the myriad of available network and storage interconnects which allows the frame to interoperate with 
any other IT environment. At a high level, the HPE Synergy Frame supports the following: 

• Twelve half-height, six full-height, and six half-height double-wide compute modules. The HPE Synergy design additionally allows for the 
inclusion of double-wide modules as well, such as the HPE Synergy D3940 Storage Module 

• Ten fans and two frame link modules for in-band and out-of-band management 

• Up to six 2650 Watt power supplies 

• Up to six interconnect modules for full redundancy of three fabrics 

The HPE Synergy 12000 Frames features a fully automated and managed composer module using HPE OneView, contained within the HPE 
Synergy Composer module. HPE OneView handles all the setup, provisioning, and management both at the physical and logical level.  
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Figure 7 shows the front view of HPE Synergy 12000 Frame. 

 

FIGURE 7. HPE Synergy 12000 Frame 

HPE Synergy 480 Gen10 Compute Module 
The HPE Synergy 480 Gen10 Compute Module delivers superior capacity, efficiency, and flexibility in a two-socket, half-height, single-wide form 
factor to support demanding workloads. Powered by the 2nd Generation Intel® Xeon® Scalable Processors, flexible storage controller options, 
three I/O connectors, and designed to create a pool of flexible compute capacity within a composable infrastructure, the HPE Synergy 480 
Gen10 Compute Module is an ideal platform for general-purpose enterprise workload performance now and in the future. 

Figure 8 shows the HPE Synergy 480 Compute Module. 

 

FIGURE 8. Front view of HPE Synergy 480 Compute Module 

HPE Synergy D3940 Storage Module  
The HPE Synergy D3940 Storage Module is a direct-attached storage module with 40 Small Form Factor (SFF) drive bays designed for use in 
HPE Synergy 12000 Frames. Through the HPE Synergy 12Gb SAS Connection module, it provides composable storage for up to 10 compute 



Reference Architecture Page 12 

 

 

modules in a single frame. HPE Synergy D3940 Storage Module is optimized to use as either a direct-attached storage array or as software-
defined storage. HPE Synergy D3940 Storage Module supports a family of 12G SAS or 6G SATA HDD and SSD Smart Drives.  

Figure 9 shows the HPE Synergy D3940 Storage Module. 

 

FIGURE 9. Front view of HPE Synergy D3940 Storage Module 

HPE Synergy fabric interconnects 
HPE Virtual Connect SE 100Gb F32 Module for Synergy 
The HPE Virtual Connect SE 100Gb F32 Module, master module based on synergy composable fabric, is designed for composable infrastructure. 
The disaggregated, rack-scale design uses a master/satellite architecture to consolidate data center network connections, reduce hardware, and 
scale network bandwidth across multiple HPE Synergy 12000 Frames. The master module contains intelligent networking capabilities that 
extend connectivity to satellite frames through Interconnect Link Modules. This decreases top of rack switch needs and substantially reduces the 
costs. The components reduction simplifies fabric management at scale while consuming fewer ports at the data center aggregation layer. 

The HPE Virtual Connect SE 100Gb F32 Module for Synergy eliminates network sprawl at the edge with one device that converges traffic inside 
the HPE Synergy 12000 Frames and directly connects to external LANs.  

HPE Synergy 50Gb Interconnect Link Module  
The HPE Synergy 50Gb Interconnect Link Module (satellite module) is designed for composable infrastructure. Based on a disaggregated, rack-
scale design, it uses a master/satellite architecture to consolidate data center network connections, reduce hardware, and scale network 
bandwidth across multiple HPE Synergy 12000 Frames. 

HPE Virtual Connect SE 32Gb FC Module 
The HPE Virtual Connect SE 32Gb FC Module for HPE Synergy is a Storage Area Network (SAN) interconnect with a wire-once change-ready 
technology. The Fibre Channel (FC) module in conjunction with HPE Synergy Composer powered by HPE OneView allows workloads to be 
moved or managed without modifying the network. HPE OneView provides an intuitive management console for seamless connectivity between 
virtualized Synergy Compute Modules and 32Gb FC SAN fabrics. 

HPE Synergy 5830C 32Gb Fibre Channel Host Bus Adapter 
The HPE Synergy 5830C 32 GB FC Host Bus Adapter (HBA) provides low latency and flexible connectivity to HPE Synergy Virtual Connect FC 
modules. The HPE Synergy 5830C 32 GB FC HBA helps minimize CPU utilization for storage I/O and is ideal for environments with greater 
virtual machine density and bandwidth requirements. 
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HPE Synergy 6820C 25/50Gb Converged Network Adapter 
The HPE Synergy 6820C 25/50Gb Converged Network Adapter is a key element in synergy composable fabric connecting pools of compute 
resources to networks with reliable, high-performing converged Ethernet connectivity up to 50Gb. The HPE Synergy 6820C 25/50Gb Ethernet 
Adapter provides more than two times the bandwidth compared to 10/20Gb adapters. Therefore, it simplifies hardware implementation by 
reducing the number of adapters, associated switches, and compute modules required to achieve higher bandwidth. The HPE Synergy 6820C 
adapter converges Ethernet and FCoE onto a single connection, simplifying hardware and reducing costs. 

Aruba 6300M Switch  
The Aruba CX 6300 Switch Series is a modern, flexible, and intelligent family of stackable switches ideal for enterprise network access, 
aggregation, core, and data center top of rack (ToR) deployments. Created for game-changing operational efficiency with built-in security and 
resiliency. The 6300 switches provide the foundation for high-performance networks supporting IoT, mobile, and cloud applications. 

Figure 10 shows the front view of the Aruba 6300M Switch. 

 

FIGURE 10. Aruba 6300M Switch 

Aruba 8325 Switch Series 
The Aruba 8325 Switch Series offers a flexible and innovative approach to addressing the application, security, and scalability demands of the 
mobile, cloud, and IoT era. These switches serve the needs of the next-generation core and aggregation layer, as well as emerging data center 
requirements at the Top of Rack (ToR) and End of Row (EoR). They provide over 6.4Tbps of capacity, with line-rate Gigabit Ethernet interfaces 
including 1Gbps, 10Gbps, 25Gbps, 40Gbps, and 100Gbps. The 8325 series includes industry-leading line rate ports 1/10/25GbE 
(SFP/SFP+/SFP28) and 40/100GbE (QSFP+/QSFP28) with connectivity in a compact 1U form factor. These switches offer a fantastic 
investment for customers wanting to migrate from older 1GbE/10GbE to faster 25GbE, or 10GbE/40GbE to 100GbE ports. 

Figure 11 shows the front view of the Aruba 8325 32Y8C Switch. 
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FIGURE 11. Aruba 8325 32Y8C Switch 

HPE StoreFabric SN6600B Fibre Channel switch 
The HPE StoreFabric SN66x0B Fibre Channel switch meets the demands of hyper-scale virtualization, larger cloud infrastructures, and growing 
flash-based storage environments by delivering market-leading 32Gb Fibre Channel technology and capabilities. It provides a high-density 
building block for increased scalability, designed to support growth, demanding workloads, and data center consolidation in small to large-scale 
enterprise infrastructures. It is built for maximum flexibility, scalability, and ease of use. Organizations can scale from 24 to 128 ports, all in an 
efficient 1U or 2U package. It also provides a simplified deployment process and a point-and-click user interface, making it both powerful and 
easy to use. With the SN6600B Switch, organizations gain the best of both worlds: high-performance access to industry-leading storage 
technology and "pay-as-you-grow" scalability to support an evolving storage environment.  
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Figure 12 shows the HPE StoreFabric SN6600B FC switch. 

 

FIGURE 12. Front view of HPE StoreFabric SN6600B Fibre Channel switch 

If using a fabric-attached Fibre Channel topology, a minimum of two (2) SAN switches are required. If more than two switches are needed in the 
solution, switches of the same vendor/type must be added in pairs, so there is always an even number of switches.  

PCIe Graphics Expansion Module for HPE Synergy  
Hewlett Packard Enterprise offers graphics accelerator options for HPE Synergy 480 Gen10 Compute Modules to host multiple graphics cards in 
MXM format or 2 Full-Length, full-height, double-wide configuration. The expansion modules are connected to the HPE Synergy 480 Gen10 
Compute Modules through PCIe pass-through mezzanine cards located in the compute module. This flexible solution supports the spectrum of 
graphics cards like NVIDIA Quadro P6000, RTX 6000, and NVIDIA P40, P6, M10 & T4 to meet the customer requirements by providing a high 
consolidation ratio for accelerated workloads. This solution uses NVIDIA T4 GPUs with PCIe expansion for graphics acceleration of virtual app 
and desktop workloads.  

Figure 13 shows the HPE Synergy 480 with PCIe Graphics Expansion Module. 

 

FIGURE 13. Cross-sectional view of an HPE Synergy 480 compute module and PCIe Graphics Expansion Module 

HPE Primera 
HPE Primera is an intelligent storage system that redefines the experience in mission-critical storage by delivering the agility of the cloud while 
raising the bar on resiliency and performance. Powered by HPE InfoSight, HPE Primera delivers instant access to data with storage that sets up 
in minutes, upgrades transparently, and is delivered as a service. HPE Primera ensures storage for all mission-critical apps, backed by a 100% 
availability guarantee1. 

As the remote workforce footprint increases, a Digital Workspace solution becomes an essential driver of productivity and collaboration in an 
organization. HPE Primera helps IT teams deliver mission-critical workloads with app-aware resiliency and remarkable simplicity. In this 
Reference Architecture volumes created on HPE Primera storage are connected to an HPE Synergy Frame through Fibre Channel (FC) 
connections and are used to create ‘VMFS on FC’ datastore for the VCF VI workload domains. 

 
 
 
 
1 For more information, see the 100% Availability Guarantee Solution Brief document at http://www.hpezone.com/assets/pdf/100-Availability-

Guarantee_HPE%20Primera_Brochure_a00074521enw.pdf. 
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HPE Primera storage system leverages autonomous operations to enable predictable performance at scale. It features a high-speed, full-mesh 
passive interconnect that joins multiple controller nodes (the high-performance data movement engines of the HPE Primera architecture) to 
form an all-active cluster. This low-latency interconnect allows for tight coordination among the controller nodes and a simplified software model. 

Figure 14 shows an HPE Primera A630 module used in this Reference Architecture. 
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FIGURE 14. HPE Primera A630 module 

NVIDIA Virtual GPU technology  
NVIDIA virtual GPU  
NVIDIA virtual GPU (vGPU) technology enables NVIDIA GPUs, such as the NVIDIA T4, to power virtual desktops and applications in a data 
center environment and accelerate workflows resulting in optimized user experience and improved productivity. The components of the NVIDIA 
vGPU solution include an NVIDIA vGPU software license and an NVIDIA data center GPU. 

Figure 15 depicts how the NVIDIA vGPU software works in conjunction with the hypervisor and virtualizes the GPUs so that they can be shared 
across multiple virtual desktops or applications or aggregated so that multiple GPUs can be assigned to a single virtual machine, while the guest 
OS on the VM accesses the vGPU. 

 

FIGURE 15. NVIDIA vGPU architecture 
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Table 3 shows the detailed list of NVIDIA vGPU solution components and their functions. 

TABLE 3. List of NVIDIA vGPU architecture components 

Component Description 

NVIDIA T4 GPU NVIDIA T4 is a graphics processing unit based on the NVIDIA Turing™ architecture for data centers 

Virtual GPU Manager This software runs in the hypervisor layer and allocates physical GPU resources to VMs. 

NVIDIA driver Driver software facilitates direct GPU access to the VMs 

Para virtualized interface Interface for non-performant management operations. 

Frame buffer  vGPU frame buffer is allocated out of the physical GPU frame buffer at the time the vGPU is created. 

License Server License server for NVIDIA vGPU solution. 

License Type NVIDIA vPC virtual GPU software License 

 

NVIDIA Licensing  
High-end graphics applications and GPU-driven artificial intelligence continue to change the nature of modern VDI deployments, NVIDIA offers a 
wide range of licensing options for diverse use cases.  

NVIDIA Virtual Applications (vApps) license is optimized for accelerating app streaming or session-based solutions for virtual applications users 
in a digital workspace environment. Alternatively, if a user needs to run a professional 3D application on an accelerated virtual desktop, an 
NVIDIA RTX Virtual Workstation (vWS) license can be assigned. An NVIDIA Virtual PC (vPC) license is ideal for accelerating apps and desktops 
for knowledge workers. The NVIDIA Virtual Compute Server (vCS) license is designed to accelerate virtualized compute workloads such as 
artificial intelligence (AI), deep learning (DL), data science, and high-performance computing. NVIDIA vGPU software can be licensed according 
to the workload as illustrated in Figure 16. NVIDIA vPC, NVIDIA vApps, and NVIDIA RTX vWS are available on a per Concurrent User (CCU) 
model. NVIDIA vGPU editions can be purchased by enterprises either as perpetual licenses or as an annual subscription. 

 

FIGURE 16. NVIDIA vGPU Licensing models and use cases 

A perpetual enterprise license allows the hardware to be used indefinitely. Users who opt to license using this model are required to subscribe to 
Support Updates and Maintenance Subscription (SUMS) for three years. The SUMS can be renewed a year after the expiration of the initial 
subscription. Alternatively, NVIDIA GPUs can be licensed with an annual enterprise subscription, which is active for a fixed period as defined by 
the terms of the subscription license. To be kept active, the license will need to be renewed at the end of the subscription period. The 
subscription license includes the software license and production level SUMS for the duration of the license subscription period. 
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NVIDIA licensing model supports a broad spectrum of vGPU profiles that helps in aligning resources aptly and avoids under/over-provisioning of 
vGPUs. The servers running on accelerated applications can be configured with a 16 GB profile, which will be accessible by multiple users. 
Additionally, NVIDIA offers profile sizes of 1 GB, 2 GB, 4 GB, 8 GB, and 16 GB for NVIDIA RTX vWS with NVIDIA T4 GPUs. Similarly, the graphics 
workload can be accelerated with 1 GB or 2 GB profiles with the NVIDIA vPC license for the accelerated virtual desktops. 

NOTE 
For the latest pricing details, refer to https://www.nvidia.com/en-us/data-center/buy-grid/. 

NVIDIA T4  
NVIDIA T4 GPUs are data center graphics accelerators based on the NVIDIA Turing architecture, and enable the acceleration of mixed workloads 
like VDI and deep learning, AI, inferencing, high-performance computing (HPC), and other applications. With HPE Composable Infrastructure and 
NVIDIA GPU dual-mode capability, we can run different workloads on NVIDIA T4. 

Table 4 provides information about NVIDIA T4 specifications. 

TABLE 4. NVIDIA T4 – Tensor core GPU specifications 

Specifications Description 

GPU Architecture NVIDIA Turing 

Turing Tensor Cores 320 

CUDA Cores 2560 

Memory 16 GB GDDR6 

Memory bandwidth 320 GB/s 

Peak single-precision floating-point performance 8.1 TFlops 

Peak double-precision floating-point performance 254.4 GFlops 

 

NVIDIA T4 GPU with its low profile and single-slot form factor is extremely powerful and versatile, which makes them ideal for data center-based 
deployment, and with NVIDIA‘s Compute Unified Device Architecture (CUDA), the programs get direct access to parallel computing elements of 
the GPU which allows enterprises to run accelerated workloads. 

Figure 17 shows the NVIDIA T4 GPU. 

 

FIGURE 17. NVIDIA T4 GPU  

VMware Cloud Foundation  
VMware Cloud Foundation (VCF) is the industry’s most advanced enterprise-ready hybrid cloud platform providing a complete set of  
software-defined services for compute, storage, networking, security, and cloud management to run enterprise apps whether it is traditional or 
containerized. VCF drastically simplifies data center operations by deploying a standardized and validated architecture with built-in lifecycle 
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automation of the cloud stack. It orchestrates, provisions, and deploys an SDDC platform by integrating VMware vSphere®, VMware vSAN™, 
VMware Tanzu™, VMware vRealize®, and VMware NSX-T® into a standardized solution that delivers enterprise-ready cloud infrastructure.  

Figure 18 shows the VMware Cloud Foundation components. 

 

FIGURE 18. VCF Stack 

Components 
The core components for VMware Cloud Foundation are explained below: 

VCF domains 
A VCF domain is a policy-based resource container with separate capacity, availability, performance, and security policies that combines compute 
(vSphere), storage (vSAN), and networking (NSX) into a single consumable entity. There are two types of VCF domains-Management domain 
and the Workload domain. Each VCF domain is managed by a separate vCenter Server instance which provides scalability, autonomous licensing, 
and lifecycle management.  

• Management domain – A management domain is a cluster of hosts that house all the management components like SDDC Manager, vCenter 
Server, VMware vRealize® Suite, and VMware NSX-T® Data Center. These components perform tasks related to deployment and orchestration 
of other workload domains. The management domain is the center point of any SDDC stack.  
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Figure 19 shows components of the VCF management domain. 

 

FIGURE 19. Management domain in a VCF Stack 

• Workload domain – Any domain that is deployed as a standard architecture model to run workloads of varied kinds is called a VI workload 
domain. Figure 20 shows the components of the VCF workload domain. 

 

FIGURE 20. Workload domain in a VCF stack 
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Cloud Foundation Builder VM  
The Cloud Foundation Builder VM is a one-time use VM that automates the bring-up of the entire software-defined stack. Once the bring-up is 
complete the cloud builder VM transfers inventory and control to SDDC Manager. During the deployment process, the Cloud Foundation Builder 
VM validates network information provided in the deployment parameter spreadsheet such as DNS, network (VLANS, IPs, MTUs), and 
credentials. After the management domain is up and the SDDC Manager is running, the Cloud Foundation Builder VM must be powered off and 
archived.  

Table 5 shows the Cloud Foundation Builder VM resource requirements. 

TABLE 5. Cloud Foundation Builder VM resource requirements 

Components Requirements 

CPU 4 vCPUs 

Memory 4 GB 

Storage  150 GB 

 

SDDC Manager 
SDDC Manager automates the bring-up of the Cloud Foundation system, creates and manages workload domains, and performs lifecycle 
management to ensure the software components remain up to date. SDDC Manager also monitors the logical and physical resources of VCF. It 
allows data center administrators to configure the additional hosts and racks into a logical pool of resources and thus multiple racks can be 
managed as a single VCF System. SDDC Manager controls these processes by using workflows. Each workflow comprises a series of tasks, which 
are executed by the SDDC Manager. 

Figure 21 shows the SDDC Manager functions. 

 

FIGURE 21. SDDC Manager 

VMware vSphere  
VMware vSphere is a Suite of server virtualization software from VMware. VMware vSphere employs a combination of various technologies to 
virtualize servers and transform traditional data centers into modern virtual data centers which is a unified operating environment containing 
CPU, Storage, Memory, and Networking resources. These components include VMware vCenter® and VMware ESXi™. The combination of these 
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two components enables functions within the virtualized data center, which are VMware HA, VMware Fault Tolerance, vSphere Distributed 
switch, etc. Additionally, with the release of vSphere 7.0, Tanzu Kubernetes Grid Service is built into vSphere. Tanzu provides the capability to run 
Kubernetes workloads directly on ESXi hosts. This enables customers to run both VMs and Containers. The administrators can manage the 
Kubernetes infrastructure as a part of the vSphere product Suite. 

VMware vSAN  
VMware vSAN is VMware’s software-defined storage solution. It aggregates local or direct-attached data storage devices to create a single 
storage pool shared across all hosts in the vSphere cluster. vSAN allows aggregation of these devices to be configured according to workload 
demands. A vSAN datastore provides capabilities like software-based deduplication and compression to optimize flash storage, distributed RAID 
for fault tolerance, native encryption for data protection, etc. 

Tier-based architecture is used in vSAN. The first tier is the “cache tier” which allows for faster read/write of data that is being accessed 
frequently. This data is deduplicated, compressed, and written on the Capacity tier. The data is stored according to the defined RAID 
configuration. The disks in the Cache Tier have to be SSDs while the capacity Tier can be SSDs or HDDs. Disks on each host are divided into disk 
groups. Each server node can contain up to five (5) such groups. Each disk group consists of a Cache and a Capacity tier.  

Figure 22 shows the high-level architecture of vSAN Datastore. 

 

FIGURE 22. vSAN Datastore 

VSAN enables Storage Policy-Based Management (SPBM) which allows the administrator to create storage profiles for virtual machines based on 
the capacity, performance, and availability requirements. Each virtual machine deployed in vSAN is managed by a policy. A policy enables and 
configures vSAN capabilities for a virtual machine as per the workload requirement. 

vSAN eliminates the need for external shared storage by working seamlessly with vSphere to create logical shared storage which spans across 
the server nodes of the infrastructure and it serves as an ideal platform for business-critical applications, disaster recovery sites, test and 
development environments, management clusters, security zones, and virtual desktop infrastructure (VDI). 
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VCF 4.2 supports HCI Mesh on vSAN clusters. This feature enables the utilization of resources from a remote vSAN cluster. Hence, a local vSAN 
Cluster can remotely mount datastores from another vSAN cluster within the same vCenter. With HCI Mesh enabled, virtualized storage can scale 
easily without operational complexity. HCI Mesh uses the existing vSAN VMkernel ports and does not require additional hardware. Any vSAN 
ReadyNode™ can be used by administrators to share capacity across clusters. 

VMware NSX-T data center 
VMware NSX-T is a network virtualization solution designed to address application frameworks and architectures that have heterogeneous 
endpoints and technology stacks. NSX-T data center supports cloud-native applications, bare-metal workloads, multi-hypervisor environments, 
public clouds, and multiple clouds. 

NSX-T enables the entirety of networking services like switching, routing, firewalling, load-balancing, and QoS for ESXi, KVM, and bare-metal 
environments. NSX-T works by implementing three planes: management, control, and data. 

• Management plane: The management plane provides an entry point to the system for API as well as the NSX-T graphical user interface. It is 
responsible for maintaining user configuration, handling user queries, and performing operational tasks on all management, control, and data 
plane nodes. NSX Manager is part of the management plane. 

• Control plane: The control plane computes the runtime state of the system based on the configuration from the management plane. It is also 
responsible for disseminating topology information reported by the data plane elements and pushing stateless configuration to forwarding 
engines. NSX Controller is part of the Control plane. 

• Data plane: The data plane performs stateless forwarding or transformation of packets based on tables populated by the control plane. It 
reports topology information to the control plane and maintains packet-level statistics. Transport Nodes and Edge nodes are part of the data 
plane. 

Figure 23 shows the high-level architecture of NSX-T. 

 

FIGURE 23. Operational planes of NSX-T 
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vRealize Suite  
VMware vRealize Suite is a purpose-built management solution for the heterogeneous data center and the hybrid cloud. It is designed to deliver 
and manage infrastructure and applications to increase business agility while maintaining IT control. It provides the most comprehensive 
management stack for private and public clouds, multiple hypervisors, and physical infrastructure. 

• VMware vRealize® Log Insight™ - vRealize Log Insight delivers heterogeneous and highly scalable log management with intuitive, actionable 
dashboards, sophisticated analytics, and broad third-party extensibility, providing deep operational visibility and faster troubleshooting. 

• VMware vRealize Operations Manager™ - vRealize Operations Manager delivers intelligent operations management with application-to-
storage visibility across physical, virtual, and cloud infrastructures. Using policy-based automation, operation teams automate key processes 
and improve IT efficiency. This is an optional component. 

• VMware vRealize Automation™ - vRealize Automation is a cloud automation tool that accelerates the delivery of IT services through 
automation and pre-defined policies, providing a high level of agility and flexibility for developers while enabling IT teams to maintain 
frictionless governance and control. This is an optional component. 

• vRealize Suite Lifecycle Manager™ - vRealize Suite Lifecycle Manager delivers complete lifecycle and content management capabilities for the 
VMware vRealize Suite. vRealize Suite Lifecycle Manager supports the deployment, upgrade, and patching of vRealize Log Insight, vRealize 
Automation, and vRealize Operations Manager. 

VCF 4.2 transfers the control of vRealize Suite to the administrator. In the management domain, vRealize Log Insight is not deployed 
automatically. An administrator can deploy vRealize Suite Lifecycle Manager (vRSLCM) manually after the bring-up is complete and then install 
and configure desired vRealize products like vRealize Operation, vRealize Automation, and vRealize Log Insight. 

HPE OneView connector for VCF 
HPE OneView connector for VCF provides a REST service to answer DMTF Redfish® compliant requests by querying HPE OneView, hence, it 
acts as a translator for SDDC Manager and HPE OneView. The connector needs to be installed on a Linux instance (virtual or physical) out-of-
band to VMware Cloud Foundation as a prerequisite within the management domain of VMware Cloud Foundation. 

DMTF Redfish is an open industry-standard specification and schema that specifies a RESTful interface and utilizes JSON and OData to help 
customers integrate solutions within their existing toolchains. For detailed information, refer to the technical paper on the Installation of OneView 
connector for VCF. 

VMware Digital Workspace Suite  
The core components are: 

VMware Horizon 
VMware Horizon is a platform for managing and delivering virtualized desktops and applications to end-users. Horizon is one of the leading 
desktop and application virtualization platforms, providing a consistent user experience across devices, locations, and networks.  

Horizon allows businesses to deploy and manage Windows virtual desktops, Linux virtual desktops, Remote Desktop Server (RDS)–hosted 
applications and desktops, Linux-hosted applications, and Windows physical machines. End-users can access their personalized virtual desktops 
or remote RDSH-published applications from company laptops, their home PCs, thin client devices, Macs, tablets, or smartphones. All of this is 
accomplished while keeping corporate data compliant and securely stored in the data center on-premises or a private or public cloud, such as 
Microsoft Azure, VMware Cloud™ on AWS, Google Cloud, IBM Cloud, or other partner clouds. 
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Figure 24 shows the high-level architecture of VMware Horizon. 

 

FIGURE 24. High-level architecture of VMware Horizon 

VMware Horizon relies on the following components to deliver virtualized desktops and applications: 

• Connection Server: The Horizon Connection Server brokers client connections by authenticating users and directing incoming user desktop 
and application requests. Users connect to a Connection Server to access their virtual desktops and native, virtual, or RDSH-based 
applications. The Connection Server provides the following management capabilities: 

– Authenticating users 

– Entitling users to specific desktops, applications, and pools 

– Managing local and remote desktop and application sessions 

– Establishing secure connections between users and desktops or applications 

– Enabling single sign-on 

– Setting and applying policies 

– Managing an instant-clone engine 

• Horizon Agent: Horizon Agent is an essential component that gets installed on virtual desktops and facilitates communication, monitoring, 
printing, and device redirection. 

• Horizon Client: Horizon Client gets installed on endpoint devices and enables users to access their virtual desktops and published 
applications from a variety of devices such as smartphones, zero clients, thin clients, PCs, laptops, and tablets. 
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• UAG (optional): UAG provides a secure gateway that allows users to access their desktops and applications from outside a corporate firewall, 
UAG appliance is typically deployed in DMZ and acts as a proxy for an internal network. 

App Volumes  
App Volumes is a VMware tool that helps in real-time application delivery and environment management. Applications are packaged and 
delivered by attaching a standard VMDK to a Horizon desktop. Administrators can centrally manage the applications with the App Volumes 
Manager, a Web-based interface that is integrated with Active Directory (AD) and vSphere. Administrators can assign, update, or remove 
applications to be delivered at the next user login without the need to modify the desktops or disrupt users while they are working.  

App Volumes also provides user-writable volumes, which can be used in specific use cases. Writable volumes provide a mechanism to capture 
user profile data, user-installed applications that are not or cannot be delivered by packages, or both. This reduces the likelihood that persistent 
desktops would be required for a use case. User profile data and user-installed applications follow the user as they connect to different virtual 
desktops. Thus App Volumes provides faster application delivery and simplifying and unifying application and user management across VDI 
deployments. 

Figure 25 shows the high-level architecture of VMware App Volumes. 

 

FIGURE 25. High-level architecture of VMware App Volumes 

App Volumes utilizes the following components to enable dynamic application provisioning: 



Reference Architecture Page 26 

 

 

• App Volumes Manager: Central management console used for administration and management that assigns AppStacks and writable 
volumes. 

• App Volumes Agent: Client-side software which gets installed on Horizon desktop. This agent works in conjunction with App Volumes 
Manager and Active Directory to invoke and manage assigned AppStacks and writable volumes. 

Dynamic Environment Manager 
VMware Dynamic Environment Manager™ empowers enterprises to personalize and configure dynamic desktops for end-users based on their 
location, role, device, or any other device characteristics. This solution simplifies end-user profile management with minimal infrastructure by 
offering personalization and dynamic policy configuration across any virtual, physical, and cloud-based Windows desktop environment. 

With VMware Dynamic Environment Manager, users can manage configurations and personalization of applications and desktops along with the 
environment settings. It can be used for the migration of application settings as well. 

Figure 26 shows the high-level architecture of VMware Dynamic Environment Manager. 

 

FIGURE 26. High-level architecture of VMware Dynamic Environment Manager 

Dynamic Environment Manager utilizes the following components in the IT infrastructure to enable personalization and dynamic policy 
configuration: 

• Central Configure Share – The share is accessed during login and logout and during starting and closing of DirectFlex enabled applications 
to enable personalization and application configuration management. 

• Network Folder - The Network folder is a network repository where files are created, managed, and accessed by FlexEngine. 

• FlexEngine Agent - Agent that is installed on Horizon desktops. 

• Management console – UI to configure DEM settings and flex configuration files. 

VMware Workspace ONE 
VMware Workspace ONE™ access (formerly called VMware Identity Manager) enables a self-service catalog of applications and virtual desktops, 
access controls, and SSO for SaaS, web, and cloud resources. The two important components of Workspace ONE are: 

• vIDM appliance: vIDM appliance enables an authentication and application access portal along with an administrative GUI that provides a 
single point of application provisioning and entitlement for enterprise desktop and mobile users. This appliance relies on a connector for 
various authentication types. 
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• vIDM connector: vIDM Connector is an on-premises component of VMware Identity Manager that provides directory services and user 
authentication by integrating with RADIUS, RSA, and AD. 

Supported modes of authentication are: 

• Password 

• RSA Adaptive Authentication 

• RSA SecureID 

• RADIUS 

• Kerberos authentication for internal users 

Figure 27 shows the high-level architecture of VMware Workspace ONE. 

 

FIGURE 27. High-level architecture of VMware Workspace ONE 

VMware vRealize Operations for Horizon 
VMware vRealize Operations for Horizon works through the device from the data center and the network, to provide end-to-end visibility into 
the health, performance, and efficiency of VMware virtual desktop and application environments. It empowers desktop administrators to 
proactively optimize the end-user experience, avert incidents, and eliminate bottlenecks. Designed specifically for VMware Horizon environments 
vRealize Operations for Horizon reduces costs, improves IT supportability, and expedites time to resolution (TTR) with in-depth monitoring. 
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Figure 28 shows the high-level architecture of VMware vRealize Operations for Horizon. 

 

FIGURE 28. High-level architecture of VMware vROPS for Horizon 

vROPS monitors the health and performance of your VDI stack, by using the following components: 

• Desktop agent – This component acts as collector and cumulates metrics from user sessions and transmits them to a Horizon adapter. These 
agents are installed on the Horizon desktop. 

• Broker agent – This component gathers performance data, topology, and inventory data and sends the data to the Horizon Adapter, and is 
installed on one of the connection servers in every Horizon pod. 

• Horizon adapter – This horizon adapter on the vRO cluster works by gathering the data from both the desktop agents and broker agents and 
transmit it to the vRealize Operations Manager web console into a format that vROPS can compile, and then pre-built dashboards 
performance of KPIs can be visualized, and used for real-time monitoring and historical reporting. 

CONFIGURATION GUIDANCE AND BEST PRACTICES FOR THE SOLUTION 
HPE Synergy solution configuration 
This Reference Architecture was set up by following the HPE Synergy Configuration and Compatibility Guide. This section describes the setup of 
components specific to this solution.  
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Figure 29 shows the workload allocations for this Reference Architecture. 

 

FIGURE 29. HPE Synergy components 

The management and workload domain span across HPE Synergy 12000 Frames. The VCF management domain utilizes four (4) HPE Synergy 
480 Gen10 nodes and two (2) HPE Synergy D3940 Storage Modules to host management components for VCF and Horizon. This solution has 
three (3) accelerated compute modules and three (3) non-accelerated compute modules to cater to the varied user requirements. Each 
accelerated HPE Synergy 480 Gen10 compute node is equipped with four (4) NVIDIA T4 cards via PCIe Expansion Module. Additionally, we 
have used HPE Primera A630 Storage for VDIs which collectively form the VDI workload domain. 

NOTE  
This design principle can also be followed with a 3-frame design configuration where the workload and the management domain can be 
distributed across three (3) HPE Synergy 12000 Frames for high availability.  

HPE Synergy supports both traditional single frame-based networking as well as multi-frame, single-switch architecture. The multi-frame 
architecture is referred to as a Master/Satellite fabric. In a Master/Satellite fabric configuration, there is a single fabric switch or HPE Virtual 
Connect module (Master) whose ports span across multiple HPE Synergy 12000 Frames through (Satellite) interconnect modules. Logically, all 
compute modules in a multi-frame Master/Satellite configuration are directly connected to the master switch or master HPE Virtual Connect 
module. The 2-frame in this Reference Architecture is in a Master/Satellite configuration. The master module contains intelligent networking 
capabilities that extend connectivity to satellite frames through Interconnect Link Modules. This results in the elimination of the need for top of 
rack (ToR) switches as new satellite frames are connected to the master module instead of a ToR switch. This substantially reduces cost, 
facilitates simplified infrastructure management, increases flexibility, and reduces infrastructure complexity. The reduction in components also 
simplifies fabric management at scale while consuming fewer ports at the data center aggregation layer. 

  



Reference Architecture Page 30 

 

 

Figure 30 depicts the high-level workflow for setting up Horizon 8 on VCF 4.2 on the HPE Synergy Composable Infrastructure platform. 

 

FIGURE 30. Solution Deployment Workflow 

HPE Synergy with VMware Cloud Foundation  
The pre-requisites for hardware and software have been detailed out at VMware Cloud Foundation (VCF) Certification on HPE Synergy. 
Configuration of required OneView attributes and parameters are also covered in detail in the above-linked document. 

Prepare infrastructure - HPE OneView configuration through HPE Synergy Composer 
HPE OneView manages the infrastructure and is used to define the network and infrastructure-related components.  

Following are the key steps for preparing the HPE Synergy for VCF installation: 

1. Configure HPE Aruba 8325 for VCF. 

2. Configure Application Virtual Networks (AVNs). 

3. Configure VLANs in HPE OneView. 

4. Configure Network Sets in HPE OneView. 

5. Configure Uplink sets, Logical Interconnect Groups, and Logical Interconnects. 

6. Create Server Profile Template and applying the profile to servers. 

The following sections provide an overview of the configuration for the above, detailed configuration steps are covered in the VMware Cloud 
Foundation (VCF) Certification on HPE Synergy. 

HPE Aruba 8325 configuration for VMware Cloud Foundation 
HPE Aruba 8325 Switches should be connected and configured for IRF. All the VLANs required for VCF deployment should be created on the 
top-of-rack (ToR) switches or allowed from customer network data center uplinks. The Ethernet downlink ports on the HPE Aruba 8325 should 
be trunk enabled allowing all VLANs required for the VMware Cloud Foundation stack. Create a LAG by selecting a single port from each switch 
and ensure the LAG connects to the HPE Synergy Virtual Connect ports.  
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Application Virtual Networks (AVNs) 
With VCF 4.2, VMware provides an option to disable Application Virtual Networks (AVNs) during bring-up. AVNs deploy vRealize Suite 
components on NSX overlay networks and it is recommended you use this option during bring-up. If you disable AVN during bring-up, vRealize 
Suite components should be deployed to a VLAN-backed distributed port group.  

Figures 31, 32, and 33 show the VCF parameter sheet for the VCF 4.2 Management Domain.  

 

FIGURE 31. VCF management domain parameter sheet 

 

FIGURE 32. NSX-T configuration for VCF management domain 
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FIGURE 33. Highlights the fields in the VCF deployment parameter sheet when ‘Application Virtual Networks’ is selected as Yes 

If ‘Application Virtual Networks’ are enabled, then BGP configuration becomes necessary to deploy VCF 4.2. Figures 31, 32, and 33 highlights the 
fields corresponding to BGP parameters in the VCF deployment parameter sheet. This is required for setting up the network and routing 
configuration for BGP on HPE Aruba 8325 switches.  

As per the above VCF 4.2 parameter sheet, two additional VLANs need to be configured as ‘Uplinks’ for VMware NSX in the VCF management 
domain. These uplinks will represent the NSX Edge VM uplinks for North-South communication. 

Before deploying the Cloud Builder VM for VCF 4.2 deployment, ensure to configure the HPE Aruba 8325 Switches with BGP as explained 
below: 

1. Configure VLANs required for VMware Cloud Foundation deployment on the HPE Aruba 8325 Switches. 

2. For application virtual networks in VCF 4.2, you need to configure BGP on the HPE Aruba 8325 Switches.  

3. Configure the NSX-T Edge uplinks to BGP peer with the ToR Autonomous System ID and configure BGP peering on HPE Aruba 8325 
Switches and peer it with NSX-T edge VMs. Once peering is successful, segments can be created on NSX-T manager to be leveraged by 
workloads. 

The following steps summarize the HPE Synergy configuration: 

1. Create HPE OneView networks associated with the VLANs created on the ToR Switches as shown in Table 6. 

TABLE 6. Networks defined in OneView. 

VLAN VLAN ID 

VCF build-network for Initial imaging and deployment 1600 

VCF-Internal Management Network 1600 

vSAN Network 1620 

vMotion Network 1619 

Management VTEP  1621 

Workload Management  1705 

BGP 3714 

Workload VTEP  1708 

Workload vMotion 1706  

Edge Overlay 1707 
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2. Create HPE OneView network sets to be used in the respective HPE OneView Server Profile template of VCF management and workload 
domain nodes. 

Table 7 shows the management domain Network Set. 

TABLE 7. Management domain Network Set 

VCF management domain Network Set  VLAN ID 

VCF-Internal Management Network 1600 

vSAN Network 1620 

vMotion Network 1619 

Management VTEP  1621 

Edge Overlay (Mgmt)  2734 

 

Table 8 shows the workload domain Network Set. 

TABLE 8. Workload domain Network Set 

VCF workload domain Network Set VLAN ID 

Workload Management  1705 

BGP 3714 

Workload VTEP  1708 

Workload vMotion 1706  

Edge Overlay (Wkld)  1707 
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3. Create uplink set to bundle aforementioned networks, and post that create one Logical Interconnect Group and Logical Interconnect for each 
physical type of interconnect used in the solution. 

 

FIGURE 34. Configured Logical Interconnect Group in OneView 
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Figure 35 shows the configured Logical Interconnect Group. 

 

FIGURE 35. Configured Logical Interconnect in OneView 
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4. Create an Enclosure Group. 

 

FIGURE 36. Configured enclosure group  
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5. Create a Logical Enclosure and apply the appropriate firmware baseline. 

 

FIGURE 37. Configured logical enclosure 

6. Create the HPE OneView Server Profile Templates, selecting the appropriate hardware type, the Enclosure Group created in the previous 
steps, and apply the template to the servers accordingly. 

Table 9 shows the Server Profile Template for the VCF management domain. 

TABLE 9. Server Profile Template for the VCF management domain 

HPE OneView Server Profile template for  

VCF management domain node 

Sample values 

Server Profile Template Name mgmt_Template 

Connection 1 mgmt_ns 

Connection 2 mgmt_ns 

Local Storage (2 SSDs) via Integrated Storage Controller RAID-1 for VMware ESXi 7 Update 1d 

HPE D3940 (SSDs/HDD) via SAS Mezz 1 Storage Controller Cache_Tier (SSD), Capacity Tier (SSD/HDD)  

*Configure capacity and cache Tiers in Logical JBODs in HPE OneView in the Storage tab 

 

Table 10 shows the sample values for HPE OneView Server Profile Templates for the VCF workload domain. 

TABLE 10. Server Profile Template for the VCF workload domain 

HPE OneView Server Profile template for  

NSX-T workload domain node 

Sample values 

Server Profile Template Name wkld_template 

Connection 1 wkld_ns 

Connection 2 wkld_ns 

SAN Storage A SAN_A 

SAN Storage B  SAN_B 
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VMware Cloud Foundation installation on HPE Synergy 
Initiate VMware Cloud Foundation deployment across the four management nodes via VMware Cloud Builder VM and the VCF deployment 
parameter sheet. For more details, refer to the VMware Cloud Foundation deployment guide at https://docs.vmware.com/en/VMware-Cloud-
Foundation/4.2/vcf-42-ovdeploy-guide.pdf. 

After the VMware Cloud Foundation is deployed successfully, log in to the SDDC Manager via browser https://<SDDC_Manager_IP>  

Deploy VCF baseline-based workload domain  
After the VCF management domain deployment is successful, the SDDC Manager is used to bring up the VCF workload domain. Before starting 
the deployment of the VCF workload domain, servers need to be provisioned on HPE Synergy and ESXi should be installed followed by 
commissioning of hosts onto SDDC manager. 

A minimum of three servers are required to form a VCF workload domain and the workload domain storage can be either vSAN based, NFS 
based, or Fibre-Channel based. For this VDI solution, we are using Primera via FC connectivity. 

Along with workload domain deployment NSX-T configuration also needs to be done to enable north-south communication, an NSX-T Edge 
Cluster is a logical grouping of NSX-T Edge nodes. These NSX-T Edge nodes run on a vSphere cluster and provide north-south routing and 
network services for the management and VI workloads. NSX-T data center supports a 2-tier routing model. In the top tier is the tier0 logical 
router. Northbound, the tier-0 logical router connects to one or more physical routers or layer 3 switches and serves as a gateway to the physical 
infrastructure. Southbound, the tier-0 logical router connects to one or more tier-1 logical routers or directly to one or more logical switches. In 
the bottom tier is the tier-1 logical router. Northbound, the tier-1 logical router connects to a tier-0 logical router. Southbound, connects to one 
or more logical switches also called segments in the NSX-T data center. Before deploying the NSX-T edge cluster for the workload domain, the 
top of rack switches should be configured to BGP peer with NSX-T edge cluster. BGP Autonomous System ID configured on the Aruba 8325 
Switches and BGP Autonomous System ID configured on NSX-T edge nodes deployed as part of the VCF workload domain need to establish 
BGP peering for North-South communication. Along with the edge cluster configuration, Segments, Firewall rules, and DHCP also needs to be 
configured for Horizon deployment. 

Figure 38 depicts the overall network topology configured for this solution. 

 

FIGURE 38. Network topology 

For this Reference Architecture, two (2) VI workload domains were created. One VI workload domain was used to test non-accelerated workloads 
via LoginVSI while the other was used to test accelerated and non-accelerated scenarios via nVector. In a production environment, an 
administrator can run both types of workloads in a single VI workload domain which contains hosts for both accelerated and non-accelerated 
workloads. 
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Configuring NVIDIA software and hardware on VMware vSphere 
After the NVIDIA T4 cards are physically installed on the servers, follow the steps detailed below to enable the functionality. 

Installing the NVIDIA Virtual GPU Manager Package for VMware vSphere  
NVIDIA Virtual GPU Manager is required for the ESXi host. To install, follow these steps: 

1. Download the offline VIB bundle via the NVIDIA Licensing portal (https://ui.licensing.nvidia.com/software) and upload it to all the ESXi hosts 
onto a local VMFS datastore.  

2. Ensure that the ESXi hosts are in maintenance mode. 
Select the ESXi host in the vCenter. Right-click on the ESXi host and then select ‘Maintenance Mode’.  

3. Once the ESXi host goes into maintenance mode, install the NVIDIA vGPU Manager using the following command. Ensure the path to the vib 
is accurate. 

# esxcli software vib install -d /vmfs/volumes/<volume containing the vib>/NVIDIA_ESXi_<vib 
name>.zip  

4. Once the VIB is successfully installed, reboot the ESXi host and exit the maintenance mode from vCenter.  

5. Verify that the NVIDIA kernel driver is installed and loaded in the ESXi host kernel. Search for the NVIDIA kernel module by running the 
following command: 

# vmkload_mod -l | grep nvidia  

You should see a line beginning with “nvidia” returned by the command.  

To ensure that the NVIDIA kernel driver installed on the ESXi host is communicating to the NVIDIA physical GPU, run the nvidia-smi command to 
list the GPUs on the HPE Synergy 480 Gen10 compute.  

Figure 39 shows the list of the four (4) NVIDIA T4 GPUs on a single HPE Synergy 480 Gen10 compute.  

 

FIGURE 39. nvidia-smi output after successful installation of NVIDIA vib 
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Graphics settings on VMware vSphere 
For the GPU to be shared among multiple virtual machines the GPU has to be configured in “Shared Direct” Mode. To make these changes, we 
need to navigate to Host > Configure > Graphics and edit the graphic devices in the vCenter Server. 

 

FIGURE 40. Set GPU allocation policy on the HPE Synergy 480 Gen10 compute. 

Configuring NVIDIA License Server 
NVIDIA License server is required to distribute the vGPU license as per the NVIDIA profile applied on the virtual machines. The installation and 
configuration of the NVIDIA License Server were completed with the help of the Virtual GPU Software Quick Start Guide from NVIDIA. 

VMware Horizon configuration  
After the creation of the workload domain, complete these high-level tasks to install Horizon and configure an initial deployment. 

Active Directory 
Microsoft® Active Directory is a requirement for the administration of Horizon Management components. For this solution, we have created a 
user group that has administrative rights on the Horizon Connection Servers. This role cannot be assigned to an Active Directory built-in group 
or user account. 

An Administrative account must be part of the administrative group with all “Domain Admin” privileges and can perform read/write operations on 
the Active Directory. This account later helps in joining the VDIs to the domain once they are created by Horizon. Additionally, an organizational 
unit is created to house all the Horizon management components. 

SQL Database 
Horizon requires a database to maintain the administrative, operational, and configuration records. 

In this solution, we used a SQL Server 2019 installed on a Windows Server 2019. SQL Server Management Studio was also installed on this OS to 
facilitate the GUI-based management of SQL Server. In this solution, we are not using composer servers hence a single database is used by 
Connection Servers.  

A SQL authentication-based user account is used to manage the database, perform, read, and write operations for Horizon management 
components. This account should have the privileges to create a database and should be able to read and write data to the SQL server. In this 
solution, this user account has been provided with system admin privileges. 

Installation and Configuration of VMware Horizon  
Once all the pre-requisites are met, the next step is to begin the deployment of Horizon on VCF. To begin Horizon deployment, refer to the 
https://docs.vmware.com/en/VMware-Horizon/2006/horizon-installation.pdf. 

In this Reference Architecture, instant clone VDIs were used, hence two connection servers were created to handle the brokering of sessions and 
desktop pool creations. A SQL server was also present to maintain the administrative, operational, and configuration records. To provide secure 
access to virtual desktops, a Unified Access Gateway was also deployed.  
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Desktop pool deployment  
The desktop pool is a logical container that houses the virtual desktops created by Horizon. It also defines properties of a group of desktops like 
machine type, Active Directory associations, display protocols, accessibility, assignments, etc. To create a desktop pool, access to a Connection 
Server is needed. In this solution, a Windows 10 image is used as a master image and is optimized for the deployment of Instant clones. 

Preparing the Windows VM template/image  
Perform the following steps to create a master template/image:  

1. Create the Windows virtual machines for Windows Server 2019 OS and Windows 10 OS and install the VMware tools. Make sure all the latest 
OS updates are installed. House the VM in the workload cluster. These VM templates will be consumed by Horizon to create multiple virtual 
desktops.  

2. Install the .Net 3.5, Horizon Agent, Microsoft Office, and other software required by end-users. 

3. Optimize the Windows virtual machine using the VMware OS Optimization Tool (OSOT). The tool should be downloaded onto the Windows 
VMs to streamline the operating system (OS) by disabling unwanted features that can end up consuming more resources. The Optimizer tool 
provides the easiest and most efficient way to optimize your Windows desktop and server master images. It offers many advantages over 
traditional scripts, including the ability to roll back changes, selectively edit optimization values, and view detailed audit information before 
applying optimizations. The Optimizer includes customizable built-in templates to enable or disable Windows features and system services 
across multiple platforms. Some of the best practices to be followed while using Optimizer include: 

a. Use the Optimizer on a base image. Apply the tool to an unused system that has been built to match the configuration that you will 
deploy for virtual desktops or RDSH servers.  

b. Disable as many unnecessary Windows OS components as possible. Consider disabling everything and then performing user-acceptance 
testing (UAT) to see if there are any issues. Re-enable any component that causes a problem when disabled.  

The Windows 10 VMs used for accelerated workload testing were configured with NVIDIA profile “grid_t4-1b4”. Refer to the NVIDIA Grid 
deployment guide for VMware Horizon on VMware vSphere for NVIDIA Grid and VDI configuration.  

Desktop pool creation 
Perform the following steps to create a desktop pool: 

1. Log in to the Horizon Connection Server via https//:<fqdn of connection server>/newadmin and navigate to ‘Inventory > Desktops’. 
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2. Click ‘Add’, a wizard will appear in the foreground. This wizard will ask for a name and a display name for a new desktop pool. The Display 
name would be visible to the users who later try to access a desktop from this pool. This wizard will also ask for a user group that has been 
pre-defined under ‘’Access Groups’ in Horizon. 

.  

FIGURE 41. Enter the pool identification details 
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3. The next step is to select provisioning options, define a naming pattern and select the number of desktops for the desktop pool. 

 

FIGURE 42. Define naming pattern for virtual desktops 

4. Provide the information regarding the master image and enter the location for the desktop pool as seen in the vCenter. 

 

FIGURE 43. Select the master image and VM location 
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5. Define desktop pool settings. 

 

FIGURE 44. Define desktop pool settings 

6. Select the remote display settings. 

 

FIGURE 45. Configure remote display settings 
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7. You could customize the VDIs that will be a part of these Desktop Pools. 

 

FIGURE 46. Specify guest customization details 

8. Review the information and make necessary changes if required, and then click Submit. 

 

FIGURE 47. Review and proceed for deployment 
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9. Once the verification is done and the information is submitted, the creation of the Desktop Pool starts. After some time, administrators can 
see and manage the Desktop Pool listed under ‘Inventory > Desktops’. 

In this Reference Architecture, three desktop pools were used. The first pool had RDSH instant clones of Windows Server 2019. The second pool 
deployed instant clones of Windows 10. These two pools were in the same VI workload domain and were used to test non-accelerated workload 
via LoginVSI. 

The third desktop pool housed instant clones of Windows 10 VMs equipped with ‘t4-1b4’ NVIDIA vGPU profile. This desktop pool was in a 
separate VI workload domain and was used to test accelerated workload via nVector. Later, this desktop pool was replaced by another pool that 
housed Windows 10 instant clones without the NVIDIA vGPU profile. This new pool was used to test the same accelerated workload via nVector 
to observe the impact of GPUs and CPUs. 

CAPACITY AND SIZING 
As a part of performance analysis and benchmarking, Hewlett Packard Enterprise validated the VMware Horizon 8 on VCF 4.2 powered by HPE 
Synergy Composable Infrastructure. The goal here was to identify optimum user density which would result in maximum resource utilization 
without compromising on the user experience and system performance. LoginVSI and nVector are the two (2) tools used for this purpose. 

LoginVSI 
All non-accelerated performance testing documented in this Reference Architecture utilized the LoginVSI (http://www.loginvsi.com) 
benchmarking tool. LoginVSI is one of the industry-standard benchmarking tools for end-user computing solutions. LoginVSI’s virtual user 
technology simulates real-world users performing real-world tasks while measuring the time required for each interaction. LoginVSI assesses this 
data for its VSImax calculation to report when the maximum user capacity is reached and thus helps in determining the optimal hardware 
configuration (right sizing) to support the desired number of users and applications. 

LoginVSI tool derives from various baselines and values based on the data collected during performance testing. 

Two values are important to note: 

• VSIbase: A score reflecting the response time of specific operations performed in the desktop workload when there is little or no stress on the 
system. A low baseline indicates a better user experience, resulting in applications responding faster in the environment. 

• VSImax: The maximum number of desktop sessions attainable on the host before experiencing degradation in host and desktop performance. 

Hewlett Packard Enterprise used LoginVSI 4.1.40.1 - Pro to perform the tests. The Horizon Desktops were hosted on a single HPE Synergy 480 
Gen10 compute node for deriving the VSImax and VSIbase. All the Horizon desktops were powered on and kept idle before starting the 
benchmark tests. 

Hewlett Packard Enterprise tested the standard ‘Knowledge Worker’ workload from LoginVSI on Windows Server 2019 and Windows 10 on a 
single HPE Synergy 480 Gen10 node.  

Table 11 shows the set of applications tested by Hewlett Packard Enterprise along with their versions. 

TABLE 11. Set of Application Tested 

Application  Version  

Microsoft Windows Server 2019 1809 (OS Build 17763.1577)  

Microsoft Windows 10 20H2 (OS Build 19042..804) 

Microsoft PowerPoint  2019 MSO (16.0.10368.20035 64-bit) 

Microsoft Outlook  2019 MSO (16.0.10368.20035 64-bit) 

Microsoft Word  2019 MSO (16.0.10368.20035 64-bit) 

Microsoft Excel  2019 MSO (16.0.10368.20035 64-bit) 

Google Chrome  83.0.4013.97 

Doro PDF 1.82  

Adobe Acrobat Reader  11.0.00 
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Application  Version  

Java 7.0.130 

Internet Explorer 11.0.19041.1 

 

Workloads and Users 
For architecture planning, users in a digital workspace environment are classified into different categories depending on the job function, type of 
workload, and the computational resources consumed. While some users require simplicity and standardization others need performance and 
personalization. Generally, we see the following three classes of users: 

Task Worker  
A task worker is a user who utilizes organizational resources to generate value in a business. These users need a small set of applications that are 
light on the Compute and Memory requirements. The tasks performed by them on the system are pre-defined. This type of user requires speed 
and simplicity in securely accessing the apps and desktops. The resources for these users are standardized and personalization is not a 
requirement here since the data generated by this type of user is saved on a backend server and is accessible on demand. Data Loss criticality 
for this type of user is pretty low. The workstations for these users are static and do not require mobility in most cases. Task Worker are the 
prime candidates for a Digital Workspace. Receptionists, Call center employees, retail employees, warehouse workers, etc. are some common 
examples of a task worker. 

Knowledge/Office worker 
A knowledge worker uses their expertise and experience to generate value in a business. The daily actions performed by this type of user are not 
repetitive. These workers typically access the internet, use email, and create intricate and elaborate documents, presentations, and spreadsheets. 
In most cases, these users need some degree of personalization. Freedom to access the apps and desktops from anywhere on any device is often 
sought after by this type of user. As a knowledge worker becomes more specialized the degree of personalization and data loss criticality 
increases. This type of user is mostly against standardization, appreciates good performance and exceptional user experience. Accountants, 
analysts, sales managers fall under this category of users.  

Power User 
Power users are application developers, graphic designers, and VFX and CGI experts. With the advent and support of graphics accelerators in a 
VDI environment. It has become easier for this group of users to migrate to the Digital Workspace. With technologies like NVIDIA vGPU, it has 
become possible to provide these users with a powerful GPU at a comparatively lower cost. Exceptional Graphics processing power can be 
assigned to these users with the help of GRID vGPU, making the overall VDI experience smooth and immersive. This kind of user requires 
personalization, and data loss criticality is on the higher side.  

Results for Knowledge Worker workload on HPE Synergy 480 Gen10 server (RDSH Instant Clone) 
Hewlett Packard Enterprise configured RDSH desktops on HPE Synergy 480 Gen10 nodes via VMware Horizon Instant clone and utilized 
LoginVSI for benchmarking. 

Table 12 shows the office worker workload details. 

TABLE 12. Office worker workload on shared Windows 2016 Server 

Workload vCPU Memory User Apps Video 

Knowledge Worker 16 64 GB 50/VM Outlook, Word, PowerPoint, Excel, IE, PDF, 7-ZIP & Photo Viewer, JAVA 480p 
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For a single HPE Synergy 480 Gen10 node a Knowledge Worker VSImax of 288 user sessions was achieved. Six (6) Windows Server 2019 
machines were deployed as Horizon Instant Clones on this host. The graph shows the output of this test, the VSI Threshold, represented by the 
horizontal red line is 1547, which is crossed by the average response (plotted yellow line) only near the end of the test when CPU resources are 
scarce. Figure 48 depicts that a single HPE Synergy 480 Gen10 node can easily support 288 users without degrading the user experience. 

 

FIGURE 48. 288 Knowledge Workers on Windows Servers 2019 hosted on Single HPE Synergy 480 Gen10 Node 

Results for Knowledge Worker workload on HPE Synergy 480 Gen10 server (Windows 10 Instant Clone) 
Hewlett Packard Enterprise configured Windows 10 desktops on HPE Synergy 480 Gen10 nodes via VMware Horizon Instant clone and utilized 
LoginVSI for benchmarking. 

Table 13 shows the Knowledge worker workload details. 

TABLE 13. Knowledge worker workload on shared Windows 2019 Server 

Workload vCPU Memory User Apps Video 

Knowledge Worker 2 4 GB 1/VM Outlook, Word, PowerPoint, Excel, IE, PDF, 7-ZIP & Photo Viewer, Java 480p 

 

For a single HPE Synergy 480 Gen10 node a Knowledge Worker VSImax of 248 user sessions was achieved. 255 Windows 10 machines were 
deployed as Horizon Instant Clones on this host. The graph shows the output of this test, the VSI Threshold represented by the horizontal red 
line is 1701, which is crossed by the average response (plotted yellow line) only near the end of the test when CPU resources are scarce.  
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Figure 49 depicts that a single HPE Synergy 480 Gen10 node can support 248 users without degrading the user experience. 

 

FIGURE 49. 255 knowledge workers on a single HPE Synergy 480 Gen10 Compute Module 

NVIDIA nVector  
NVIDIA nVector is a benchmarking tool design for VDI workloads, the nVector benchmarking tool runs the simulated workflow at scale and does 
extensive performance metric collection from the endpoints and ESXi hosts, post that nVector assesses all the data points to arrive at End User 
Latency, Frame rate, and Image quality. 

The NVIDIA benchmarking tool runs the simulated workflow of a typical worker, at scale. This part of the test requires performance monitoring to 
measure resource utilization. Acting as an execution engine, NVIDIA’s benchmarking tool orchestrates the necessary stages that are involved in 
measuring end-user experience for a pre-defined number of VDI instances. 

1. Provision VDI instances with predefined settings like vCPU, vRAM, and frame buffer, and deploy an equal number of virtual machines that act 
as virtual thin clients. 

2. Establish remote connections using the virtual clients to Horizon desktops. 

3. Measure resource utilization stats on the server, as well as the guest OS of the Horizon desktop. 

4. Run a workload that emulates the user workload on VDI instances. 

5. Collect and analyze performance data and end-user experience measurements. 

6. Generate a report that provides details on End-User Latency, Frame rate, and Image quality. 
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The metrics collected for end-user experience and user density are:  

• End-User Latency: The end-user latency metric defines the level of response of a remote desktop or application. It measures the duration of 
any lag that an end-user experiences when interacting with a remote desktop or application. NVIDIA’s benchmarking tool measures the time 
between (T1) when the user provides the input such as a mouse click, and (T2) when the user’s client registers the altered state of the 
application. This method of measuring latency takes into account delays caused by the application processing time, the remoting protocols 
used, and network latency. This concept is also known as Click-to-Photon. The results from Click-to-Photon will vary depending on the 
application and how many pixels change between frames. In this testing, the majority of pixels between frames change, which is representative 
of typical knowledge worker actions such as transitioning between slides in PowerPoint, scrolling on a multimedia-rich website, or a PDF with 
images. Each VDI session collects multiple samples of end-user latency, which are aggregated to get a full picture of latency for all users. 

 

FIGURE 50. Click-to-Photon end-user latency 

• Frame Rate: Frame rate is a common measure of user experience that defines how smooth the experience is. It measures the rate at which 
frames are delivered on the screen of the endpoint device. During the workload testing, NVIDIA nVector collects data on the frames per 
second (FPS) sent to the display device on the end client. This data is collected from thousands of samples, and the value of the 90th 
percentile is taken for reporting. A higher FPS translates to a more fluid user experience. 

• Image Quality: NVIDIA’s nVector benchmarking tool uses a lightweight agent on the VDI desktop and the client to measure image quality. 
These agents take multiple screen captures on the VDI desktop and on the thin client to compare later. The structural similarity (SSIM) of the 
screen capture taken on the client is computed by comparing it to the one taken on the VDI desktop. When the two images are similar, the 
heat map will reflect more colors above the spectrum shown on its right with an SSIM value closer to 1.0 (Figure 52). As the images become 
less similar, the heat map will reflect more colors down the spectrum with a value less than 1.0. More than a hundred pairs of images across an 
entire set of user sessions are obtained. The average SSIM index of all pairs of images is computed to provide the overall remote session 
quality for the entire population of all users. 
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Figure 51 shows the image quality calculation via SSIM heat map. 

 

FIGURE 51. Image quality calculation via SSIM heat map 

• Server Utilization: Observing overall server utilization will allow you to assess the trade-offs between end-user experience and resource 
utilization. To do this, the tool periodically samples CPU and GPU utilization during the workload session. To determine the ‘steady state’ 
portion of the workload, samples are filtered, leaving out the times when users have all logged on and the workload starts to ramp up and 
down. Once the steady-state has been established, all samples are aggregated to get the total CPU core utilization on the server. 

Results for nVector Knowledge Worker workload on HPE Synergy 480 Gen10 server (Windows 10 Instant 
Clone) 
Hewlett Packard Enterprise performed GPU and non-GPU tests with the NVIDIA nVector Knowledge Worker workload to compare the metrics 
from both test cases. A single HPE Synergy 480 Gen10 node with four (4) NVIDIA T4 cards was utilized to provision 64 Windows 10 desktops 
via VMware Horizon Instant clone technology. 

Table 14 shows the GPU and non-GPU machine details. 

TABLE 14. Accelerated and Non-accelerated machine details 

Type vCPU Memory vGPU profile  Framebuffer  Resolution  

Accelerated  4 8 GB  T4-1B4 1 GB  HD – 1920x1080 

Non-accelerated  4  8 GB  NA  NA  HD – 1920x1080  
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Hewlett Packard Enterprise tested the standard ‘Knowledge Worker’ workload from nVector on Windows 10.  

Table 15 shows the set of applications tested by Hewlett Packard Enterprise along with their versions. 

TABLE 15. Set of applications tested 

Application  Version  

Microsoft Windows 10 20H2 (OS Build 19042..804) 

Microsoft PowerPoint  2019 MSO (16.0.10368.20035 64-bit) 

Microsoft Word  2019 MSO (16.0.10368.20035 64-bit) 

Microsoft Edge  84.0.522.52 64-bit 

Microsoft Excel  2019 MSO (16.0.10368.20035 64-bit) 

Google Chrome  83.0.4013.97 

 

It was observed that the Click-to-Photon latency (end-user latency) is 115.804 in the accelerated test case and 132.377 in the non-accelerated 
scenario. The frame rate and image quality values are 18.691 and 0.980 for the accelerated VMs. In the non-GPU test case, these values are 
11.584 and 0.962. Table 16 below depicts the comparative data between benchmarks run on VMs configured with NVIDIA vGPU versus the 
ones without vGPU. The Server Utilization column represents the 90 percentile value of CPU utilization in both test cases. 

TABLE 16. nVector knowledge worker results for two test cases 

Type No. of VMs vGPU Profile End-User Latency Frame Rate Image Quality Server Utilization  

Accelerated  64 T4-1B4 115.804 18.691  0.980 82.326 

Non-accelerated  64 NA 132.377 11.584 0.962 98.334 

 

Figure 52 below plots the CPU utilization difference between the two test cases. The server CPU utilization is calculated using the esxtop utility. 
The orange plotted line represents the average CPU utilization for the accelerated test case while the purple plotted line represents the non-
accelerated test case. 

 

FIGURE 52. CPU utilization of ESXi host for 64 VMs during accelerated and non-accelerated test cases 
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Benchmarks versus field implementation 
LoginVSI and nVector present a relatively replicable set of tests that can be used to compare platforms and solutions within a fairly close range. 
The test uses a standardized set of workloads to create those comparison points. In the real world, it is highly unlikely that a customer will be 
running the exact set of applications featured in the test. As with most benchmarking tools, LoginVSI and nVector results should be used in 
conjunction with results from actual system performance data from the field or via Proof-of-Concept (POC) implementations. The LoginVSI 
presents response times from various tasks and applications that could be used as a primitive baseline in a controlled environment with limited 
applications and resource assignments. Although these metrics are useful when comparing systems with similar resource attributes, they can be 
misleading when used to extrapolate to real-world implementations. As a result, the numbers in this document are guidelines only. Historically, 
Hewlett Packard Enterprise has recommended sizing solutions at 60-65% of LoginVSI numbers. This recommendation; however, is dependent on 
the fact that similar resource allocation is used as in the test results presented. Hewlett Packard Enterprise strongly recommends a complete 
analysis of the specific user requirements before any VDI implementations, not implementations based solely on benchmark results. New or 
inexperienced customers should undergo a deeper assessment of their environment, before implementing VDI to make sure they attain the 
results they desire. If such an assessment interests you, contact your Hewlett Packard Enterprise account team for further information on our 
HPE Mobility and Workplace Services at hpe.com/us/en/services/consulting/mobility-workplace.html. 

SUMMARY 
Hewlett Packard Enterprise and VMware have collaborated to develop a joint solution to address the end-user computing infrastructure 
challenges faced by organizations, as Digital Workspace is undergoing a rapid digital transformation driven by both user’s requirements and 
application requirements. This Reference Architecture serves as a validation scenario as to how HPE Synergy combined with VCF delivers an 
ideal platform for secure enterprise-ready private cloud. 

This solution is based on the HPE Synergy Composable Infrastructure platform that helps in delivering promised benefits of Digital Workspace 
while overcoming many common challenges. 

• Start small and scale-out in affordable increments—from pilot to production. 
• Deliver superb end-user experience while being efficient - HPE Synergy 480 Gen10 Compute Module is a record holder for virtualized 

performance at 6, 8, 16, and 24 nodes, HPE Synergy 480 Gen10 Compute Module Holds FOUR World Records for Server Efficiency which 
translates to unmatched client virtualization performance.  

• Maximize Security – HPE Synergy’s iLO5 chipset provides the silicon root of trust, the ability to scan and monitor the chain of trust, and has 
security features that help you prevent, detect, and recover from cyber-attacks.  

• Support multiple user personas with single infrastructure - High GPU density and freedom to choose multiple CPU and GPU types to 
accelerate varied workloads.  

• Reduce downtime for users - HPE Primera A630 All-Flash Storage delivers extreme resiliency and performance with app awareness for 100% 
availability.  

• Optimize user experience with insights - Sophisticated analytics to analyze data with OneView and Infosight to the right size and finetune the 
VDI infrastructure.  

HPE Synergy not only offers the modular design for running Cloud Foundation deployments but also proves to be one of the best platforms to 
run VCF by presenting the following facts: 

• Reduces infrastructure complexity and cost: The HPE Synergy Composable Infrastructure allows to cut data center cost and slashes time to 
spin up new applications. As HPE Synergy combines storage, compute, and network equipment in one chassis, along with management 
software, auto-integrating makes scaling simple and automated at rack/row scale. Composable fabric makes rack-scale multi-fabric 
connectivity which eliminates standalone TOR switches. HPE Synergy Composable Compute provides performance, scalability, density 
optimization, storage simplicity, and configuration flexibility. The Composer powered by OneView integrated software-defined intelligence to 
self-discover, auto-integrate, and scale from racks to row.  

• Simplified infrastructure management and increased flexibility: HPE OneView helps to automate the deployment of infrastructure by 
using template-based provisioning, thereby simplifying the lifecycle operations. It also lets you offer your infrastructure as a service to 
organizations across your business because it provides more flexibility in how you configure and set up your data center.  

• Consolidated traditional data center applications private cloud on shared infrastructure: HPE Synergy Composable Fabric’s 
disaggregated, the rack-scale design uses a Master/Satellite architecture to consolidate data center network connections, reduce hardware 
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and management complexity, and scale network bandwidth across multiple frames. The master module contains intelligent networking 
capabilities that extend connectivity to satellite frames through the HPE Synergy Fabric Interconnect Link Module, which eliminates the need 
for a top-of-rack (ToR) Switch and substantially reduces cost. The reduction in components also simplifies fabric management at scale while 
consuming fewer ports at the data center aggregation layer.  

• Disaggregates storage and compute: With traditional rack servers, compute and storage do not generally scale independently, but with HPE 
Synergy, both storage and compute can scale separately. There is no fixed ratio between storage and compute resources. HPE Synergy 
creates a pool of flexible storage capacity using multiple storage options that can be configured almost instantly to rapidly provision 
infrastructure for a broad range of applications and workloads. By eliminating the complexity and limitations of siloed resources and 
administration, the various options including software-defined storage solutions as well as fully composable storage for HPE Synergy deliver a 
new level of simplicity, density, and flexibility. 

APPENDIX A: BILL OF MATERIALS  
The following BOMs contain electronic license to use (E-LTU) parts. Electronic software license delivery is now available in most countries. 
Hewlett Packard Enterprise recommends purchasing electronic products over physical products (when available) for faster delivery, for the 
convenience of not tracking and managing confidential paper licenses. For more information, contact your reseller or a Hewlett Packard 
Enterprise representative. 

NOTE 
Part numbers are at the time of publication/testing and subject to change. The bill of materials does not include complete support options or 
other rack and power requirements. If you have questions regarding ordering, consult your Hewlett Packard Enterprise reseller or Hewlett 
Packard Enterprise sales representative. Refer to hpe.com/us/en/services/consulting.html for more details. 

Table A1 provides the bill of materials for reference purposes. 

TABLE A1. Bill of materials  

Part number Quantity Description 

P9K10A 1 HPE 42U 600mmx1200mm G2 Kitted Advanced Shock Rack with Side Panels and Baying 

P9K10A 001 1 HPE Factory Express Base Racking Service 

P06011-B21 1 HPE Synergy 12000 Configure-to-order Frame with 10x Fans 

835386-B21 2 HPE Synergy D3940 12Gb SAS CTO Drive Enclosure with 40 SFF (2.5in) Drive Bays 

P09092-B21 24 HPE 1.6TB SAS 12G Mixed Use SFF (2.5in) SC 3yr Wty Digitally Signed Firmware SSD 

P09098-B21 8 HPE 400GB SAS 12G Write Intensive SFF (2.5in) SC 3yr Wty Digitally Signed Firmware SSD 

757323-B21 2 HPE Synergy D3940 Redundant I/O Adapter 

871940-B21 4 HPE Synergy 480 Gen10 Configure-to-order Compute Module 

P07351-L21 4 Intel Xeon-Gold 6254 (3.1GHz/18-core/200W) FIO Processor Kit for HPE Synergy 480/660 Gen10. 

P07351-B21 4 Intel Xeon-Gold 6254 (3.1GHz/18-core/200W) Processor Kit for HPE Synergy 480/660 Gen10 

P00922-B21 96 HPE 16GB (1x16GB) Dual Rank x8 DDR4-2933 CAS-21-21-21 Registered Smart Memory Kit 

872475-B21 8 HPE 300GB SAS 12G Enterprise 10K SFF (2.5in) SC 3yr Wty Digitally Signed Firmware HDD 

P01367-B21 4 HPE 96W Smart Storage Lithium-ion Battery with 260mm Cable Kit 

804424-B21 4 HPE Smart Array P204i-c SR Gen10 (4 Internal Lanes/1GB Cache) 12G SAS Modular Controller 

777456-B21 4 HPE Synergy 5830C 32Gb Fibre Channel Host Bus Adapter 

804428-B21 4 HPE Smart Array P416ie-m SR Gen10 (8 Int 8 Ext Lanes/2GB Cache) 12G SAS Mezzanine Controller 

876449-B21 4 HPE Synergy 4820C 10/20/25Gb Converged Network Adapter 

755985-B21 2 HPE Synergy 12Gb SAS Connection Module with 12 Internal Ports 

867793-B21 1 HPE Synergy 50Gb Interconnect Link Module 
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Part number Quantity Description 

867796-B21 1 HPE Virtual Connect SE 100Gb F32 Module for Synergy 

882251-B21 2 HPE Synergy 100GE/4x25GE/4x32GFC QSFP28 XCVR 

876259-B21 2 HPE Virtual Connect SE 32Gb Fibre Channel Module for Synergy 

P9H32A 8 HPE B-series 32Gb SFP28 Short Wave 1-pack Transceiver 

876852-B21 2 HPE Synergy 4-port Frame Link Module 

798096-B21 1 HPE 6x 2650W Performance Hot Plug Titanium Plus FIO Power Supply Kit 

804938-B21 1 HPE Synergy Frame Rack Rail Kit 

804943-B21 1 HPE Synergy Frame 4x Lift Handles 

859493-B21 1 HPE Synergy Multi Frame Master1 FIO 

872957-B21 1 HPE Synergy Composer2 Management Appliance 

P06011-B21 1 HPE Synergy 12000 Configure-to-order Frame with 10x Fans 

P09092-B21 24 HPE 1.6TB SAS 12G Mixed Use SFF (2.5in) SC 3yr Wty Digitally Signed Firmware SSD 

P09098-B21 8 HPE 400GB SAS 12G Write Intensive SFF (2.5in) SC 3yr Wty Digitally Signed Firmware SSD 

871940-B21 6 HPE Synergy 480 Gen10 Configure-to-order Compute Module 

P07351-L21 6 Intel Xeon-Gold 6254 (3.1GHz/18-core/200W) FIO Processor Kit for HPE Synergy 480/660 Gen10. 

P07351-B21 6 Intel Xeon-Gold 6254 (3.1GHz/18-core/200W) Processor Kit for HPE Synergy 480/660 Gen10 

P00922-B21 144 HPE 16GB (1x16GB) Dual Rank x8 DDR4-2933 CAS-21-21-21 Registered Smart Memory Kit 

872475-B21 12 HPE 300GB SAS 12G Enterprise 10K SFF (2.5in) SC 3yr Wty Digitally Signed Firmware HDD 

P01367-B21 6 HPE 96W Smart Storage Lithium-ion Battery with 260mm Cable Kit 

804424-B21 6 HPE Smart Array P204i-c SR Gen10 (4 Internal Lanes/1GB Cache) 12G SAS Modular Controller 

777456-B21 6 HPE Synergy 5830C 32Gb Fibre Channel Host Bus Adapter 

804428-B21 6 HPE Smart Array P416ie-m SR Gen10 (8 Int 8 Ext Lanes/2GB Cache) 12G SAS Mezzanine Controller 

876449-B21 6 HPE Synergy 4820C 10/20/25Gb Converged Network Adapter 

755985-B21 2 HPE Synergy 12Gb SAS Connection Module with 12 Internal Ports 

867793-B21 1 HPE Synergy 50Gb Interconnect Link Module 

867796-B21 1 HPE Virtual Connect SE 100Gb F32 Module for Synergy 

882251-B21 2 HPE Synergy 100GE/4x25GE/4x32GFC QSFP28 XCVR 

876259-B21 2 HPE Virtual Connect SE 32Gb Fibre Channel Module for Synergy 

P9H32A 8 HPE B-series 32Gb SFP28 Short Wave 1-pack Transceiver 

876852-B21 2 HPE Synergy 4-port Frame Link Module 

798096-B21 1 HPE 6x 2650W Performance Hot Plug Titanium Plus FIO Power Supply Kit 

804938-B21 1 HPE Synergy Frame Rack Rail Kit 

859494-B22 1 HPE Synergy Multi Frame Master2 FIO 

872957-B21 1 HPE Synergy Composer2 Management Appliance 

H6J85A 1 HPE Rack Hardware Kit 

P9S21A 2 HPE G2 Metered/Switched 3Ph 14.4kVA/CS8365C 40A/208V Outlets (12) C13 (12) C19/Vertical NA/JP PDU 

BW932A 1 HPE 600mm Rack Stabilizer Kit 

BW932A B01 1 HPE 600mm Rack include with Complete System Stabilizer Kit 

721064-B21 4 HPE BladeSystem c-Class 40G QSFP+ to 4x10G SFP+ 3m Direct Attach Copper Splitter Cable 

845406-B21 9 HPE 100Gb QSFP28 to QSFP28 3m Direct Attach Copper Cable 

861413-B21 2 HPE Synergy Frame Link Module CAT6A 3m Cable 

876689-B21 4 HPE Synergy 300Gb Interconnect Link 3m Active Optical Cable 
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Part number Quantity Description 

487655-B21 1 HPE BladeSystem c-Class 10GbE SFP+ to SFP+ 3m Direct Attach Copper Cable 

K2Q46A 4 HPE Multi-Fiber Push On to 4 x Lucent Connector 5m Cable 

JG510A 2 HPE 5900 Switch 

Q0U59 2 HPE B-series SN6600B Fibre Channel Switch 

QK734A 4 HPE Premier Flex LC/LC Multi-mode OM4 2 fiber 5m Cable 

R3K89A 1 HPE Arxscan Arxview DCAE /HPE Array 1yr LTU 

R0W29A 12 HPE NVIDIA T4 16GB Computational Accelerator 

P14255-B21 3 HPE Synergy 480 Gen10 PCIe x4 Expansion Module 

J9283D 4 Aruba 10G SFP+ to SFP+ 3m Direct Attach Copper Cable 

R0M46A 2 Aruba 50G SFP56 to SFP56 0.65m Direct Attach Copper Cable 

J9583B 2 Aruba X414 1U Universal 4-post Rack Mount Kit 

JL627A 2 Aruba 8325-32C 32-port 100G QSFP+/QSFP28 Back-to-Front 6 Fans and 2 Power Supply Bundle 

JL627A  ABA 2 Aruba 8325-32C 32-port 100G QSFP+/QSFP28 Back-to-Front 6 Fans and 2 Power Supply Bundle US en 

721064-B21 6 HPE BladeSystem c-Class 40G QSFP+ to 4x10G SFP+ 3m Direct Attach Copper Splitter Cable 

R0Z25A 4 Aruba 100G QSFP28 to QSFP28 1m Direct Attach Copper Cable 

R0Z26A 8 Aruba 100G QSFP28 to QSFP28 5m Direct Attach Copper Cable 

JL483B 2 Aruba X474 4-post Rack Kit 

JL762A   2 Aruba 6300M 48-port 1GbE and 4-port SFP56 Power-to-Port 2 Fan Trays 1 PSU Bundle 

JL762A   ABA 2 Aruba 6300M 48G Pwr2Prt 2F 1PS Bdl US en 

716195-B21 2 HPE External 1.0m (3ft) Mini-SAS HD 4x to Mini-SAS HD 4x Cable 

N9Z50A 1 HPE Primera 600 2U 24-disk SFF Drive Enclosure 

R0P99A 6 HPE Primera 600 3.84TB SAS SFF (2.5in) FIPS Encrypted SSD 

R3R39A 6 HPE Primera 600 1.92TB SAS SFF (2.5in) FIPS Encrypted SSD 

Q1H95A 1 HPE Storage 1U Rack Accessories Kit 

H6J85A 1 HPE Rack Hardware Kit 

P9Q41A 4 HPE G2 Basic 4.9kVA/L6-30P 24A/208V Outlets (20) C13/Vertical NA/JP PDU 

JC680A#B2B 2 HPE PDU Cable 
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