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1. Introduction 

1.1 Overview 

This guide describes best practices for VMware vFabric™ SQLFire data management systems and 
various design and deployment constructs. This guide can be used as a companion to VMware vFabric 
SQLFire Documentation at http://www.vmware.com/support/pubs/vfabric-sqlfire.html. 

1.2 Purpose 

This guide provides best practice guidelines for vFabric SQLFire, latency sensitive distributed systems, 
tuning Java Virtual Machines (JVMs) associated with data fabrics, and running vFabric SQLFire on 
VMware vSphere

®
. The recommendations in this guide are not specific to any particular set of hardware 

or to the size and scope of any particular implementation. The best practices in this document provide 
guidance only and do not represent strict design requirements because enterprise data requirements can 
vary from one implementation to another. However, the guidelines form a good foundation on which you 
can build. Many VMware customers have used these guidelines to successfully implement an enterprise 
data fabric for custom enterprise applications. 

1.3 Target Audience 

This guide assumes a basic knowledge and understanding of vFabric SQLFire, data management 
concepts, JVMs, and virtualization with vSphere. 

 Architectural staff can use this document to gain an understanding of how the system works as a 
whole as they design and implement various components. 

 Engineers and administrators can use this document as a catalog of technical capabilities. 

1.4 Prerequisites 

 Before using this best practices guide, review the VMware vFabric SQLFire POC Jumpstart Service 
Kit. Information on installation and configuration of vFabric SQLFire is not included in this best 
practices guide, but is available in the POC Jumpstart service kit. Contact your local VMware account 
team for details on these service offerings.  Also, review the Enterprise Java Applications on VMware 
Best Practices Guide (http://www.vmware.com/resources/techresources/1087). 

1.5 Scope 

This guide covers the following topics: 

 vFabric SQLFire Architecture – This section provides a high level best practice architecture for 
various topologies that are part of the high performance data solution space. 

 vFabric SQLFire Best Practices – This section covers various best practices pertaining to setting up a 
data fabric in production. 

 vFabric SQLFire tuning and best practices of distributed latency sensitive systems, vSphere, JVM 
considerations, sizing guidelines, and an example of how to adapt an RDBMS schema to use vFabric 
SQLFire. 

 Performance comparison of the Spring Travel application running against an RDBMS as compared 
with the same version of Spring Travel configured to run against vFabric SQLFire.  

http://www.vmware.com/support/pubs/vfabric-sqlfire.html
http://www.vmware.com/resources/techresources/1087
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2. vFabric SQLFire Architecture 

2.1 Overview 

vFabric SQLFire is an in-memory distributed data management platform that can be spread across many 
virtual machines, JVMs, and vFabric SQLFire servers to manage application data. Using dynamic 
replication and partitioning, vFabric SQLFire offers the following features in the platform: data durability, 
trigger-based event notification, parallel execution, high throughput, low latency, high scalability, 
continuous availability, and WAN distribution. 

The following figure shows vFabric SQLFire as the middle tier data layer that orchestrates data delivery to 
enterprise data consuming applications. As demand from consuming applications increases, the middle 
tier data layer expands to appropriately meet seasonal workloads. Further, vFabric SQLFire is a full data 
management system capable of managing transactions and data consistency so that enterprise data 
consuming application can rely on vFabric SQLFire as the system of record. 

Figure 1. Enterprise Data Management with vFabric SQLFire 

 

 

For additional persistence, data can be written behind to a backup store like a relational database, or 
other disk stores for archival purposes. vFabric SQLFire provides full persistence durability using its own 
native shared-nothing persistence mechanism. Figure 2 illustrates how vFabric SQLFire can write and 
read synchronously and/or asynchronously to external datastores.  
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Figure 2. vFabric SQLFire Architecture with Capability to Write to Traditional Storage Systems 

 

 

vFabric SQLFire is based on the VMware vFabric GemFire® distributed data management product and 
the Apache Derby project. As shown in Figure 3, the Apache Derby project is used for its RDBMS 
components, JDBC driver, query engine, and network server. The partitioning technology of GemFire is 
used to implement horizontal partitioning features of vFabric SQLFire. 

vFabric SQLFire specifically enhances the Apache Derby components, such as the query engine, the 
SQL interface, data persistence, and data eviction, and adds additional components like SQL commands, 
stored procedures, system tables, functions, persistence disk stores, listeners, and locators, to operate a 
highly distributed and fault tolerant data management cluster. 
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Figure 3. vFabric SQLFire Internal Architecture 

 

 

Best Practice Description 

BP 1 – 

Common 
Distributed 
Data 
Platform 

 

When data delivery is required to be at the highest speed possible (in terms of 
milliseconds and microseconds), setting up vFabric SQLFire as an enterprise data 
fabric system is the correct approach. As shown in Figure 2. vFabric SQLFire 
Architecture, you introduce a common data delivery and consumption layer in memory 
for many enterprise application data requirements. This allows enterprise applications 
to benefit from the scalability, availability, and speed of execution features of vFabric 
SQLFire. 

Note Although vFabric SQLFire is a highly capable data platform for moving data at 
large transaction volumes (thousands of transactions per second), it has also 
been used for low end volume (tens to hundreds of transactions per second) to 
achieve a rapid improvement on enterprise application response time and 
database resiliency. vFabric SQLFire compliance with SQL-92 makes the re-
configuration of custom enterprise applications to use vFabric SQLFire 
relatively non-invasive. 
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3. vFabric SQLFire Best Practices 

3.1 Topologies 

There are three main setup topologies for vFabric SQLFire: client/server, peer-to-peer, and multisite. 
Each of these topologies can be used standalone or combined to form an extended full featured 
distributed data management system. 

3.1.1 Client/Server Topology 

In a client/server topology there are two tiers, a client tier and a server tier. In Figure 4, the client and 
server tiers are depicted. The client tier communicates with the server tier to search for or update data 
objects from the server tier.  

The server tier is made of many vFabric SQLFire members, each running its own JVM process that 
provide network distribution, in memory, and disk persisted data management functionality. Further, while 
each vFabric SQLFire member runs within its own JVM process space, vFabric SQLFire members do 
have network connectivity with each other, and therefore form a single data management cluster that is 
presented to the client tier.  

The clients are typically enterprise applications distributed within the organization, and are outside the 
vFabric SQLFire cluster, but need data access to and from the vFabric SQLFire cluster. The client uses a 
client driver that is a lightweight JDBC thin driver for Java applications, or ADO.NET for .NET 
applications. Thin clients do not host or persist cluster data, and they do not directly participate in 
distributed queries that execute in the cluster. Customers often have tens to hundreds of enterprise data 
consuming applications accessing data managed within the vFabric SQLFire cluster, but the clients 
themselves are not part of the vFabric SQLFire cluster.  

Clients use two or more fault-tolerant locator processes that provides vFabric SQLFire member location 
services. The vFabric SQLFire locator process tells new connecting peers and thin clients how to connect 
to existing peers that are already running. Locators perform both connection load balancing and dynamic 
load conditioning of thin client connections to available vFabric SQLFire members in a client-server 
deployment. 

Figure 4. vFabric SQLFire Client/Server Topology 
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Best Practice Description 

BP 2 – 

Client/Server 
Topology 

 

 Client/server topology is the most commonly used for enterprise class applications. 
When there are tens to thousands of enterprise client applications that need to 
consume data from the vFabric SQLFire data management system, a client server 
topology is the most appropriate. In client/server topology, the clients have full 
access to the data and are able to manipulate the data without needing to be part 
of the vFabric SQLFire in-memory data management system. 

 In this topology, and specifically in production deployments, set –mcast-port=0 

to turn off multicast discovery and instead use the locator approach to locate 
vFabric SQLFire members. 

 Always make vFabric SQLFire locator processes highly available by having 
separate instances running on separate physical machines within the vFabric 

SQLFire system. Supply –locators on the command line with the list of all 

possible locators comma separated. 

 Use client/server topology when any of the following are requirements of an 
enterprise class application: 

o Dynamic server discovery – The vFabric SQLFire server locator utility 
dynamically tracks server processes and directs clients to new servers, giving 
clients indirection from explicit cluster membership information. Clients need to 
know only how to connect to the locator services. They do not need to know 
where data servers are running or how many data servers are available at a 
given time. 

o Server load balancing – The vFabric SQLFire server locator tracks current load 
information for all servers, directing new client connections to the servers with 
the least load. vFabric SQLFire provides a default load probe for your servers. 
To customize the algorithm by which server load is calculated, you can 
implement your own customized plug-in. 

o Server connection conditioning – Client connections can be configured to be 
leased transparently and can potentially be moved to different servers which 
allows overall server utilization to be rebalanced after new servers are started. 
This helps speed conditioning in situations such as adding servers or recovery 
from server crashes and other downtime. 
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3.1.2 Peer-to-Peer 

In this topology, two or more intercommunicating vFabric SQLFire servers form a distributed system. The 
data is distributed according to the data table’s configured redundancy rules. 

Figure 5. Peer-to-Peer GemFire Distributed System 

 

 

Best Practice Description 

BP 3 – 

Peer-to-Peer 
Multihomed 
Machines 

 

 An intercommunicating set of vFabric SQLFire servers that do not have clients 
accessing them, or only a very few. For example, session state data, Web content, 
back office, or back end type of processing providing a single hop access pattern 
to data. 

 Applications requiring a few peer clients (as opposed to hundreds in client/server 
topology) can be good candidates for peer-to-peer topology. Deploying many peers 
increases the buffering and socket overhead for every member. 

 More convenient from an administration and management perspective. With an 
embedded cluster, there is no need to manage any external processes to deploy 
vFabric SQLFire peers. For example, if you embed vFabric SQLFire in a cluster of 
Java application servers, each application server and the associated vFabric 
SQLFire peer share the same process heap. 

 If running on multihomed machines, you can specify a non-default network adapter 
for communication. In non-multicast peer-to-peer situations, communication uses 
the bind-address property. This address must map to the same subnet for all 
vFabric SQLFire servers within the distributed system. 
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3.1.3 Redundancy Zones 

In vFabric SQLFire you can set up various redundancy zones so that replica (or redundant copies) are 

not placed on the same physical hardware. You can set the redundancy-zone boot property of each 

vFabric SQLFire member to a specific redundancy zone name. It is common practice for these 
redundancy-zone names to resemble those of the underlying physical hardware, so that no redundant 
vFabric SQLFire members are placed on the same physical hardware/server machine as their original 
partition member. 

3.1.4 Global Multisite Topology 

In vFabric SQLFire you can set up a multisite topology that can span multiple data centers, for active-
active, disaster recovery, and WAN distributions types of arrangements. You can set up a single data 
fabric that spans multiple sites for data center distances less than 60 miles, and use a vFabric SQLFire 
WAN gateway setup for distances greater than 60 miles. 

A special case of multisite topology is global multisite, as shown in Figure 6. There are three globally 
distributed (New York, Tokyo, and London) sites each with a local distributed system. Within each site, a 
gateway is configured to provide data distribution between sites in case of a failure event, or for 
consistent global views of data around the world. Gateways work as fault-tolerant pairs. The primary 
member of each pairing handles data replication across to the other site. The primary is backed by a 
redundant standby gateway process that automatically becomes the primary gateway if the original 
primary gateway fails. As per regular client/server topology, each site has two or more locator processes 
that provide local site membership discovery services. 

Figure 6. vFabric SQLFire Global Multisite Topology 
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 Each distributed system in a multisite configuration operates independently of other 
connected systems. Tables that are configured for replication between sites must be 
created using identical table names and column definitions. In addition, gateway senders 
and receivers must be configured to assign logical gateway connections to physical 
network connections in each system. For each table that is configured to use a gateway 
sender, DML events are automatically forwarded to the gateway sender for distribution to 
other sites. The events are placed in a gateway queue and distributed asynchronously to 
remote sites. Inserts/Updates and deletes are sent across to the other sites, except when 
the delete is part of an expiration or eviction. However, queries, DDL, transactions, and 
expirations are not distributed to the other remote sites.  

 Each vFabric SQLFire distributed system that participates in WAN replication must use 
one or more locators for member discovery. WAN replication is not supported with 
multicast discovery. 

 WAN deployments increase the messaging demands on a vFabric SQLFire system. To 

avoid connection starvation related to WAN messaging, always set conserve-

sockets=false for vFabric SQLFire members that participate in a WAN deployment. 

 WAN-enabled tables must be present in each distributed system that you want to connect. 

 You can configure both partitioned tables and replicated tables to use a gateway sender. 
However, you must create replicated tables in the same server groups as the gateway 
senders that you specify in the CREATE TABLE statement. 

 You must start the entire WAN system, that is, the global multisite system, before you 
populate tables with data, or you must populate the tables in a newly added site before 
enabling the WAN listener to accept WAN traffic. This is required so that the WAN sites 
can remain in sync from the very beginning. Failing to do this causes exceptions during 
data update operations. 

 Normally you should use the conflation feature when using a gateway hub so that only the 
latest updates are passed over to the remote site. With conflation, earlier entry updates in 
the queue are dropped in favor of updates sent later in the queue. Enable conflation for 
optimal performance. You can set the ENABLEBATCHCONFLATION attribute to true within the 
definition of the listener. Only for applications that depend on seeing every update (for 
example, if any remote gateway has a Table Trigger or AsyncEventListener that needs 
to know about every state change), should you disable conflation. 

 In a multisite installation using gateways, messages can back up in the gateway queues if 
the link between sites is not tuned for optimum throughput. If a receiving queue overflows 
because of inadequate buffer sizes, it can become out of sync with the sender, and the 

receiver is unaware of the condition. The gateway’s socket-buffer-size attribute 

should match among intercommunicating gateways with the global multisite topology. 

 Avoid overflowing to disk when possible by adjusting the MAXQUEUEMEMORY attribute to 
accommodate needed memory. This is the maximum amount of memory in megabytes 
that the queue can consume before overflowing to disk. The default is 100 megabytes. If 
you are more concerned with reliability rather the high speed, then an overflow to disk is 
recommended. Further tuning of MAXQUEUEMEMORY includes tuning BATCHSIZE and 
BATCHINTERVAL in concert until the appropriate SLA is met. Where BATCHSIZE is the 
maximum number of messages that a batch can contain (the default is 100 messages), 
and BATCHINTERVAL is the maximum number of milliseconds that can elapse between 
sending batches (the default is 1000 milliseconds). 
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3.2 Server Groups 

A server group specifies the vFabric SQLFire members that host data for a table. You use a server group 
to logically group vFabric SQLFire datastores for managing a table’s data. Any number of vFabric 
SQLFire members that host data can participate in one or more server groups. You specify named server 
groups when you start a vFabric SQLFire datastore. By default, all servers that host data are added to the 
―default‖ server group. Different logical database schema are often managed in different server groups. 
For example, an order management system might manage all customers and their orders in an ―Orders‖ 
schema deployed to one server group. 

The same system might manage shipping and logistics data in a different server group. A single peer or 
server can participate in multiple server groups, typically as a way to colocate related data or to control 
the number of redundant copies in replicated tables. With support for dynamic group membership, the 
number of processes hosting data for a server group can change dynamically. However, this dynamic 
aspect of server group membership is abstracted away from the application developer, who can look at a 
server group as a single logical server. 

Server groups determine only those peers and servers where a table’s data is managed. Tables are 
always accessible for any peer member of the distributed system, and from thin clients that connect to a 
single server. When you invoke server side procedures, you can parallelize the execution of the 
procedure on all members in the server group. These data-aware procedures also execute on any peer 
clients that belong to the server groups. Without associating tables to specific member IP addresses, the 
capacity of a server group can be dynamically increased or decreased without any impact to existing 
servers or client applications. vFabric SQLFire can automatically rebalance the tables in the server group 
to the newly added members. 

Figure 7. vFabric SQLFire Server Groups 
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Best 
Practice 

Description 
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Groups 

 You can assign your servers to logical groups that your clients can specify in their 
connection configurations. For example, if a subset of servers hosts the data for a 
particular table, you might use groups to assure that clients interested only in access to 
that table connect only to those servers. Or you might use a group to direct all 
database-centric traffic to the subset of servers that are directly connected to a back 
end database. Servers can belong to multiple groups. Clients specify only the group to 
use and are isolated from having to know which servers belong to which groups. 

 Figure 7 Option 1 shows how a vFabric SQLFire data management system is divided 
into Group 1 and Group 2.  

 Figure 7 Option 2 shows how a third group, Group 3, contains Group 1 and Group 2. A 
group such as Group 3 often allows for reference data to be shared across all members 
of the data fabric (all members within Group 1 and Group 2), while Group 1 and Group 2 
have different data partitions. An example of this is to hold stock trade data within Group 
1, pricing data within Group 2, and reference data in Group 3. 

 Server groups are often aligned with various business functions, for example, risk 
management contained in one group, and inventory management contained within 
another group. This allows you to service the various lines of business at various 
service qualities by being able to add and remove capacity to each individual groups 

 For example, it is common to have the following best practices for server group usage: 

o Reference data can be allocated to reside in Group 1, because this is primarily 
replicated table data that does not change often and therefore might need only few 
compute resources. On the other hand, tables with rapidly changing data and a total 
size large enough to require partitioning (for example, trades, positions, and pricing 
data) can be managed by more powerful compute resource group as in Group 2. 

o Server groups allow you to add and/or remove capacity to the specific group that 
needs it. When adding capacity you must issue a rebalance command once the 
servers are all started. 

o For specific stored procedures you can choose to parallelize the execution of server 
side stored procedures on all the members of a server group, or just the members 
of a specific server group. 

o Always specify server groups within a table definition to specify in which groups the 
table exists. If you do not specify a server group name, then the default server 
group is used, which includes all vFabric SQLFire members in the system. This 
implies that tables are partitioned or replicated across all members of the default 
server group. If the data in a replicated table changes frequently, the cost of 
maintaining a copy on each server in the default group can be prohibitive. In this 
case you should consider a smaller group that houses this kind of data on specific 
set of members/hosts, encapsulated in a dedicated group. Replicated tables should 
be used only to satisfy many-to-many relationships among data elements. 
Partitioned tables also get replicated in a RAID-like fashion by setting the desired 
redundancy level. 

 The convenience of the server group construct helps to set the heap percentage for 
eviction policy across a specific group, therefore controlling resource consumption. 

 You can also apply AsynchEventListener to a specific server group. 



VMware vFabric SQLFire 
Best Practices Guide 

© 2012 VMware, Inc. All rights reserved. 

Page 18 of 98 

3.3 Partitioning 

For custom enterprise applications backed by RDBMS schema tables that are highly accessible during 
the course of a regular business day, a partitioning strategy improves performance to more easily meet 
SLA requirements. These types of frequently accessed tables are often referred to as hot tables due to 
their high rate of data insert, update, delete, and read operations. In addition to the high rate of data 
change, it is common that these hot tables also become unmanageable within a single node due to their 
size. In such cases, a vFabric SQLFire horizontal partitioning strategy can be used to split the data 
volume into smaller, more manageable data partitions. 

With vFabric SQLFire horizontal partitioning, an entire row is stored in the same hash indexed bucket. 
Buckets are the containers for data that determine its storage site, redundant sites, and the unit of 
migration for rebalancing. You can hash-partition a table based on its primary key or on an internally-
generated unique row ID if the table has no primary key. Other partitioning strategies can be specified in 
the PARTITION BY clause in a CREATE TABLE statement. Strategies supported by vFabric SQLFire include 
hash-partitioning on columns other than the primary key, range-partitioning, and list-partitioning.  

In Figure 8 an example Flights table is partitioned by FLIGHT_ID (primary key for Flights table) into three 
buckets, where the first bucket for rows 1 to 3 resides on vFabric SQLFire server 1, the second bucket for 
rows 4 to 6 resides on vFabric SQLFire server 2, and the third bucket for rows 7 to 9 resides on vFabric 
SQLFire server 3. vFabric SQLFire directs that all access to flights data by the FLIGHT_ID primary key for 
rows 1 to 3 are executed on vFabric SQLFire Server 1, and similarly for the other rows. vFabric SQLFire 
automatically manages all partitioning through this bucketing system so long as the designer has 
provided the correct PARTITION BY COLUMN(FLIGHT_ID) clause in the table definition. 

Figure 8. Partitioning Flights Table Using vFabric SQLFire Bucket System 
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In Figure 9, the preceding discussion is extended to look at a snapshot of an example flights schema. The 
schema shown is typical of the master-detail design pattern seen in most RDBMS schemas. In Figure 9, a 
flights schema is shown with FLIGHTS, FLIGHTAVAILABILITY, and AIRLINES tables. FLIGHTS and 
FLIGHTAVAILABILITY have a one-to-many relationship. AIRLINES, however has a many-to-many 
relationship to FLIGHTS and FLIGHTAVAILABILITY. 

The Flights table is partitioned by its primary key FLIGHT_ID and has a REDUNDANCY of 1. This means that 
there is one backup copy of each FLIGHT on a redundant vFabric SQLFire Server somewhere in the 
cluster. On the other hand, the FLIGHTAVILABILITY is partitioned by FLIGHT_ID and COLOCATE with 
FLIGHTS, and means that vFabric SQLFire manages the data partitions so that when there is a qualifying 
join between the FLIGHTS and FLIGHTAVILABILITY tables, the query executes within the same vFabric 
SQLFire member/memory space, optimizing performance. The AIRLINES table is reference data that 
does not change frequently and has a many-to-many relationship to FLIGHTS and FLIGHTAVAILABILITY. 
To configure this relationship in vFabric SQLFire, you can use the REPLICATE keyword to indicate to 
vFabric SQLFire to place a complete copy of the AIRLINES table on every vFabric SQLFire member in the 
distributed system. 

Figure 9. Flights Schema with Master Detail and Lookup Table Type of Relationships 
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Best Practice Description 

BP 6 –  

Horizontal 
Partitioning 

 

 Horizontal partitioning can greatly enhance scalability and performance of 
enterprise applications. 

 Most commonly Partition By is applied on the primary key of a table. 

 vFabric SQLFire horizontal partitioning places an entire row in the same hash 
indexed bucket, and therefore all data operations against rows in the bucket are 
executed within the same memory space.  

 Test your partitioning scheme frequently to confirm balance to all vFabric SQLFire 
members. 

3.4 Redundancy 

In vFabric SQLFire you can specify how many redundant copies of specific data to keep. vFabric SQLFire 
manages the synchronization of all data changes across the primary copy and all backup copies. When a 
server fails, vFabric SQLFire automatically reroutes any operations that were trying to read or write from 
the failed member to the surviving members. In Figure 10, the redundancy clause is used as REDUNDANCY 
1 to indicate to vFabric SQLFire that one redundant copy should be copied to another member 
somewhere in the cluster. 

Figure 10. Using Redundancy on Flights Table 

 

  



VMware vFabric SQLFire 
Best Practices Guide 

© 2012 VMware, Inc. All rights reserved. 

Page 21 of 98 

Best Practice Description 

BP 7 – 

Redundancy 

  

 By using the REDUNDANCY 1 specification in a vFabric SQLFire table definition, 
vFabric SQLFire manages a redundant copy of the data in memory. In the event of 
a vFabric SQLFire member failure, vFabric SQLFire promotes the backup server to 
primary and routes all accesses to that new primary, therefore allowing for 
continuous fault tolerant operation of enterprise applications. 

 Because vFabric SQLFire is a memory-oriented data management system, having 
a certain level of redundancy is a recommended approach. However, the 
redundancy level must be balanced against the advantages and disadvantages of 
increased redundancy. Increased redundancy provides a more robust system at 
the cost of performance. Additional redundant copies cause increased network and 
memory usage because vFabric SQLFire always keeps redundant copies in sync. 

 In production systems, REDUNDANCY 1 is adequate, particularly when combined 

with disk asynchronous PERSISTENCE. This combination of REDUNDANCY 1 and 

asynchronous PERSISTENCE on disk allows for a good combination of 

performance, scalability, and reliability for most production systems that rely heavily 
on vFabric SQLFire as a data management system. 

 Size your system so that if a failure occurs, the remaining nodes have enough 
capacity to take on new data and new clients capacity. 

3.5 Colocation 

As shown in the schema in Figure 9, there is a parent to child relationship between FLIGHTS and 
FLIGHTAVAILABILITY tables. This implies that SQL join queries across the FLIGHTS and 
FLIGHTAVAILABILITY tables must be kept together in the same memory space. The vFabric SQLFire 
COLOCATE clause specifies that the two tables are colocated, that is, it forces partitions having the same 
values for the foreign key relationship in both tables to be located on the same vFabric SQLFire member. 
In Figure 11, the COLOCATE WITH (FLIGHTS) clause is applied to FLIGHTAVAILABILITY. 
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Figure 11. Using vFabric SQLFire COLOCATE on FLIGHTS and FLIGHTAVAILABILITY Tables 

 

 

Best Practice Description 

BP 8 –  

Colocation 

  

 Using the schema in Figure 9, if you have queries as per the following Select 
statement, where there is a join across FLIGHT and FLIGHTAVAILABILITY tables, 
use the COLOCATE WITH clause: 

Select * from Flights f, FlightAvailability fa where 

f.flight_id = fa.flight_id 

 The join condition must be on the flight_id because that was the partition by 
column of the FLIGHTS and FLIGHTAVAILABILITY tables. In this case you would 
use COLOCATE WITH (FLIGHTS) as shown in Figure 11. 

 Tables referenced in the COLOCATE WITH clause must exist at the time you create 
the partitioned table. When two tables are partitioned and colocated, it forces 
partitions having the same values for their foreign key relationships in both tables to 
be located on the same vFabric SQLFire member. 

 For two partitioned tables to be colocated, the SERVER GROUP clauses in both 
CREATE TABLE statements must be identical. 
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3.6 Disk Persistence 

To provide additional data reliability, vFabric SQLFire can persist table data to disk as a backup to the in-
memory copy, or overflow table data to disk. The two disk store options, overflow and persistence, can be 
used individually or together. Overflow uses disk stores as an extension of in-memory table management 
for both partitioned and replicated tables. Persistence stores a complete copy of all table data managed in 
each peer. Figure 12 shows how primary and redundant vFabric SQLFire members can persist to an 
external disk storage. 

Figure 12. vFabric SQLFire Disk Persistence for Additional Data Reliability 
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Best Practice Description 

BP 9 –  

Disk 
Persistence 

  

 Gateway sender, AsyncEventListener, and DBSynchronizer queues are always 
overflowed and can be persisted.  

 For best performance, locate each disk store on a separate physical disk.  

 Use disk persistence for Gateway sender queues because those always have 
overflow enabled and the ability to persist these queues provides additional high 
availability protection. 

 Tables can be overflowed, persisted, or both. For efficiency, place table data that is 
overflowed on one disk store with a dedicated physical disk. Place table data that is 
persisted, or persisted and overflowed, on another disk store with a different 
physical disk. 

 When calculating your disk requirements, consider your table modification patterns 
and compaction strategy. vFabric SQLFire creates each oplog file at the specified 
MAXLOGSIZE. Obsolete DML operations are removed from the oplogs only during 
compaction, so you need enough space to store all operations that are done 
between compactions. For tables with a mix of updates and deletes, if you use 
automatic compaction, a good upper bound for the required disk space is: 

(1 / (1 - (compaction_threshold/100) ) ) * data size 

where data size is the total size of all the table data you store in the disk store.  

Therefore, for the default COMPACTIONTHRESHOLD of 50, the disk space is roughly 
twice your data size. The compaction thread could lag behind other operations, 
causing disk use to rise above the threshold temporarily. If you disable automatic 
compaction, the amount of disk required depends on how many obsolete 
operations accumulate between manual compactions. 

 When you start your system, start all the members that have persistent tables in 
parallel. Create and use startup scripts for consistency and completeness. 

 Shut down your system using the sqlf shut-down-all command. This is an ordered 

shutdown that fully flushes and safely stores your disk stores. 

 Decide on a file compaction policy and, if needed, develop procedures to monitor 
your files and execute regular compaction. 

 Decide on a backup strategy for your disk stores and follow it. You can back up by 
copying the files while the system is offline, or you can back up an online system 

using the sqlf backup command. 

  If you drop or alter any persistent table while your disk store is offline, consider 
synchronizing the tables in your disk stores. 

 If you bring the entire data fabric down, compact the disk stores while the system is 
shut down to maximize start up performance. 
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3.7 Transactions 

In vFabric SQLFire, any one or more SQL statements comprise a logical unit of work that has transaction 
semantics, that is, the unit of work can be committed or rolled back in its entirety. The vFabric SQLFire 
implementation of distributed transaction coordination allows for linear scalability without compromising 
atomicity, consistency, isolation, and durability, which are the ACID properties. Because vFabric SQLFire 
members that participate in a transaction hold their own transaction state, queries on the database 
always see committed data, and they do not need to acquire locks. Therefore, reads and writes can run in 
parallel in the READ_COMMITTED isolation level. 

In the case of transactional writes, vFabric SQLFire locks each copy of a row that is being updated on 
each member. This alleviates the need for a distributed lock manager, and it allows for greater scalability. 
Also, vFabric SQLFire uses special read locks for REPEATABLE_READ and foreign key checks to ensure 
that those rows do not change for the duration of a transaction. vFabric SQLFire locks generally fail 
eagerly (fail-fast) with a conflict exception if a lock cannot be obtained due to concurrent writes from other 
active transactions. An exception to this fail-fast behavior occurs when the vFabric SQLFire member that 
initiates the transaction also hosts data for the transaction. In this case, vFabric SQLFire batches the 
transaction on the local member for performance reasons, and conflicts might not be detected on other 
nodes until just before commit time when vFabric SQLFire flushes the batched data. 

When data is managed in partitioned tables, each row is implicitly owned by a single member for non-
transactional operations. However, with distributed transactions, all copies of a row are treated as being 
equivalent, and updates are routed to all copies in parallel. This makes the transactional behavior for 
partitioned tables similar to the behavior for replicated tables. The transaction manager works closely with 
the vFabric SQLFire membership management system to make sure that, irrespective of failures or 
adding/removing members, changes to all rows are either applied to all available copies at commit time, 
or they are applied to none. 

For example, as shown in Figure 13, a transaction is initiated to execute updateFlights. All statements 
within this method are treated as one logical unit and are applied in parallel to all other replicas in the 
system. In the example, vFabric SQLFire Server 1 acts as the ―row owning member‖ that coordinates the 
execution of the transaction as one logical unit of work. 

Note Figure 13 through Figure 16 refer to multiple steps of a single transaction. 
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Figure 13. Update Flight Transaction 

 

 

Figure 14 shows a continuation of the updateFlights transaction from Figure 13. The vFabric SQLFire 
member that has the updateFlights transaction is the row owning member that distributed the update 
commands in parallel to all the replicas. In turn this member will wait for all ACKs (acknowledgements) 
before proceeding to commit. The ACK is to indicate that the update was received, and that the 
transaction can prepare to enter the on commit state.  
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Figure 14. Update Flight Transaction Showing Row Owning vFabric SQLFire Member Waiting to 
Receive ACKs Before Proceeding to Commit 

 

 

In Figure 15 the potential of a second Transaction being initiated, as Transaction2, is shown. 
Transaction2 may be contending for the same data as the initial transaction of updateFlights, and 
therefore to avoid data corruption, vFabric SQLFire will roll back the entire logical unit of Transaction2 to 
allow the original updateFlight transaction to proceed. 
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Figure 15. UpdateFlight Transaction Safely Guarded from a Second Contending Transaction 

 

 

In Figure 16 the updateFlights transaction proceeds to the commit state, and just as it is about to exit 
the commit state it issues a lock to the appropriate data replicas to propagate the changes in a data 
consistent manner. The vFabric SQLFire Server 1 is the ―row owning member‖ because it acts as the 
transaction coordinator during commit by acquiring a local write lock and distributing all changes to the 
replicas. 
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Figure 16. UpdateFlight Transaction Proceeding to Commit Changes 

 

 

There is no centralized transaction coordinator in vFabric SQLFire. Instead, the member on which a 
transaction was started acts as the coordinator for the duration of the transaction. If the application 
updates one or more rows, the transaction coordinator determines which owning members are involved, 
and acquires local ―write‖ locks on all of the copies of the rows. At commit time, all changes are applied to 
the local datastore and any redundant copies. If another concurrent transaction attempts to change one of 
the rows, the local ―write‖ acquisition fails for the row, and that transaction is automatically rolled back. 

In the case where there is no persistent table involved, there is no need to issue a two-phase commit to 
redundant members. In this case, commits are efficient, single-phase operations. Unlike traditional 
distributed databases, vFabric SQLFire does not use write-ahead logging for transaction recovery in case 
the commit fails during replication or redundant updates to one or more members. The most likely failure 
scenario is one where the member is unhealthy and gets forced out of the distributed system, 
guaranteeing the consistency of the data. When the failed member comes back online, it automatically 
recovers the replicated/redundant data set and establishes coherency with the other members. If all 
copies of some data go down before the commit is issued, then this condition is detected using the group 
membership system, and the transaction is rolled back automatically on all members. 
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Best Practice Description 

BP 10 –  

Transactions 

  

 vFabric SQLFire implements optimistic transactions. The transaction model is 
highly optimized for colocated data, where all of the rows updated by a transaction 
are owned by a single member. 

 Keep the transaction duration and the number of rows involved in the transaction 
as low as possible. vFabric SQLFire acquires locks eagerly, and long-lasting 
transactions increase the probability of conflicts and transaction failures 

 Understand all the transaction isolation levels offered by vFabric SQLFire. The 
vFabric SQLFire isolation levels are: 

o NONE – By default, connections in vFabric SQLFire do not engage in 
transactions, unlike in other databases. However, this default behavior does 
not mean that there is no isolation and that connections have access to 
uncommitted state from other in-process transactions. Without a transaction 
(transaction isolation set to NONE), vFabric SQLFire ensures FIFO consistency 
for table updates. Writes performed by a single thread are seen by all other 
processes in the order in which they were issued, but writes from different 
processes may be seen in a different order by other processes. When a table is 
partitioned across members of the distributed system, vFabric SQLFire 
uniformly distributes the data set across members that host the table so that no 
single member becomes a bottleneck for scalability. vFabric SQLFire assigns 
ownership of a particular row (identified by a primary key) to a single member 
at any given time. When an owning member fails, the ownership of the row is 
transferred to an alternate member in a consistent manner so that all peer 
servers have a consistent view of the new owner 

o READ_UNCOMMITTED – vFabric SQLFire internally upgrades this isolation to 
READ_COMMITTED 

o READ_COMMITTED – vFabric SQLFire does not allow ongoing transactional as 
well as non-transactional (isolation level NONE) operations to read uncommitted 
(dirty) data. vFabric SQLFire accomplishes this by maintaining transactional 
changes in a separate transaction state that is applied to the actual datastore 
for the table only at commit time. 

o REPEATABLE_READ – vFabric SQLFire supports this isolation level according to 
the ANSI SQL standard. A transaction that reads the same row more than once 
always sees the same column values for the row. REPEATABLE_READ also 
guarantees that the underlying committed row in a table never changes after 
the first read in a transaction, until the transaction completes. vFabric SQLFire 
applies read and write locks to copies of selected data so that reads are 
repeatable for the duration of a transaction. vFabric SQLFire does not use 
range locks, and phantom reads are still possible with this isolation level. 

 vFabric SQLFire always clones the existing row, applies the update (changes one 
or more fields) and then atomically replaces the row with the updated row. This 
isolates all concurrent threads reading or writing that row from access to any partial 
row updates. If transactions are running in your system, plan your rebalancing 
operation carefully. Rebalancing might move data between members, which could 
cause a running transaction to fail with a TransactionDataRebalancedException. 
Use adequate exception handling and transaction retry logic in the application.  

 vFabric SQLFire VSD provides statistics for transaction commits, rollbacks, and 
failures that allow you to monitor vFabric SQLFire transactions. 
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3.8 Cache Plug-In 

When an incoming query request for a uniquely-identified row cannot be satisfied by the distributed 
system, a loader can be invoked to retrieve the data from an external source. vFabric SQLFire locks the 
associated row and prevents concurrent readers that are trying to fetch the same row from overloading 
the back end database. 

In Figure 17 a RowLoader is registered on each of the vFabric SQLFire servers in the distributed system. 
The RowLoader implements the getRow() method that is invoked when a cache miss occurs. 
RowLoader.getRow in turn has the necessary business logic to retrieve the needed data from an RDBMS, 
or an external system. 

Figure 17. Using RowLoader to Handle a Cache Miss 
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Best Practice Description 

BP 11 –  

RowLoader 

  

 When a loader is configured for a table, performing a select statement against the 
table internally fetches and inserts data into a vFabric SQLFire table. Because of 
this behavior, it is possible to receive a constraint violation when you query a table 
that is configured with a loader (for example, if the loader attempts to insert data 
from a back end database that violates a table constraint in vFabric SQLFire). 

 When implementing a RowLoader, adhere to the RowLoader interface. 

  The RowLoader interface is made of: 

o init(String initStr) method – this used to obtain parameters that are 
defined when you register your implementation with a table. vFabric SQLFire 
calls your implementation’s init() method when the SYS.ATTACH_LOADER 
procedure is used to register the RowLoader with a table. All parameters are 
passed in the single String object. 

o getRow(String schemaName, String tableName, Object[ ] primarykey) 
method – vFabric SQLFire calls this method implementation to provide the 
schema name, table name and an array of objects that are the primary key 
values (in the order presented by the table definition) each time the loader is 
invoked to fetch data from the external source.  

o Your implementation of the getRow method must return one of the following: 

 An object array with one element with the value for each column, including 
the primary key, in the order defined by the vFabric SQLFire table 
definition. 

 null, if there is no element found. 

 An instance of java.sql.ResultSet, possibly the result of a query against 
another database. Only the first row is used. The result columns should 
match the vFabric SQLFire table. 

 An empty java.sql.ResultSet if no element is found. 

o After compiling your RowLoader implementation and adding it to the classpath, 
register the RowLoader with a table by executing the built-in 
SYS.ATTACH_LOADER procedure. 
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3.9 Listeners  

In vFabric SQLFire you can implement any number of listeners that can be triggered based on certain 
SQL DML operation that an application executes. The listeners are triggered as post insert/update/delete 
operations, as ―after-events.‖ In Figure 18 three listeners have been registered to listen for SQL DML 
changes. The listeners are as follows: 

 An UpdateListener is depicted in the green text box of Figure 18. This listener is triggered whenever 
there is an update to the Flights table. The Flights table is from the schema that was introduced in 
Figure 9. Any update using SQL DML in vFabric SQLFire against the Flights table triggers the 
execution of the UpdateListener as an after-event. This implies that the data changes in the vFabric 
SQLFire Flights table first, and then the UpdateListener callback is executed synchronously to 
synchronize the data changes to the back end traditional RDBMS/DB. In Figure 18 the update DML 
event is triggered by ―update flight F22‖ depicted in the green callout box against a solid green arrow. 
This solid green arrow shows that the vFabric SQLFire member is changed first, and then the dotted 
green arrow triggers the UpdateListener as an after-event synchronously. When the 
UpdateListener is triggered, the execution involves a call to the listener callback handler which then 
sends the changes to the database over the green dotted line with a small document fragment to 
depict that a change has been sent to the database.  

 An InsertListener and DeleteListener are also registered on the Flights table as depicted in 
Figure 18. The activation of these listeners is similar to the UdpateListener described above. 

Figure 18. vFabric SQLFire SQL DML Listeners 

 

 

In Figure 19 if UpdateListener blocks for some reason while the change is already applied to the vFabric 
SQLFire member holding the specific Flights partition, the listener throws an exception and does not 
complete . 
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Figure 19. Shows UpdateListener Callback Handler Blocking 

 

 

Best Practice Description 

BP 12 –  

Listeners 

  

 A listener enables other systems to receive after-event notifications of changes to a 
table (insert, update and delete). They can be very useful in integrating enterprise 
wide systems that depend on data changes within the data fabric.  

 You might want to execute DML without having to trigger the listeners. You can 
override configured listeners on a per connection basis using the property skip-
listeners. Setting this property does not affect WAN distribution. DML events are 
always sent across WAN setup/Gateway Sender. 

 You can use the SYS.ADD_LISTENER built-in procedures to attach one or more 
listeners to a table. 

 Any number of listeners can be defined for the same table. This can helpful in 
providing several customized Insert/Update/Delete listeners to meet different 
business requirements. If only one listener was allowed then the event handling 
code would require complex if/else context switching or large CASE statements, 
making the code difficult to maintain. Listeners are an implementation of the 
EventCallback interface (https://www.vmware.com/support/developer/vfabric-
sqlfire/102-api/com/vmware/sqlfire/callbacks/EventCallback.html). 

 If an exception is thrown in a listener, the update succeeds but the exception is 
propagated back to the originating node. 

https://www.vmware.com/support/developer/vfabric-sqlfire/102-api/com/vmware/sqlfire/callbacks/EventCallback.html
https://www.vmware.com/support/developer/vfabric-sqlfire/102-api/com/vmware/sqlfire/callbacks/EventCallback.html
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3.10 Writer 

A vFabric SQLFire writer is an event handler that synchronously handles changes to a table before those 
changes take place. The main use of a cache writer is to perform input validation, thereby protecting the 
database from improper data being stored. It can also be used to update an external data source before 
the data becomes visible in the table in vFabric SQLFire. A writer provides write-through caching with 
your external data source. Unlike listeners, only one writer can be attached to a table. When the table is 
about to be modified because of an insert, update, or delete, vFabric SQLFire informs the writer of the 
pending operation using the callback. The writer can choose to disallow the operation by throwing an 
SQLException. The writer callback is called synchronously and blocks the operation if the callback 
blocks. 

In Figure 20 an InsertWriter is registered on the Flights table. An ―Insert flight 747‖ triggers the 
callback event handler of the InsertWriter to synchronize with the external database first, and then 
performs an insert into the vFabric SQLFire Flights data partition. This is the key difference with vFabric 
SQLFire listeners, where they propagate changes to external systems after the DML has been applied to 
the vFabric SQLFire data partition. One other key difference is that you can register multiple listeners, but 
only one writer. 

Figure 20. An InsertWriter on the Flights Table 

 

 

In Figure 21 the InsertWriter event handler throws an exception after attempting to write to the external 
database. In this case, the entire data change is rolled back from the database and is not applied to the 
vFabric SQLFire Flights data partition. 
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Figure 21. InsertWriter Throws an Exception That Causes a Full Rollback 

 

 

Best Practice Description 

BP 13 –  

Writers 

  

 A writer enables other systems to receive before-event notifications of changes to a 
table (insert, update and delete). In keeping an external DB synchronized with 
vFabric SQLFire, changes are applied to vFabric SQLFire post validation with an 
external system that the writer handler would do. 

 You can use the SYS.ATTACH_WRITER built in procedure to attach a writer. 

Note Only one writer can be registered against a table. 

 vFabric SQLFire installs a sample writer implementation in <your install directory 
for sqlfire>/vFabric_SQLFire_10x/examples/EventCallbackWriterImpl.javam. This 
writer implementation can be used to perform writes to any JDBC data source, if 
the appropriate driver is available in the classpath. 

 The type of the event can be found as TYPE.BEFORE_INSERT, 
TYPE.BEFORE_UPDATE, and TYPE.BEFORE_DELETE. 

 

  



VMware vFabric SQLFire 
Best Practices Guide 

© 2012 VMware, Inc. All rights reserved. 

Page 37 of 98 

3.11 Asynchronous Listener 

The previous discussion focused on listeners and writers which essentially are synchronous callback 
handlers. If synchronous handlers are not possible for an enterprise application due to their potential to 
block, or perhaps there is an unreliable consuming client, then asynchronous listeners can be a prudent 
alternative. An AsyncEventListener instance is serviced by its own dedicated thread in which a callback 
method is invoked. Events that correspond to DML operations are placed in an internal queue, and the 
dedicated thread dispatches a batch of events at a time to the user-implemented callback class. The 
frequency of dispatching events is governed by the configuration of the AsyncEventListener in vFabric 
SQLFire. 

In Figure 22 a TestAsynchEventListener is registered on the Flights table to be called back when a 
DML events happens. The DML events are enqueued into an event queue and then later dequeued from 
the event queue based on the configured cycle. When the event is dequeued it in turn calls the registered 
TestAsyncEventListener.processEvents() method. 

Figure 22. An Example TestAsynchEventListener Showing Registration and Execution Cycle 
Through an Event Queue 
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Best Practice Description 

BP 14 –  

Async 
Listeners 

  

 An AsyncEventListener instance is serviced by its own dedicated thread in which 
a callback method is invoked. 

 Events that correspond to DML operations are placed in an internal queue, and the 
dedicated thread dispatches one batch of events at a time to the user-implemented 
callback class. This can be very beneficial in integrating systems across the 
enterprise that might have varied reliability and response time SLAs. 

 Certain data consistency problems can occur if multiple threads update data that is 
queued to an AsyncEventListener implementation. This implies that there is no 
order of events guarantee. 

Note vFabric SQLFire preserves the order of DML statements applied to the 
distributed system (and queued to AsyncEventListeners or remote WAN 
sites) only for a single thread of execution. Updates from multiple threads 
are preserved in first-in, first-out (FIFO) order. Otherwise, vFabric SQLFire 
provides no ―total ordering‖ guarantees. 

Data inconsistency can occur if multiple threads concurrently update the same 
rows of a replicated table, or if threads concurrently update related rows from 
replicated tables in a parent-child relationship. Concurrently updating the same row 
in a replicated table can result in some replicas having different values from other 
replicas. Concurrently deleting a row in a parent table and inserting a row in a child 
table can result in orphaned rows. 

When DML operations are queued to an AsyncEventListener or remote WAN 
site, similar inconsistency problems can occur with concurrent table access. For 
example, if two separate threads concurrently update rows on a parent table and 
child table, respectively, the order in which vFabric SQLFire queues those updates 
to an AsyncEventListener or WAN gateway might not match the order in which 
the tables were updated in the main distributed system. This can cause a foreign 
key constraint violation in a back end database (for example, when using 
DBSynchronizer) or in a remote WAN system that does not occur when the tables 
are initially updated. These types of ―out of order‖ updates do not occur when 
multiple threads concurrently update the same key of a partitioned table. However, 
an application should always use a transaction for any operation that updates 
multiple rows. 

 All AsyncEventListener implementations should check for the possibility that an 
existing database connection might have been closed due to an earlier exception. 
For example, check for Connection.isClosed() in a catch block and re-create the 
connection as needed before performing further operations. The DBSynchronizer 
implementation in vFabric SQLFire automatically performs this type of check before 
reusing a connection. 

 An AsyncEventListener implementation must be installed on one or more 
members of the vFabric SQLFire system. You can install AsyncEventListeners 
only on datastores (peers configured with the property host-data set to ―true‖). 

 You can install a listener on more than one member to provide high availability and 
guarantee delivery for events, in case a vFabric SQLFire member with an active 
AsyncEventListener shuts down. At any given time only one member has an 
active thread for dispatching events. The threads on other members remain on 
standby for redundancy. 
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Best Practice Description 

 For high availability and reliable delivery of events, configure the event queue to be 
both persistent and redundant. 

3.12 DBSynchronizer 

DBSynchronizer is a built-in AsyncEventListener implementation that you can use to asynchronously 
persist data to a third-party JDBC 4.0 compliant RDBMS. You install DBSynchronizer as an 
AsyncEventListener on multiple datastores. The DML statements executed on vFabric SQLFire are 
passed on to the DBSynchronizer and the configured JDBC RDBMS. DBSynchronizer should be 
installed only on datastores (configured with host-data property set to ―true‖). Each instance of 
DBSynchronizer maintains an internal queue to batch up the DML statements and is serviced by its own 
dedicated thread. This thread picks up DML statements from the queue, and applies them to the external 
database using prepared statements. 

Figure 23. Using DBSynchronizer to Keep an External RDBMS in Sync 
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Best Practice Description 

BP 15 –  

DB 
Synchronizer 

  

 Configure the DBSynchronizer queue for both persistence and redundancy for 
high availability and reliable delivery of events. Installing DBSynchronizer on more 
than one datastore provides high availability. At any given time only one member 
has a DBSynchronizer thread active for executing DML on the external database. 
The threads on other members are on standby (redundant) to guarantee execution 
of DML if the member with the active DBSynchronizer thread fails. 

Note By default, any pending DML operations residing in the internal queue of 
the DBSynchronizer are lost if the active member shuts down. You can 
avoid losing operations by configuring the internal queue of 
DBSynchronizer to be persistent. 

 Install no more than one standby DBSynchronizer (redundancy of at most one) for 
performance and memory reasons. 

 A DML operation may be reapplied to the RDBMS if the member with the active 
DBSynchronizer thread fails. If the member with the active DBSynchronizer fails 
while sending a batch of operations, some DML statements in the batch might 
already have been applied to the RDBMS. On failover, the new DBSynchronizer 
thread resends the failed batch and reapplies the initial DML operations. When this 
occurs, the RDBMS can get out of sync depending upon the nature of the DML 
operation, how it modifies table columns, and the presence or absence of column 
constraints. 

 If the table has any constraint (primary key, unique) defined, the following types of 
DML operations do not cause out-of-sync problems when reapplied during failover: 

o A create operation that is reapplied to a table with a primary key. A primary key 
constraint violation occurs and a SQLException is thrown, but DBSynchronizer 
ignores the exception. 

o A create or update operation that causes a unique constraint violation. 
Reapplying a create or update operation causes a duplicate value, violating the 
unique constraint. DBSynchronizer ignores the SQLException that is thrown in 
this situation. 

o A create or update operation that causes a check constraint violation. 
Reapplying create or an update (for example, incrementing or decrementing a 
column value) can cause a check constraint to be violated. DBSynchronizer 
ignores the SQLException that is thrown in this situation 

o If DBSynchronizer encounters an exception while updating or committing to 
the database, the batch is retained and the DBSynchronizer thread continues 
to try to apply the batch until it is successful. 

o If DML operations are executed concurrently on a vFabric SQLFire system that 
has a foreign key relationship based on parent and child table, a foreign key 
violation may occur while applying DML operations to the external database. 
This can occur even if the vFabric SQLFire system successfully executed the 
DML. Although inserts into the parent and child table occur in order in the 
vFabric SQLFire system, the inserts can reach DBSynchronizer in reverse 
order. To avoid this behavior, perform updates to parent and child tables in a 
single application thread. 

 



VMware vFabric SQLFire 
Best Practices Guide 

© 2012 VMware, Inc. All rights reserved. 

Page 41 of 98 

3.13 SQLF Commands and DDLUtils 

vFabric SQLFire provides a command line interface and DDLUtils that can help you generate the target 
schema and data load files based on many supported RDBMS source schemas. Figure 24 lists supported 
RDBMs that DDLUtils can migrate.  

Figure 24. DDutils for Generating Target Schema and Data Files 

 

 

Best Practice Description 

BP 16 –  

DDLUtils or 
sqlf 
Commands 

  

 Use sqlf write-schema-to-xml to write a database schema to a schema 

XML file. 

 Use sqlf write-schema-to-sql to write a database schema to a file as SQL 

DDL statements. 

 Use sqlf write-data-to-xml to write table data to a data XML file. 

 Use sqlf write-data-dtd-to-file to write a Document Type Definition 

(DTD) that describes the layout of a data XML file (created using sqlf write-

data-to-xml). 

 When migrating an existing database schema to vFabric SQLFire, use sqlf 

write-schema-to-sql and modify the SQL statements to include vFabric 

SQLFire-specific features such as table partitioning and replication. 

 When migrating a schema from one vFabric SQLFire system to another, use sqlf 

write-schema-to-xml. 

 The vFabric SQLFire installation includes Apache DdlUtils 1.1, and you can use 
DdlUtils in combination with Apache Ant to import data into vFabric SQLFire. The 
information in these sections is intended for customers who are familiar with 

DdlUtils and want to use DdlUtils in place of the available sqlf commands. 
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3.14 ACID and Durability Planning 

Traditional databases provided durability for data protection through persistence to disk drives. With 
vFabric SQLFire it is possible to have durable data either through disk drive based persistence or 
redundant in-memory data copies. With vFabric SQLFire you have the option to determine which 
durability strategy to pursue based on your application’s specific requirements. Table 1 shows the 
durability versus performance design considerations matrix, summarizing the key advantages and 
disadvantages of each design decision. 

Table 1. Durability versus Performance Design Considerations 

Table Durability 
Options 

Read Performance 
Impact  

Write Performance 
Impact 

Data Protection Level 

Persistent Tables – 
Synchronous write 

None – Reads directly 
from memory 

Write operation 
waits until write to 
disk complete and to 
all redundant in-
memory copies. This 
is one of the slowest 
options available. 

Data available for recovery to the 
cluster as long as the disk is 
readable. 

Persistent Tables – 
Asynchronous write  

None – Reads directly 
from memory 

Write operation 
waits until written to 
the queue and to all 
redundant in-
memory copies. See 
queue persistence 
options later in this 
table. 

Data is at risk only between the time 
when the write operation is 
completed to the queue until flushed 
to disk. This risk may be mitigated by 
making the queue persistent. When 
the queue is made persistent, then 
when the server is restarted vFabric 
SQLFire finishes writing the contents 
of the queue to the disk. 

Non-persistent 
Tables 

None – Reads directly 
from memory 

Fastest option writes 
synchronously 
across all copies of 
the data. 

For maximum data protection use 
Redundancy level = 2 which 
provides three copies of the data in 
memory. If one server goes down, 
vFabric SQLFire guarantees two 
remaining copies of the data. Data 
becomes at risk if there is a 
reasonable risk that all three servers 
holding the data in question are lost 
at one time. 

This risk is resolved without resorting 
to a disk based persistence schema 
either by increasing the redundancy 
count and/or using WAN replication 
(copying data to a different 
geographic region for safekeeping). 
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4. vFabric SQLFire Design and Sizing 

4.1 Overview 

Designing and sizing is a three step process shown in Figure 25. Step 1, determine entity groups, step 2, 
determine memory size of the data fabric, and step 3, establish building block virtual machine and JVM 
size, and how many vFabric SQLFire members are needed. After these steps have been concluded, a 
load test should be used to verify the calculation and sizing assumptions. 

Figure 25. vFabric SQLFire Three Steps Design and Sizing Process 
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4.2 Step 1 – Determine Entity Groups 

The process of determining entity groups helps with establishing your partitioning strategy and then 
iteratively determining how much data to keep in memory within the vFabric SQLFire data fabric. This 
method of establishing entity groups for your schema is a helpful design time technique for large schemas 
or multiple schemas servicing different lines of business and data access patterns. Customers often refer 
to the vFabric SQLFire data fabric as the daily transactional data, 1 to 10 days’ worth of data, or longer in 
some cases depending on the use case being implemented. After this size is determined you can 
determine the appropriate entity groups. The process of selecting what portion of the daily transactional 
data to keep and entity group selection is an iterative process. 

Step 1 can be further detailed as sub-steps 1A, 1B, 1C, and 1D, as outlined in Figure 26.  

Figure 26. Step 1 Sub-Steps for Designing Entity Groups 

 

 

In Figure 27 an example product order management schema is shown. This schema is built upon to 
depict an example of selecting the appropriate entity groups. 
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Figure 27. An Example Product Order Management Schema 

 

In Figure 28, steps 1A to 1D are applied iteratively, and therefore there are two entity groups that have 
been selected for the schema shown in Figure 27. Based on the experience of schema owners and 
application developers, two groups are selected because a majority of the SQL joins are concerned with 
looking up either customer order information or product information. The queries involved in this system 
can fall into these two broad categories, which leads to the choice of the two entity groups. 

The first group, Entity Group-1 for Customers, Orders, Shippers, and Order Details tables is partitioned by 
the CustomerID because that is the best key that all the queries of the associated enterprise application 
use. In addition, because the queries often join the Customer table with Orders, Shippers, and Order 
Details, it is highly recommended to colocate the Orders, Shippers, and Order Details with the Customers 
table. 

The second entity group is Entity Group-2 for Product, Suppliers, and Category. In this case, the Product 
table is partitioned by ProductID because it is the natural primary key for that table and therefore all 
queries against it can be appropriately matched within the specific partition in vFabric SQLFire. In 
addition, the Suppliers and Category tables, which are ―code tables / lookup tables‖ that do not change 
rapidly and have a many-to-many relation with products, should be replicated across all of the vFabric 
SQLFire members in the data fabric. 
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Note Refer to the previous discussion on vFabric SQLFire partitioning, co-location, and replication. 
Partitioning is used for rapidly changing data, and co-location is to help qualify joins within the 
same partition for parent-child type of queries, like Order and Order Details. Replication is for 
data that rarely changes but is needed in almost every query due to a many-to-many relationship, 
in this case associated with a Product. 

Figure 28. Selecting Entity Groups and Partition by ID for the Product Order Management Schema 
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Best Practice Description 

BP 17 –  

Entity 
Groups 

 

 Entity Groups are a logical abstraction that drives your partitioning, colocation and 
replication strategy. 

 It is important to understand the SQL access patterns of data from the application. 
Obtain a listing of the most commonly used SQL queries and understand how they 
are logically grouped, and map that back to your schema and decide which queries 
dictate which tables are to be included in an entity group, and therefore which 
partition key is to be nominated. 

 Understand which data changes rapidly, has large scale, and therefore must be 
partitioned by a certain key. Also understand parent-child relationships between 
tables and based on this, colocate the appropriate tables. 

 Understand which tables do not change much, like lookup-tables/static-
tables/Metadata-tables, and so forth, and decide on those to be replicated instead 
of partitioned. 

 Choosing a portion of your transactional data to live in vFabric SQLFire data fabric 
is the correct approach. Understand how much data you want to keep and that you 
are willing to deliver at extreme speeds, versus other data that has less stringent 
response time requirements. For example, you might have 1TB on disk of an 
RDBMS traditional DB, but only 50GB as daily transactional data or hot data, which 
is data that rapidly changes and has stringent response time requirements that are 
dictated by enterprise data consuming applications. 

 Test your partitioning scheme under load so that connections are evenly spread 
across the system, and ―hot spots‖ do not develop in the system. 
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4.3 Step 2 – Determine the Memory Size of the Data Fabric 

This step summarizes all of the sizing formulas associated with determining how much RAM is needed to 
house the ―raw daily transactional data set‖ within the vFabric SQLFire data fabric.  

The formulas are summarized for the general case and then used in an actual sizing example, for both 
the entire data fabric within a vSphere cluster, and also the sizing ratios for the JVM and associated 
virtual machine construct. 

Step 1 (determine entity groups) presented a process that gives an idea of the ―raw daily transactional 
data set‖ and type of data kept within the data fabric. The next set of formulas highlight what the actual 
size is within the data fabric for this ―raw daily transactional data set‖ that is to be managed in the data 
fabric. Factors that impact the ―raw daily transactional data set‖ are explained in the following formulas, 
and are in the following general categories: 

 The total size of the raw data, that is, the ―raw daily transactional data set‖ nominated to be managed 
within all partitioned and replicated tables. 

 The memory size of the colocated data. 

 The memory size of all the redundant copies. 

 The number of concurrent threads and socket buffers accessing data, and the associated memory 
footprint. 

 General GC overhead and overhead associated with using CMS (Concurrent Mark and Sweep) type 
of Java garbage collector that is most appropriate for latency sensitive workloads such as those in 
vFabric SQLFire. 

 General overhead due to the number of indexes and other vFabric SQLFire constructs. 

In Formula 1 the total memory requirement for the vFabric SQLFire data fabric is captured as 
TotalMemoryPerSQLFireSystemWithHeadRoom, which in turn is calculated from 
TotalMemoryPerSQLFireSystem with 50% headroom. The headroom is sometimes needed due to the 
nature of memory hungry latency sensitive systems that typically require a GC Policy with CMS, because 
CMS is a multiphase non-compacting GC policy where it requires substantial head room to deliver better 
response time. Also, the TotalMemoryPerSQLFireSystem is calculated from the ―daily transaction raw 
data size‖ for the entire data fabric that you have selected to be managed in vFabric SQLFire, plus the 
vFabric SQLFire overheads discussed in the following formulas. 

Formula 1. Total Memory for the Entire vFabric SQLFire System with Approximately 50% 
Overhead Allowance 

 

 

In Formula 2 the TotalMemoryPerSQLFireSytem is calculated from TotalOfAllMemoryForAllTables, 
TotalOfAllMemoryForIndicesInAllTables, and TotalMemoryForSocketsAndThreads. Each of these 
components is further expanded by the following formulas. For example, TotalOfAllMemoryForAllTables 
is described in Formula 3. 
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Formula 2. Total Memory for the Entire vFabric SQLFire System 

 

 

Formula 3. Sum of All Memory Across All Tables 

 

 

In this formula, the terms are as follows: 

NumberOfCopies = the number of primary and redundant copies of the data across vFabric SQLFire 
members in the system. 

NumberOfObjectsInTable = the number of rows in each table partition. 

PerTableBytes in Formula 3 is expanded in the following formula and in Table 2: 

PerTableBytes = TableEntryBytes + IfPartitionedTable * PartitionedTableBytes +  
 IfPersist * PersistBytes +  
 IfStatistics * StaticticsBytes + IfLRU * LRUEvictionBytes +  
 KeyBytes + ObjectBytes + IfEntryExpiration * ExpirationBytes. 

The PerTableBytes variables and overhead values are documented in the following table. 
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Table 2. PerTableBytes Variables for vFabric SQLFire Overhead 

Variable  Value  

TableEntryBytes  64  

IfPartitionedTable  1 if present, otherwise 0  

PartitionedTableBytes  4  

IfPersist  1 if present, otherwise 0  

PersistBytes  40  

IfStatistics  1 if present, otherwise 0  

StaticticsBytes  16  

IfLRU  1 if present, otherwise 0  

LRUEvictionBytes  24  

KeyBytes  0 bytes, unless the entry overflows to disk in that case primary key fields size + 
8  

ObjectBytes  550 this is an average approximation; enter the real ObjectBytes for your 
system  

IfEntryExpiration  1 if present, otherwise 0  

ExpirationBytes  96  
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Formula 4. Total Of All Memory Across Indices in All Tables 

 

 

In this formula, the terms are as follows: 

IndexSizeInBytes = NumberOfIndicesInTable * [ {NumberOfUniqueObjectsInTable * 80} + 
{FirstonUniqueIndexOverheadBytes} + 
{(NumberofNonUniqueIndices-1)  * 8}  ]. 

NumberOfUniqueObjectsInTable = Number of unique objects in the table. 

NumberOfRedundantCopies = Number of redundant copies of this table. 

FirstNonUniqueIndexOverheadBytes = 24. 

 

Formula 5. Total Memory for Sockets and Threads 
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4.4 Step 3 – Establish Building Block Virtual Machine and JVM size, 
and How Many vFabric SQLFire Members 

This section shows how to calculate how many vFabric SQLFire members are feasible to have, and the 
total RAM for the server machine / vSphere host that the designer is likely to select. The assumption in 
Formula 6 is that the virtual machine holding the vFabric SQLFire member has 32GB of memory 

reservation. This is because within the HotSpot JVM the –XX:+UseCompressedOops value is applied to 

a limit of up to 32GB. You can choose smaller JVM heap space than this, or larger. If you do consider 
larger JVM heap spaces, then the designer must be cognizant of the Non-Uniform Memory Access 
(NUMA) architecture of the server machine to understand how much memory there is within each local 
NUMA node. After the designer knows the size of local NUMA nodes, this helps to avoid sizing a JVM 
and virtual machine to be greater than this local NUMA memory to avoid NUMA node remote memory 
interleave. NUMA node interleave causes performance problems in the amount of memory throughput 
because you always want to have the virtual machine process fetch memory from the local NUMA node. 

Formula 6. Number of vFabric SQLFire members in a Data Fabric (Number of VMs and JVMs) 

 

 

Formula 7. Approximate RAM size on Server Machine/vSphere Host 

 

 

Note Formula 7 highlights how much data redistribution the system and the specified SLAs can tolerate 
in the event of a machine failure. 

Formula 8 highlights one more sizing consideration if you are trying to understand how much data you 
can transmit through the WAN gateway process offered by vFabric SQLFire. It is best to describe this with 
an example. If the TCP window size is 64KB, and communicating between New York and Japan, the 
round trip latency would be approximately 6500 miles * 2 / 186000 miles/second = 0.069 seconds, which 
implies maximum throughput of 64000 * 8 / 0.069 = 7.4Mbps. Therefore, regardless of the network link, 
do not expect anything higher than 7.4Mbps. 

Note Adjusting the TCP window size higher can help, but it can cause an increase in memory buffer 
usage. One way to alleviate this is to implement a WAN accelerator device at both ends of the 
site to help with providing larger TCP windows, and TCP selective acknowledgements. 

Formula 8. WAN Practical Throughput Due to Geographic Distance 

 

 

The following section completes the sizing discussion with the details of the internal memory sections of 
the HotSpot JVM, and what the practical limitations of how large a JVM can be in terms of RAM  and the 
NUMA impact. 
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4.4.1 Understanding the Internal Memory Sections of HotSpot JVM 

Figure 29 shows one vFabric SQLFire member running in one Hotspot JVM deployed on one virtual 
machine. The various memory segments are captured in Formula 9. 

Figure 29. vFabric SQLFire Virtual Machine Memory Segments Depicted on One HotSpot JVM 
Deployed on One Virtual Machine 

 

 

Formula 9. Virtual Machine Memory for vFabric SQLFire Running on One HotSpot JVM and One 
Virtual Machine 

 

 

Note JVM Perm size is where class information is held, and ―other mem‖ is where NIO buffers, JIT 
code cache, classloaders, socket buffers (receive/send), JNI, and GC internal information are 
held. These are outside the heap in area commonly referred to the ―off-the-heap‖ area. It is 
important to account for these as they can account for a portion of the total JVM process memory 

in addition to the –Xmx heap value. 
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4.4.2 Understanding NUMA implications on Sizing Large Virtual Machine and 
JVMs 

Non-Uniform Memory Access (NUMA) architecture is common on servers with multiple processor 
sockets, and it is important to understand this memory access architecture when sizing memory-bound 
and latency sensitive systems. In the simplest terms, the total amount of memory available on a server 
machine / vSphere host is divided among the number of processor sockets. Refer to Formula 10 where 
this rule has been captured. 

In Figure 30 a two-socket (proc1 is socket1, and proc2 is socket2) server is shown with a NUMA 
architecture of two NUMA memory nodes. The diagram shows two vFabric SQLFire virtual machines 
running within their respective NUMA boundaries because they were sized to fit within the NUMA node. 
Whenever a virtual machine is sized to exceed the amount of available NUMA memory from the local 
NUMA node, the virtual machine is forced to fetch memory from the remote NUMA node as shown by the 
red arrows. This remote NUMA memory access comes at a performance cost of reduced speed of access 
and reduced memory throughput that will impact memory-bound (latency sensitive) workloads like those 
implemented on vFabric SQLFire. 

Note The VMware vSphere ESXi™ scheduler has many NUMA optimizations that attempt to localize 
the execution of the process and fetch memory from the local NUMA node. 

Figure 30. Two-Socket NUMA Server with Two vFabric SQLFire Virtual Machines (Configuration 
Option 1) 
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Formula 10. High Throughput Fast Access Local NUMA Memory 

 

 

There are times where there is ample memory on the second NUMA node after the first NUMA node has 
been used by the vFabric SQLFire member VM. In this case you might be able to place a second vFabric 
SQLFire server on the second NUMA node as demonstrated in Figure 30. However, due to stringent 
redundancy rules for example, you opt not to place a second vFabric SQLFire server on the same server 
machine / vSphere host, then you can instead place other enterprise applications. These enterprise 
applications most likely are the ones consuming data from the vFabric SQLFire fabric and therefore it 
makes sense to have them deployed on the same vSphere host. The idea is to utilize the full available 
memory capacity on the vSphere host. 

Figure 31. One vFabric SQLFire Member and Data Consuming Enterprise Application Placed on 
the Same vSphere Host (Configuration Option 2) 
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Figure 30 (Configuration Option 1) and Figure 31 (Configuration Option 2) provide the best NUMA 
locality, and therefore can allocate high throughput memory to the vFabric SQLFire data fabric and the 
enterprise consuming applications. However there are times when you want to consume the entire CPU 
capacity across all of the sockets of the server machine for a particular vFabric SQLFire member 
configuration virtual machine. Therefore, consider Configuration Option 3 shown in Figure 32. 

The vFabric SQLFire member virtual machine in this case is configured to take up majority of the RAM 
available on the server and across the 2 NUMA nodes, also configured to consume majority of the CPU 
available across the two processor sockets available on the server. This could be a CPU intensive 
application running on the vFabric SQLFire data fabric, requiring ample CPU, executing all within each 
individual vFabric SQLFire member of the data fabric. Although there is potential that the memory access 
might interleave between the two NUMA nodes, the benefits of in-memory data access might be 
adequate for your SLA and an occasional interleave might not hurt overall response time. vSphere 
attempts to localize the execution of threads within the local NUMA node as much as possible. This 
implies that some threads and associated memory are allocated on the first socket and NUMA node, 
while other threads are allocated on the second socket and the second NUMA node. This process 
continues until some threads cannot be scheduled and therefore interleave in between nodes. 

Figure 32. One vFabric SQLFire Member Virtual Machine Running Across Two NUMA Nodes 
(Configuration Option 3) 
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4.5 vFabric SQLFire Sizing Example 

The preceding sections discussed all of the critical sizing formulas and constraints that dictate sizing of an 
entire vFabric SQLFire data fabric, and within the data fabric how to size the individual vFabric SQLFire 
members. Consider an example here from the schema presented in Figure 27, and the three-step design 
and sizing process on this schema. 

Essentially step 1 of the process followed the same steps as discussed in Section 4.2 where the two 
customer and product entity groups were identified with their associated tables, partitions, replicated, and 
colocated tables. 

Then the step 2 rules were applied to determine that roughly 300GB of data represents the ―raw daily 
transaction data‖ that must be held in vFabric SQLFire to meet the response time SLA requirements. This 
type of data is also known as fast data because it is the portion of the RDBMS data that must be 
delivered to enterprise applications quickly. This is data that otherwise has reached its speed and 
scalability limits in the traditional RDBMS and it must be housed in a vFabric SQLFire data fabric to 
continue to meet fast data SLAs of the specific enterprise data consuming applications. With the 300GB 
―raw daily transaction data‖ set, after applying redundancy 1 which implies one redundant copy is made 
available, 300GB translates to 300GB * 2 = 600GB. Then when you apply all of the other sizing formulas, 
the size translates to approximately 1.1TB. 

Figure 33. Product Order management RDBMS is 3TB and “Raw Daily Transaction Data” is 300GB 

 

  



VMware vFabric SQLFire 
Best Practices Guide 

© 2012 VMware, Inc. All rights reserved. 

Page 58 of 98 

Next, step 3 rules of the design and sizing process are applied to determine how to distribute the 1.1TB of 
data across the vFabric SQLFire data members. Using a vSphere host machine that has 144GB of RAM, 
2 processor sockets of 8 cores each, approximately divide the 1.1TB equally among eight of these 
vSphere hosts.  

At this point there are two configuration options, Option 1 and Option 2 as shown in Figure 34 and Figure 
35, respectively. In Option 1 there are 32 virtual machines, and therefore 32 vFabric SQLFire 
members/JVMs, and 8 vSphere hosts. The virtual machines in Option 1 yield a virtual machine 
configuration of 34GB RAM and 4 vCPU. This in turn yields to a more optimal JVM size that is less than 

the 32GB mark of the optimal operating range of –XX:+UseCompressedOops for the HotSpot JVM. This 

option provides the most efficient memory footprint by treating the JVM heap pointer addresses as 32-bit 
pointers when running within a 64-bit JVM. However, the downside of this design is that you have 32 
vFabric SQLFire members / virtual machines to manage within the cluster, and that does need more 
administration attention. If managing a large number of vFabric SQLFire members is a concern, then 
Option 2 shown in Figure 35, where there are 16 virtual machines, might be a more viable alternative. 

Figure 34. Option 1 vFabric SQLFire Data Cluster Within an ESXi Cluster with 32 Virtual Machines 
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Option 2 is shown in Figure 35 where the vSphere cluster has 16 virtual machines, and therefore 16 
vFabric SQLFire members. Each virtual machine is configured to have 68GB RAM and 8 vCPU. 

Figure 35. Option 2 vFabric SQLFire Data Cluster within an ESXi Cluster  
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Figure 36. vFabric SQLFire Member Virtual Machine with 34GB RAM Reservation 

 

 

The following values are used in Figure 36: 

 Guest operating system memory is approximately 0.5GB–1GB (depending on the operating system 
and other processes). 

 -Xmx is the JVM maximum heap size set to 30GB. 

 -Xss is the Java thread stack size. The default is dependent on the operating system and JVM, but in 

this case is set to 1MB. 

 Perm Size is an area additional to the –Xmx (maximum heap) value and contains class-level 

information. 

 ―Other mem‖ is additional memory required for NIO buffers, JIT code cache, classloaders, socket 
buffers (receive/send), JNI, and GC internal info. 

 VM memory for vFabric SQLFire = Guest OS memory + JVM memory for vFabric SQLFire. 

To set the sizes 

1. Set –Xmx30g, and set –Xms30g. 

2. Set –XX:MaxPermSize=0.5g. This depends on the memory footprint of the class level information 

within your Java application code base. 

3. The other segment of NumberOfConcurrentThreads*(-Xss) depends largely on the 

NumberOfConcurrentThreads the JVM will process, and the –Xss value you have chosen. 
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Note -Xss is dependent on the operating system and JVM. In most cases, the default is 256KB 

on the HotSpot JVM running on a Linux operating system, and it could be as high as 1MB on 
a Windows-based operating system. If the stack is not sized correctly, you can get a 
StackOverflow. If you see this exception, you should increase the size of the stack and 
investigate the cause. Memory sensitive workloads that consume memory much greater than 
256KB, for example in the range of 1–4MB, can benefit from having a larger –Xss value. The 
key here is that objects allocated within these larger stacks do not escape to other threads. 
As an example, for a 1MB thread stack size, 500 threads * 1MB => 500MB => 0.5GB. 

4. Assume the operating system has a requirement of about 1GB. 

5. Total JVM memory (Java process memory) = 30GB (-Xmx) + 0.5GB (–XX:MaxPermSize) + 

(500*1MB =NumberOfConcurrentThreads*-Xss) + ―other mem.‖ 

Therefore, JVM memory is approximately 31GB + ―other mem.‖ Typically ―other mem‖ is not 
significant, however it can be quite large if the application uses many NIO buffers and socket buffers. 
This value can be approximated with ample space as about 5% of the heap, in this example, 3% * 
30GB = 1GB, although proper load testing should be used to verify. The resulting JVM process 
memory in this example is 30GB + 1GB = 31GB. 

6. To determine the virtual machine memory, assume you are using Linux with only this single Java 
process and no other significant processes. The total configured memory for the virtual machine is as 
follows:  

virtual machine memory for vFabric SQLFire server = 31GB + 1GB = 32GB. 

7. Set the virtual machine memory as the memory reservation. You can choose to set the memory 
reservation at 32GB. 

As shown in Figure 39, the GC configuration for this uses a combination of CMS in old generation and 
parallel/throughput collector in young generation. 

In Figure 37, because the virtual machine size is 4 vCPU, with –XX:ParallelGCThreads=2, 50% of 

the available 4 vCPUs is allocated to the Minor GC cycle. 

Figure 37. JVM Configuration for a 30GB Heap vFabric SQLFire Member 

 

  java –Xms30g –Xmx30g –Xmn9g –Xss1024k –XX:+UseConcMarkSweepGC 
–XX:+UseParNewGC –XX:CMSInitiatingOccupancyFraction=75 

–XX:+UseCMSInitiatingOccupancyOnly –XX:+ScavengeBeforeFullGC  

–XX:TargetSurvivorRatio=80 -XX:SurvivorRatio=8 -XX:+UseBiasedLocking  

–XX:MaxTenuringThreshold=15 –XX:ParallelGCThreads=2 

–XX:+UseCompressedOops –XX:+OptimizeStringConcat –XX:+UseCompressedStrings 

–XX:+UseStringCache -XX:+DisableExplicitGC 
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Each of the vFabric SQLFire member virtual machines shown in Figure 38 (Option 2 in the vSphere 
cluster) has 16 virtual machines, and therefore 16 vFabric SQLFire members. Each virtual machine is 
configured to have 68GB RAM and 8 vCPU. In Figure 38 the vFabric SQLFire member virtual machine is 
shown with 68GB of reservation and 8 vCPU allocated. In this example the total size of the Java process 
memory, that is, the vFabric SQLFire member, is 67GB. Adding roughly 1GB for the operating system 
makes the resulting virtual machine RAM size 68GB. Within the Java process the heap size was 
determined to be roughly 64GB. 

Figure 38. vFabric SQLFire Member Virtual Machine with 68GB RAM Reservation 

 

The following values are used in Figure 38: 

 Guest operating system memory is approximately 0.5GB–1GB (depends on the operating system and 
other processes) 

 –Xmx is the JVM maximum heap size set to 64GB. 

 –Xss is the Java thread stack size. The default is dependent on the operating system and JVM, but in 

this case is set to 1MB.  

 Perm Size is an area additional to the –Xmx (maximum heap) value and contains class-level 

information. 

 ―Other mem‖ is additional memory required for NIO buffers, JIT code cache, classloaders, socket 
buffers (receive/send), JNI, and GC internal info. 

 VM memory for vFabric SQLFire = Guest OS memory + JVM Memory for vFabric SQLFire. 
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To set the sizes 

1. Set –Xmx64g, and set –Xms64g. 

2. Set –XX:MaxPermSize=0.5g. This depends on the memory footprint of the class level information 

within your Java application code base. 

3. The other segment of NumberOfConcurrentThreads*(-Xss) depends largely on the 

NumberOfConcurrentThreads the JVM will process, and the –Xss value you have chosen. 

Note -Xss is dependent on the operating system and JVM. In most cases, the default is 256KB 

on the HotSpot JVM running on a Linux operating system, and it could be as high as 1MB on 
a Windows-based operating system. If the stack is not sized correctly, you can get a 
StackOverflow. If you see this exception, you should increase the size of the stack and 
investigate the cause. Memory sensitive workloads that consume memory much greater than 
256KB, for example in the range of 1–4MB, can benefit from having a larger –Xss value. The 
key here is that objects allocated within these larger stacks do not escape to other threads. 
As an example, for a 1MB thread stack size, 500 threads * 1MB => 500MB => 0.5GB. 

4. Assume the operating system has a requirement of about 1GB. 

5. Total JVM memory (Java process memory) = 64GB (-Xmx) + 0.5GB (–XX:MaxPermSize) + 

(500*1MB =NumberOfConcurrentThreads*-Xss) + ―other mem.‖ 

Therefore, JVM memory is approximately 65GB + ―other mem.‖ Typically ―other mem‖ is not 
significant, however it can be quite large if the application uses many NIO buffers and socket buffers. 
This value can be approximated with ample space as about 5% of the heap, in this example, 3% * 
64GB = 2GB, although proper load testing should be used to verify. The resulting JVM process 
memory in this example is 65GB + 2GB = 67GB. 

6. To determine the virtual machine memory, assume you are using Linux with only this single Java 
process and no other significant processes. The total configured memory for the virtual machine is as 
follows:  

virtual machine memory for vFabric SQLFire server = 67GB + 1GB = 68GB. 

7. Set the virtual machine memory as the memory reservation. You can choose to set the memory 
reservation at 68GB. 

As shown in Figure 39, the GC configuration for this uses a combination of CMS in old generation and 
parallel/throughput collector in young generation. 

In Figure 39, because the virtual machine size is 8 vCPU, with –XX:ParallelGCThreads=4, 50% of 

the available 8 vCPUs is allocated to the Minor GC cycle. 

Figure 39. JVM Configuration for a 64GB Heap vFabric SQLFire Member 

  

java –Xms64g –Xmx64g –Xmn21g –Xss1024k –XX:+UseConcMarkSweepGC 
–XX:+UseParNewGC –XX:CMSInitiatingOccupancyFraction=75 

–XX:+UseCMSInitiatingOccupancyOnly –XX:+ScavengeBeforeFullGC  

–XX:TargetSurvivorRatio=80 -XX:SurvivorRatio=8 -XX:+UseBiasedLocking  

–XX:MaxTenuringThreshold=15 –XX:ParallelGCThreads=4 

–XX:+UseCompressedOops –XX:+OptimizeStringConcat –XX:+UseCompressedStrings 

–XX:+UseStringCache -XX:+DisableExplicitGC 
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5. GC Tuning for Latency Sensitive Workloads 

5.1 Overview 

There are two main GC policies: throughput/parallel GC, and CMS. Discussion of others is omitted 
because they do not currently apply to latency sensitive workloads.  

The throughput/parallel GC policy is called the throughput GC because it focuses on improved memory 
throughput as opposed to better response time. It is also synonymously called the parallel GC because it 

uses multiple worker threads (configured with –XX:ParallelGCThreads=<nThreads>) to collect 

garbage. The throughput/parallel GC is essentially a stop-the-world type of collector, and therefore the 
application is paused when GC activity occurs. To minimize this effect and create a more scalable 
system, multiple parallel GC threads can be configured to help parallelize the minor GC activity. 

Although the thoughput GC uses multiple worker threads to collect garbage in the young generation, 
when those threads run they pause application threads which could be problematic for latency sensitive 

workloads. The combination of –XX:ParallelGCThreads=<nThreads> and –Xmn (young generation 

size) tuning are two key tuning options to consider adjusting up or down. The GC activity might not be as 
frequent in old generation, but when GC activity takes place in old generation the application experiences 
a garbage collection time that is significantly longer than that of the younger generation garbage 
collection time. This is especially true if the parallel/throughput collector is used in old generation. To 
mitigate this pause problem in old generation, it is possible to use the CMS GC in old generation while 
young generation is still being collected by the throughput/parallel collector. 

CMS is concurrent mark and sweep. When the GC threads run they do not pause the application threads, 
running concurrently alongside the application threads. In CMS there are multiple phases, so it is also 
sometimes referred to as the multipass collector. The phases are: initial mark, marking and pre-cleaning, 
remark, and sweeping. Although the CMS collector is named as the concurrent collector it is sometimes 
more accurately referred to as the ―mostly concurrent collector‖ because there are two short pausing 
phases, first in the initial mark and then later in the remark phase. These pauses are of no significance to 
the overall cycle of CMS and therefore are mostly ignored from a practical concurrency versus amount of 
pause perspective. 

The CMS phases operate as follows: 

 Initial Mark Phase (short pausing) – The beginning of tenured generation collection within the overall 
phases of CMS. This initial marking phase of CMS is where all the objects directly reachable from 
roots are marked. This is done with all the mutator threads stopped. 

 Concurrent Marking Phase (no pause) – Threads stopped in the first Initial Mark phase are started 
again and all the objects reachable from the objects marked in first phase are marked here. 

 Concurrent Pre-cleaning Phase (no pause) – Looks at the objects in heap which got updated by 
promotions from young generation or got updated by mutator threads during the concurrent marking 
in the previous concurrent marking phase. The rescanning of objects concurrently in the pre-cleaning 
phase helps to reduce the work in the next ―remark‖ pausing phase. 

 Remark Phase (pausing) – This phase rescans any residual updated objects in the heap, retracing 
them from the object graph. 

 Concurrent Sweeping (non-pausing) – Start of sweeping of dead objects and where sweeping is a 
concurrent phase performed with all other threads running. 
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In an earlier configuration in Figure 39 JVM configurations that use a combination of parallel GC in young 
generation and CMS in old generation were illustrated. Figure 40 is a graphical representation of the 
configurations shown in Figure 39. Figure 40 shows the young generation in the blue box, sized by the 

–Xmn, and configured to have –XX:ParNewGC, and –XX:ParallelGCThreads. The Minor GC threads 

run as dotted blue arrows, between application threads depicted as green arrows. There are multiple 

worker threads conducting garbage cleaning in young generation due to the –XX:ParallelGCThreads 

configuration. Each time these worker threads run to collect garbage they pause the green arrow 
application threads, however having multiple worker threads does help to alleviate the problem. Naturally 
the size of the young generation plays a role in this, because the duration of the Minor GC increases, but 
it is not as frequent, as the size of the young generation increases. The smaller the young generation, the 
more frequent Minor GC is with shorter duration. 

In the old generation, which cannot be directly sized, but instead is implicitly sized by being the difference 

between –Xmx and –Xmn. In the old generation, the GC policy is configured with 

–XX:+UseConcMarkSweepGC. This GC runs concurrently alongside application threads without pausing 

them, as depicted by the red arrow that denotes CMS activity. 

Figure 40. Parallel GC in Young Generation and CMS in Old Generation 

 

 

The remaining JVM options used in Figure 39 are described in Table 3. 
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Table 3. JVM Configuration Options Used for Parallel Young Generation and CMS in Old 
Generation 

JVM Option  Description 

–Xmn21g  Fixed size young generation.  

–XX:+UseConcMarkSweepGC  The concurrent collector is used to collect 
the tenured generation and does most of the collection 
concurrently with the execution of the application. The 
application is paused for short periods during the collection. 
A parallel version of the young generation copying collector 
is used with the concurrent collector.  

–XX:+UseParNewGC  Sets whether to use multiple threads in the young 
generation (with CMS only). By default, this is enabled in 
Java 6u13, and probably any Java 6, when the machine has 
multiple processor cores.  

–XX:CMSInitiatingOccupancyFraction=75  Sets the percentage of the heap that must be full before the 
JVM starts a concurrent collection in the tenured generation. 
The default is approximately 92 in Java 6, but that can lead 
to significant problems. Setting this lower allows CMS to run 
more often (all the time sometimes), but it often clears more 
quickly to avoid fragmentation.  

–XX:+UseCMSInitiatingOccupancyOnly  Indicates that all concurrent CMS cycles should start based 

on –XX:CMSInitiatingOccupancyFraction=75. 

–XX:+ScavengeBeforeFullGC  Do young generation GC prior to a full GC.  

–XX:TargetSurvivorRatio=80  Desired percentage of survivor space used after scavenge.  

–XX:SurvivorRatio=8  Ratio of eden/survivor space size. 

–XX:+UseBiasedLocking  Enables a technique for improving the performance of 
uncontended synchronization. An object is ―biased‖ toward 
the thread which first acquires its monitor using a 
monitorenter bytecode or synchronized method invocation; 
subsequent monitor-related operations performed by that 
thread are relatively much faster on multiprocessor 
machines. Some applications with significant amounts of 
uncontended synchronization can attain significant 
speedups with this flag enabled Some applications with 
certain patterns of locking can see slowdowns, although 
attempts have been made to minimize the negative impact.  
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JVM Option  Description 

–XX:MaxTenuringThreshold=15  The maximum age that a young object is allowed to live in 
young generation after each Minor GC, before it is tenured 
to old generation. The tenure of an object is incremented by 
1 when the object survives a Minor GC and is copied to 
Survivor spaces. The maximum for the HotSpot JVM J6 is 
15. A smaller value causes premature promotions to old 
generation that can lead to more frequent old generation 
activity that can hurt response times. 

 –XX:ParallelGCThreads=4 Sets the number of garbage collection worker threads in the 
young generation. The default value varies with the JVM 
platform.  

This value should not be higher than 50% of the cores 
available to the JVM. 

Caution There is an assumption that a single JVM is 
running on one virtual machine, and that no 
other JVM is contending for the cores available 
to the virtual machine on which the JVM runs.  

For example, in Option 2 as shown in Figure 35, the 
vSphere cluster has 16 virtual machines and therefore 16 
vFabric SQLFire members. Each virtual machine is 
configured to have 68GB RAM and 8 vCPUs. One vFabric 
SQLFire member JVM virtual machine runs on one 8-core 
socket within the vSphere host. This implies that 8 cores are 
available to service the 8 vCPUs allocated to the virtual 

machine, because –XX:ParallelGCThreads=4. Four 

vCPUs are consumed by the ParallelGCThreads and 

the remaining four are available to service application 
threads, concurrent old generation activity, off the heap 
activity, and any other workloads that might be running on 
the virtual machine, such as a monitoring agent. 

One minor caveat here is that in the very short pausing 
phases of the initial-mark (aside from the other concurrent 
phases) it is single threaded but finishes rather quickly, and 
then the re-mark is multithreaded. The initial mark being 
single threaded does not use any of the 

–XX:ParalleGCThreads allocated, but the re-mark phase 

being multithreaded uses some of the parallel threads 
allocated. Because re-mark is a very short phase, it uses 
negligible parallel thread cycles.  

There is enough variance from workload to workload that 
these assumptions should be verified for your own 
application with a load test. 

–XX:+UseCompressedOops  Enables the use of compressed pointers (object references 
represented as 32-bit offsets instead of 64-bit pointers) for 
optimized 64-bit performance with Java heap sizes less 
than 32GB.  



VMware vFabric SQLFire 
Best Practices Guide 

© 2012 VMware, Inc. All rights reserved. 

Page 68 of 98 

JVM Option  Description 

–XX:+OptimizeStringConcat  Optimize string concatenation operations where possible. 
(Introduced in Java 6 update 20.) 

–XX:+UseCompressedStrings  Use with caution 

Use a byte[] for strings that can be represented as pure 

ASCII. (Introduced in Java 6 update 21 Performance 
Release.)  

In certain versions of Java 6 this option may have been 
deprecated. 

–XX:+UseStringCache  Enables caching of commonly allocated strings.  

–XX:+DisableExplicitGC Disables all calls to System.gc() that might still be 

embedded erroneously in the application code. 

–XX:+UseNUMA Do not use 

This JVM option should not be used because it is not 
compatible with the CMS garbage collector. vFabric 
SQLFire server JVMs deployed on virtual machines running 
on the vSphere ESXi 5 hypervisor do not need this flag 
because VMware provides many NUMA optimizations that 
have been proven to provide great locality for vFabric 
SQLFire types of workloads. 

 

GC tuning presented so far is typically adequate for most workloads, with some caveats in terms of 

adjusting –Xmn, ParallelGCThreads, SurvivorRatio, and stack size –Xss. The following section 

presents more detail for a potential GC tuning recipe that can be used to help guide your decisions to 
further tune GC cycles in young and old generations. There are many recipes that can be followed, and 
the GC recipe discussed in the next section is quite prudent. 
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5.2 GC Tuning Recipe 

There are many other recipes that can be applied, and JVM tuning can take many weeks of discussion on 
theory and practice. This section describes what is applicable to JVM tuning for latency sensitive 
workloads. 

In Figure 41 a three-step tuning recipe is outlined as follows: 

A. Young Generation Tuning. This involves measuring frequency and duration of Minor GC, then 

adjusting –Xmn and –XX:ParallelGCThreads to meet application response time SLAs. 

B. Old Generation Tuning. This involves measuring the frequency and duration of the CMS GC cycles 

and adjusting –Xmx, and –XX:CMSInitiatingOccupancyFraction to meet SLA application 

workload response time requirements. 

C. Survivor Spaces Tuning. This is a refinement step in tuning the survivor spaces to either delay 
promotion from young generation by increasing survivor spaces size, or reduce Minor GC duration 
and speed up the onset of promotion from young generation to old generation by reducing survivor 
spaces sizes. 

Figure 41. GC Tuning Recipe for Parallel GC in Young Generation and CMS in Old Generation 
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5.2.1 Step A – Young Generation Tuning 

In this step (Step A from Figure 41) the frequency (how often GC runs) and duration (how long GC runs 
for) of the Minor GC are first measured, then compared with the GC pause and response time 
requirements, to determine whether the GC cycle must be tuned. Understanding the internals of the 
young generation is critical to fine tuning the Minor GC cycle, and therefore the diagram from Figure 40 
appears in Figure 42 with a slight modification to further detail the young generation cycle. The main 
objective of this tuning is to measure the frequency and duration of Minor GC and determine whether 
sufficient time is made available for application threads to run in between Minor GC activity. In Figure 42 
the application threads are shown as green arrows running between the Minor GC activity. 

The young generation is sized by –Xmn as shown in Figure 42, and configured with the –XX:ParNewGC 

as indicated previously, along with having multiple worker threads to help with the GC cycles configured 

with –XX:ParallelGCThreads=<nThreads>. The young generation also contains two Survivor 

Spaces (dark blue boxes), indicated as S0 and S1 on the diagram. These spaces are sized as 

SurvivorSpacesSize = –Xmn / (–XX:SurvivorRatio + 2 ). The other space of significance, and one of 

the most important spaces within young generation, is the Eden Space (orange box on Figure 42). Eden 

Space is implicitly sized as the difference between –Xmn and the SurvivorSpaceSize*2. A more complete 

tuning discussion of survivor spaces is given with Step C of this tuning recipe, but in brief, starting with a 

Survivor ratio of 8, makes SurvivorSpaceSize 10% of –Xmn. Therefore S0 is 10% of –Xmn, and S1 is also 

10%. The Eden Space size is 80% of –Xmn if SurvivorRatio is set to 8. 

Figure 42. Measuring Minor GC Duration and Frequency in the Young Generation 
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Assuming at this point that the frequency and duration of Minor GC have been measured, coupled with 
the discussion of each parameter that plays a role in the young generation tuning, the next section 
describes the impact of adjusting some of these parameters.  

5.2.1.1. Impact of Adjusting -Xmn 

The single most critical JVM option by far is –Xmn, the young generation size. Consider the impact of 

reducing or increasing –Xmn. This section presents a description of the young generation internal cycle, 

and the impact of adjusting it. 

Understanding the young generation GC cycle – All objects are created in the Eden Space. When Minor 
GC occurs, the Eden Space is completely cleaned and all objects that survive are moved to the first 
Survivor Space S0. After some time when another Minor GC takes place, Eden Space is cleaned again 
and more survivors are moved to the Survivor Space, with some copying between Survivor Space S0 and 
S1. Therefore it is critical to have ample space for Eden, and sufficient space for Survivor Space. As 
mentioned previously, make the preliminary assumption that a SurvivorRatio of 8 is adequate for 
SurvivorSpaceSize. 

Understanding the impact of reducing or increasing young generation size –Xmn – If you determine that 
the duration of the Minor GC is too long and pausing longer than the application threads can tolerate 

(seen by long application response times), it is appropriate to reduce the value of –Xmn. A long duration 

or pausing in Minor GC is an indication of young generation being sized too large for your application. 

In the example in Figure 39 –Xmn is about 33% of –Xmx, which is a good starting point, and it depends on 

the scale of the heap. In smaller scale JVM heap sizes less than 8GB, 33% might make sense, however 

as you get to larger sizes like the example, 33% of 64GB implies –Xmn is 21GB, which is a significant 

amount of space. 

If response time requirements are met then you do not have to adjust the assumption of –Xmn=33% of 

–Xmx. However, if the duration of the pause is too long then you should adjust–Xmn down and observe 

the impact on the response time of the application. Typically as you reduce –Xmn, you reduce the pause 

time of Minor GC, and at the same time increase the frequency of Minor GC. This is because a reduction 

in -Xmn implies a reduced Eden Space size, which causes Minor GC to run more frequently. This might 

not be a bad compromise as enough application threads are spread across the full life cycle of the young 
generation more uniformly and with less abrupt long pauses, leading to smoother application thread 
execution across many shorter pauses. 

However, if Minor GC runs too frequently, meaning the application threads are hardly getting a chance to 

execute, or rarely execute, then you have sized the –Xmn too low. Increasing –Xmn causes the duration of 

the pause to increase. You can iteratively adjust -Xmn first downwards to the point where you start to see 

too many frequent Minor GCs and then adjust –Xmn slightly higher in the next iteration so that you find the 

best compromise. If after many iterations, you are satisfied with the frequency of the Minor GC, but yet 

the duration is slightly problematic, then you can adjust –XX:ParallelGCThreads by increasing them 

to allow for more parallel garbage collection to take place by more worker threads. 

When setting–XX:ParallelGCThreads, do not size it more than 50% of the available number of 

underlying vCPU or CPU cores. In the example in Figure 39 one JVM is configured to run on one virtual 
machine that resides on one socket that has 8 underlying CPU cores, and therefore 50% of the CPU 

compute resource is allocated to potentially be consumed by –XX:ParallelGCThreads. The other 50% 

on the socket remains for regular application transactions, that is, four vCPUs are consumed by the 

ParallelGCThreads and the remaining four are available to service application threads, concurrent old 

generation activity, off the heap activity, and any other workload that might be running on the virtual 
machine, such as a monitoring agent. 

One minor caveat here is that in the very short pausing phases of the initial-mark (aside from the other 
concurrent phases) it is single threaded but finishes rather quickly, and then the re-mark is multithreaded. 

The initial mark being single threaded does not use any of the –XX:ParalleGCThreads allocated, but 
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the re-mark phase being multithreaded uses some of the parallel threads allocated. Because re-mark is a 
very short phase, it uses negligible parallel thread cycles.  

You can tune –XX:ParallelGCThreads to below 50% allocation to give more threads back to your 

applications. If you attempt this and it does not hurt overall response time, then it might be prudent to 

reduce –XX:ParallelGCThreads. Conversely, if you have exhausted young generation size tuning, 

-Xmn, and have ample CPU cycles, consider increasing beyond the 50% mark progressively in one 

thread increments. Load test and measure response times for the application. 

When considering reducing –XX:ParalleGCThreads, the minimum should be two. Any lower than this 

can negatively impact the behavior of the parallel collector. When sizing large scale JVMs for vFabric 
SQLFire types of workloads, for example 8GB and greater, it requires at least a 4 vCPU virtual machine 

configuration, because two vCPUs are taken by –XX:ParallelGCThreads, and the other two vCPUs 

are taken by the application threads. This configuration rule is shown for both the JVM configuration in 
Figure 37 (a 4 vCPU virtual machine has two ParalleGCThreads) and Figure 39 (an 8 vCPU virtual 
machine has four ParallelGCThreads allocated). This is 50% of the available vCPUs in both cases. 

Further, when using CMS type of configuration you should always use virtual machines with four vCPUs 
or more. 

Note As previously described, assume a starting Survivor Ratio of 8 and defer any survivor space 
tuning until Step C. 

Figure 43 demonstrates the impact of reducing –Xmn as described in the preceding discussion on 

―Understanding the impact of reducing or increasing young generation size –Xmn.” The diagram shows 
the original frequency of Minor GC as solid blue triangles having larger duration/pause, but then when 

–Xmn is reduced, the frequency of Minor GC is increased as depicted by the dashed triangles. 

Figure 43. Impact of Reducing -Xmn 
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Figure 44 demonstrates the impact of increasing –Xmn whichFigure 44. Impact of Increasing -Xmn has 

the benefit of reducing the frequency of Minor GC, but the drawback of increasing its duration or pause. 

You can use the iterative approach to balance how far to increase –Xmn versus how much to decrease it. 

The effective range for large scale JVMs ranges from a few gigabytes, but never more than approximately 

33% of –Xmx. 

Figure 44. Impact of Increasing -Xmn 

 

 

You can mitigate the increase in Minor GC duration by increasing the 

–XX:ParallelGCThreads. When increasing –XX:ParallelGCThreads, you should not increase this 

to more than 50% of the available CPU cores dedicated to the vFabric SQLFire member JVM residing on 
a virtual machine. This should be done in concert with measuring the core CPU utilization to determine if 
there is ample CPU left to allocate even more threads.  
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5.2.2 Step B – Old Generation Tuning 

This step (Step B from Figure 41) is concerned with tuning old generation after measuring the frequency 
and duration of major/full GC. The single most important JVM option that influences old generation tuning 

is often the total heap size, –Xmx, and adjusting this up or down has a bearing on old generation full GC 

behavior. If you increase –Xmx you will cause the duration of full GC to take longer, but less frequent, and 

vice versa. The decisions as to when to adjust –Xmx directly depends on the adjustments we made in 

Step A, where we adjusted –Xmn. When you increase –Xmn you cause the old generation space to be 

reduced, since old generation is implicitly sized (not directly through a direct JVM option) as “–Xmx minus 

–Xmn‖. The tuning decision to offset the increased –Xmn size is to proportionally increase 

–Xmx to accommodate the change. If you increased –Xmn by 5% of –Xmx, then –Xmx needs to be also 

increased by 5%. If you don’t then the impact of increasing –Xmn on old generation is an increased full 

GC frequency since now the old generation space has been reduced. 

The inverse argument also holds in the case where –Xmn is reduced, –Xmx has to be proportionally 

reduced as well. If you don’t adjust –Xmx as are result of reducing –Xmn, then old generation space is 

proportionally larger and the Full GC duration will be longer in this case. 

In Figure 45 the impact of decreasing young generation size –Xmn, has the effect of increasing the Full 

GC duration on old generation. The increase in old generation Full GC duration can be offset by 

decreasing –Xmx proportionally to the amount –Xmn was reduced by. 

Figure 45. Impact of Decreasing Young Generation on Old Generation 
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Figure 46, shows the impact of increasing young generation size –Xmn on old generation. When you 

increase the young generation size it implicitly causes the old generation size to become smaller, 
therefore causing the frequency of full GC to increase. One way to offset this is to proportionally increase 

–Xmx by the amount –Xmn was increased by. 

Figure 46. Impact on Old Generation of Increasing Young Generation 

 

5.2.3 Step C – Survivor Spaces Tuning 

Step C from Figure 41 attempts to refine the Survivor Spaces. The assumption thus far in the discussion 
is that SurvivorRatio is 8, which is one of the best starting point choices. When SurvivorRatio is 8, this 

implies that the Survivor Space size for S0 and S1 are 10% of –Xmn each. If at the end of the iterative 

Step A and Step B you are close to your response time objectives but would still like to refine things in 
either young generation or old generation, you can attempt to adjust the Survivor Spaces sizes. 

Before tuning the SurvivorRatio, note that the SurvivorSpaceSize = -Xmn / (SurvivorRatio +2). 

Refinement impact of Survivor Space sizing on young generation – If you still have a problem with the 

duration of Minor GC in young generation, but you have exhausted the sizing adjustments of –Xmn, and –

XX:ParallelGCThreads, then you can potentially increase the SurvivorSpaceSize by decreasing the 

SurvivorRatio. You can try setting the SurvivorRatio to 6 instead of 8, which implies that the survivor 

spaces will be 12.5% of –Xmn for each of S0 and S1. The resulting increase in SurvivorSpaceSize causes 

Eden Space to be proportionally reduced, mitigating the long duration/pause problem. Conversely, if 
Minor GC is too frequent, then you can choose to increase the Eden Space Size by increasing 
SurvivorRatio to not more than 15, which reduces the SurvivorSpaceSize. 

Refinement impact of Survivor Space sizing on old generation – If after iteratively following Step A and 
Step B you still would like to refine the old generation, but have exhausted all of the preceding 
recommendations, you can adjust the SurvivorSpaceSize to delay the tenure or promotion of surviving 
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objects from S0 and S1 to the old generation. If in old generation you have a high frequency of Full GC, 

this is an indication of excessive promotion from young generation. If –Xmn was adjusted as in Step A and 

you need only a refinement, then you can increase the size of the Survivor Spaces to delay the promotion 
of surviving objects to old generation. When you increase the Survivor Space size, you are reducing the 
Eden space which causes more frequent Minor GC. Perhaps because the adjustment of survivor spaces 
is in the range of 5–10% depending on the SurvivorRatio, this small adjustment should not cause a large 
spike in Minor GC frequency.  

5.2.3.1. JVM and GC Best Practices for vFabric SQLFire Members 

The following best practices for JVMs are taken from the previous tuning discussions. 

Best Practice Description 

BP 18 – 

JVM Version 

Use JDK 1.6.0_29 or the latest JDK 1.6.0_XX. As of the date of this document, JDK 
1.6.0_33 is also available and can be used. 
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Best Practice Description 

BP 19 – 

Use Parallel 
and CMS GC 
Policy 
Combination 

 

java –Xms64g –Xmx64g –Xmn21g –Xss1024k –XX:+UseConcMarkSweepGC 

–XX:+UseParNewGC –XX:CMSInitiatingOccupancyFraction=75 

–XX:+UseCMSInitiatingOccupancyOnly –XX:+ScavengeBeforeFullGC  

–XX:TargetSurvivorRatio=80 -XX:SurvivorRatio=8 

-XX:+UseBiasedLocking 

–XX:MaxTenuringThreshold=15 –XX:ParallelGCThreads=4 

–XX:+UseCompressedOops –XX:+OptimizeStringConcat 

–XX:+UseCompressedStrings 

–XX:+UseStringCache -XX:+DisableExplicitGC 

 Set -XX:+UseConcMarkSweepGC to use the concurrent low-pause garbage 

collector in old generation and the parallel young generation collector 

(–XX:+UseParNewGC). The low-pause collector sacrifices some throughput to 

minimize stop-the-world GC pauses for old generation. It requires more headroom 
in the heap, so increase the heap size to compensate. The configuration shown 

here has –XX:ParallelGCThreads=4, which implies that the size of the virtual 

machine that this JVM resides on is at least 8 vCPU. 

When setting –XX:ParallelGCThreads, do not size it more than 50% of the 

available number of underlying vCPU or CPU cores. In the example in Figure 39, 
one JVM is configured to run on one virtual machine that resides on one socket 
that has eight underlying CPU cores, and therefore 50% of the CPU compute 

resource is allocated to potentially be consumed by –XX:ParallelGCThreads. 

The other 50% on the socket remains for regular application transactions. That is, 

four vCPUs are consumed by the ParallelGCThreads and the remaining four 

are available to service application threads, concurrent old generation activity, off 
the heap activity, and any other workload that might be running on the virtual 
machine, such as a monitoring agent. 

One minor caveat here is that in the very short pausing phases of the initial-mark 
(aside from the other concurrent phases) it is single threaded but finishes rather 
quickly, and then the re-mark is multithreaded. The initial mark being single 

threaded does not use any of the –XX:ParalleGCThreads allocated, but the re-

mark phase being multithreaded uses some of the parallel threads allocated. 
Because re-mark is a very short phase, it uses negligible parallel thread cycles. 

You can tune –XX:ParallelGCThreads to below 50% allocation and give more 

threads back to your applications. If you attempt this and it does not hurt overall 

response time, then it might be prudent to reduce –XX:ParallelGCThreads. 

Conversely, if you have exhausted young generation size tuning, -Xmn, and have 

ample CPU cycles, consider increasing beyond the 50% mark progressively in one 
thread increments. Load test and measure response times for the application. 

When considering reducing –XX:ParalleGCThreads, the minimum should be 

two. Any lower than this can negatively impact the behavior of the parallel collector. 
When sizing large scale JVMs for vFabric SQLFire types of workloads, for example 
8GB and greater, it requires at least a 4 vCPU virtual machine configuration, 

because two vCPUs are taken by –XX:ParallelGCThreads, and the other two 

vCPUs are taken by the application threads. This configuration rule is shown for 
both the JVM configuration in Figure 37 (4 vCPU virtual machine has two 
ParalleGCThreads) and Figure 39 (an 8 vCPU virtual machine has four 
ParallelGCThreads allocated) This is 50% of the available vCPUs in both cases. 
Further, when using CMS type of configuration you should always use virtual 
machines with 4 vCPUs or more. 

Note  

Note   
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Best Practice Description 

  Set -XX:CMSInitiatingOccupancyFraction=75 for high throughput latency-

sensitive applications that generate large amounts of garbage in the old generation, 
such as those that have high rates of updates, deletes, or evictions. This setting 
tells the concurrent collector to start a collection when tenured occupancy is at the 
given percentage. With the default setting, a high rate of tenured garbage creation 

can outpace the collector and result in OutOfMemoryError. A setting too low can 

affect throughput by doing unnecessary collections. Conversely, a collection too 
late can lead to concurrent mode failure which should be avoided by lowering the 
percentage. Test to determine the best setting. 

For a definition of each JVM options and further guidance refer to Table 3. Follow Step 
A, Step B , and Step C in the preceding section on tuning GC policy if you suspect that 
the GC cycle is causing unnecessary pause. 

BP 20 – 

Set Initial 
Heap Equal 
to Maximum 
Heap 

 

Set -Xms (initial Heap) to -Xmx (maximum heap). 

Note Without this setting, performance can suffer if the initial heap setting is not 
adequate and the JVM responds by increasing the memory allocated, causing 
overhead at runtime. 

BP 21 – 

Disable Calls 
to 
System.gc() 

 

Set –XX:+DisableExplicitGC to disable garbage collection. This causes calls 

to System.gc() to be ignored, avoiding the associated long latencies. 
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Best Practice Description 

BP 22 – 

New 
Generation 
Size 

 Set the -Xmn value to be large enough to avoid the new generation filling up. 

Making the new generation large enough avoids the cost of copying objects into old 
generation which can impact performance. 

 A common approach is to set the -Xmn size to approximately 33% of the heap’s 

maximum size, that is, 33% of -Xmx for heap sizes less than 8GB. For heap sizes 

from 8GB–100GB, the 33% rule might be too high—typically 10%–15% of the 
maximum heap size for these is adequate. To establish the best size for your 
application you must load test and measure how often the new generation fills up. 

Based on this, decide whether to adjust the -Xmn value. If you start at 33% and 

adjust down only if you notice large Minor GC durations or pauses that are 
negatively impacting the application transaction response times. If no negative 

impact is noticed at 33% of –Xmx initially, then leave –Xmn at 33% of –Xmx. 

For smaller heaps, if the heap is less than 8GB, set -Xmn < 33% of -Xmx. For 

larger heaps, if the heap is much greater than 8GB, then set -Xmn < 10% to 15% of 

-Xmx. However, it is difficult to apply this rule consistently on varied workload 

behavior.  

 A further rule to consider when sizing -Xmn is that partitioned tables most likely 

have higher numbers of short lived objects and therefore can require a larger -Xmn 

value. Compare this with replicated tables where the rate of change is minimal and 

not many short lived objects are created, and thus a lower -Xmn is adequate. 

Note This guidance has a caveat that depends on the behavior of the application. 
For example, if the application requires many Query calls, configure a size at 

the upper end of the -Xmn range described. For mostly insert or update calls, 

configure a size in the middle of the range. 

BP 23 – 

Using 32-Bit 
Addressing 
in a 64-Bit 
JVM 

When memory is constrained, set the –XX:+UseCompressedOops JVM option. This 

uses a 32-bit pointer address space within a 64-bit JVM for heap sizes up to 32GB. 
This can save substantial memory space, in some cases up to 50%, although the 
savings varies based on the Java types used within the application. 

BP 24 – 

Stack Size 

In most cases the default –Xss stack size is too large, ranging in size from 256KB–

2MB depending on the JVM and operating system. In many cases latency sensitive 
workloads can benefit from having a large Java stack if the objects within a thread do 
not escape to other threads. Setting the Java stack to a larger value reduces the 
number of concurrent threads you can fit into the available RAM. This can improve 
transaction response times which might be what you are more concerned with as 
opposed to packing more, smaller stack threads within the same memory space. 

BP 25 – 

Perm Size 

 

It is a common best practice to set –XX:MaxPermSize in the range from 128MB–

512MB, although the actual size can vary for your application, and appropriate testing 
should be conducted. The PermSize is where class level information is kept. In the 

HotSpot JVM this is allocated outside the heap, that is, in addition to the –Xmx. 
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Best Practice Description 

BP 26 – 

Table 
Placements 
in a JVM 

 

Place both replicated and partitioned tables within one JVM instance, that is, within one 
data management node. This provides the best scalability and performance. By default, 
vFabric SQLFire partitions each data point into a bucket using a hashing policy on the 
key. The physical location of the key-value pair is abstracted away from the application. 
Additionally, there is no default relation between data stored in different partitioned 
tables. To run transactions on partitioned tables, you must colocate all data accessed in 
any single transaction on the same data host. Additionally, in many cases, you can get 
better performance if you colocate similar data within a table and between tables. For 
example: 

 A query run on a patient, the related health records, and the insurance and billing 
information is more efficient if all of the data is grouped in a single JVM. 

 A financial risk analytical application runs more quickly if all trades, risk sensitivities, 
and reference data associated with a single instrument are located together. 

Colocation generally improves the performance of data-intensive operations. You can 
reduce network hops for iterative operations on related datasets. You can usually 
significantly increase overall throughput for compute heavy, data intensive applications. 
You specify colocation through specialized vFabric SQLFire DDL keywords during table 
definition.  
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6. vFabric SQLFire Best Practices on vSphere 

vFabric SQLFire and vSphere provide a robust complement to deliver data faster and more reliably using 
cost effective x86 commodity hardware and vSphere. The following are some recommended best 
practices. 

Best Practice Description 

BP 27 – 

Enterprise 
Java 
Applications 
on VMware – 
Best 
Practices 
Guide 

The best practices discussed in this guide also apply to vFabric SQLFire. 

Refer to the Enterprise Java Applications on VMware – Best Practices Guide 
(http://www.vmware.com/resources/techresources/1087). 

BP 28 – 

Enable 
Hyper-
threading 
and Do Not 
Overcommit 
CPU 

 

 Always enable hyperthreading. 

 Do not overcommit CPU because vFabric SQLFire applications are typically latency 
sensitive that are CPU-bound. Size these based on the available physical cores. 

 For most production vFabric SQLFire servers, always size with a minimum of two 
vCPU virtual machines. However, larger 8 vCPU virtual machines might be 
necessary in some cases to achieve your SLAs. 

 Apply NUMA locality by sizing virtual machines to fit within the NUMA node. If you 
suspect your virtual machine has poor NUMA locality, inspect the N%L counter 

from esxtop. With good NUMA locality, this should be 100%. 

Note The terminology of NUMA node is equivalent to one CPU socket, so for a 
server with two sockets there are two NUMA nodes. Therefore, the 
available number of physical CPU cores and RAM is divided equally 
among the NUMA nodes. This is critical when sizing virtual machines to fit 
within one NUMA node. Refer to Figure 30 and the discussion of NUMA 
locality. 

For example, a 2-socket 16-core (8 cores on each socket) server with 192GB RAM, 
has two NUMA nodes, each with 8 physical cores (CPUs) and 96GB RAM (192/2). 
When sizing virtual machines it is important not to exceed the limits of 8 vCPUs 
and 96GB RAM. Exceeding any of these CPU and RAM maximums of each NUMA 
node can force the virtual machine to fetch memory from a remote location, 
impacting performance. There are many ESX/ESXi CPU scheduler enhancements 
to avoid this, but following this example can help. 

You can set sched.cpu.vsmpConsolidate = "true", as described in 
Consolidating vCPUs for an SMP virtual machine can improve performance for 
some workloads (http://kb.vmware.com/kb/1017936). 

This instructs the ESXi scheduler to place the vCPUs of an SMP virtual machine 
into the fewest Last Level Cache (LLC) possible. This policy benefits by providing 
better cache sharing. 

http://www.vmware.com/resources/techresources/1087
http://kb.vmware.com/kb/1017936
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Best Practice Description 

BP 29 – 

vFabric 
SQLFire 
Member 
Server, JVM 
and Virtual 
Machine 
Ratio 

 Have one JVM instance per virtual machine. Typically this is not a requirement, but 
because vFabric SQLFire JVMs can be quite large (up to 100GB), it is advisable to 
adhere to this rule in this case. 

 Increasing the heap space to service more data demand is better than installing a 
second instance of a JVM on a single virtual machine. If increasing the JVM heap 
size is not an option, then consider placing the second JVM on a separate newly 
created virtual machine, thus promoting more effective horizontal scalability. As you 
increase the number of vFabric SQLFire servers, also increase the number of 
virtual machines to maintain a 1:1:1 ratio among the vFabric SQLFire server, the 
JVM, and the virtual machines. 

 It is important to size for a minimum of four vCPU virtual machines with one vFabric 
SQLFire server running in one JVM instance. This allows ample CPU cycles for the 
garbage collector, and the rest for user transactions. 

BP 30 – 

VM 
Placement 

Because vFabric SQLFire can place redundant copies of cached data on any virtual 
machine, it is possible to inadvertently place two redundant data copies on the same 
ESX/ESXi host. This is not optimal if a host fails. To create a more robust configuration, 
use VM1-to-VM2 anti-affinity rules, to indicate to vSphere that VM1 and VM2 can never 
be placed on the same host because they hold redundant data copies. 

BP 31 – 

Set Virtual 
Machine 
Memory 
Reservation 

 Set memory reservation at the virtual machine level so that ESXi provides and 
locks down the needed physical memory upon virtual machine startup. Once 
allocated, ESXi does not allow the memory to be taken away. 

 Follow the sizing example shown in Figure 38. If you choose this kind of sizing then 
your reservation should be set at 68GB a shown on the diagram. If you choose 
lower or higher JVM sizes, then adjust all the relative sizes shown in the example 
accordingly, but maintain the relative ratios. If you choose a different size than the 
example, set the appropriate reservation level for the full size of the memory in the 
virtual machine you have configured. 

 Do not overcommit memory for vFabric SQLFire hosts. 

When sizing memory for vFabric SQLFire server within one JVM on one virtual 
machine, the total reserved memory for the virtual machine should not exceed what is 
available within one NUMA node for optimal performance. Refer to BP 28 for further 
NUMA discussion and considerations. 
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Best Practice Description 

BP 32 – 

vMotion, 
DRS Cluster, 
and vFabric 
SQLFire 
Server 

 

 When you first commission the data management system, place VMware vSphere 
Distributed Resource Scheduler™ (DRS) in manual mode to prevent an automatic 
VMware vSphere vMotion

®
 operation that can impact response times. 

 vMotion can complement vFabric SQLFire features during scheduled maintenance 
to help minimize downtime impact due to hardware and software upgrades. It is a 
best practice to trigger vMotion migrations over a 10GbE network interface to 
speed up the vMotion migration process. 

 Do not allow vMotion migrations with vFabric SQLFire locator processes, as the 
latency introduced to this process can cause other members of the vFabric 
SQLFire servers to falsely suspect that other members are dead. 

 Use dedicated vFabric SQLFire vSphere DRS clusters. This is especially important 
when you consider that the physical NIC and virtual NIC are specifically tuned to 
disable Interrupt Coalescing on every NIC of an ESXi host in the cluster. This type 
of tuning benefits vFabric SQLFire workloads, but it can hurt other non-vFabric 
SQLFire workloads that are memory throughput-bound as opposed to latency 
sensitive as in the case of vFabric SQLFire workloads. 

 If using a dedicated vSphere DRS cluster is not an option, and vFabric SQLFire 
must run in a shared DRS cluster, make sure that DRS rules are set up that do not 
perform vMotion migrations on vFabric SQLFire virtual machines.  

 If the restriction to have vFabric SQLFire members to be excluded from vMotion 
migrations, then it is preferred that all vMotion migration activity of vFabric SQLFire 
members happens over 10GbE, during periods of low activity and scheduled 
maintenance windows.  

Note In some cases a vMotion migration might not succeed and instead fails back 
due to a rapidly changing volatile memory space, which can be the case with 
partitioned tables and in some cases of replicated tables. The failback is a fail-
safe mechanism to the source virtual machine and it does not impact the 
source virtual machine. vMotion makes this failback decision based on the time 
it takes to complete the iterative copy process that captures changes between 
the source virtual machine to the destination virtual machine. If the changes are 
too rapid and vMotion is not able to complete the iterative copy within the 
default 100 seconds, it checks whether it can failsafe to the running source 
virtual machine without interruption. Therefore, vMotion transfers the source 
virtual machine to the destination only if it is certain that it can complete the 
memory copy. 

BP 33 – 

VMware HA 
and vFabric 
SQLFire 

 

vFabric SQLFire virtual machines should have vSphere HA disabled. If this is a 
dedicated vFabric SQLFire DRS cluster, then you can disable HA across the cluster. 
However, if this is a shared cluster, then it is important to exclude vFabric SQLFire 
virtual machines from vSphere HA. 

Note Set up anti-affinity rules between the vFabric SQLFire virtual machines that will 
not cause any two vFabric SQLFire servers to run on the same ESXi host 
within the DRS cluster. 

 

  



VMware vFabric SQLFire 
Best Practices Guide 

© 2012 VMware, Inc. All rights reserved. 

Page 84 of 98 

Best Practice Description 

BP 34 – 

Guest OS 

 

Red Hat Enterprise Linux 5 and prior versions incur higher virtualization overhead due 
to high frequency timer interrupts, frequent access to virtual PCI devices for interrupt 
handling, and an inefficient Linux timekeeping mechanism. By selecting a more current 
version of Linux, such as SUSE Linux Enterprise Server 11 SP1 or Red Hat Enterprise 
Linux 6 based on 2.6.32 Linux kernels, or Windows Server 2008, these causes of 
virtualization overhead are minimized. In particular, Red Hat Enterprise Linux 6 has a 
tickless kernel that does not rely on a high frequency interrupt-based timer, and is 
therefore much friendlier to virtualized latency sensitive workloads. Refer to 
Timekeeping best practices for Linux guests (http://kb.vmware.com/kb/1006427), and 
Timekeeping in VMware Virtual Machines 
(http://www.vmware.com/files/pdf/Timekeeping-In-VirtualMachines.pdf). 

BP 35 – 

Physical NIC 

 Most 1GbE or 10GbE Network Interface Cards (NICs) support a feature called 
interrupt moderation or interrupt throttling, which coalesces interrupts from the NIC 
to the host so that the host does not spend all its CPU cycles processing interrupts. 
However, for latency sensitive workloads, the time that the NIC delays the delivery 
of an interrupt for a received packet or for a packet that has successfully been sent 
on the wire, is time adding to the latency of the workload. 

 Most NICs also provide a mechanism, usually with the ethtool command, to 

disable interrupt coalescing. VMware recommends to disable physical NIC interrupt 
moderation on the vSphere ESXi host as follows: 

# ethtool -C vmnicX rx-usecs 0 rx-frames 1 rx-usecs-irq 0 
rx-frames-irq 0 

where vmnicX is the physical NIC as reported by the ESXi command: 

# esxcli network nic list 

You can verify that your settings have taken effect by issuing the command: 

# ethtool -c vmnicX 

 Note that although disabling interrupt moderation on physical NICs is extremely 
helpful in reducing latency for latency sensitive virtual machines, it can lead to 
some performance penalties for other virtual machines on the ESXi host, as well as 
higher CPU utilization to deal with the higher rate of interrupts from the physical 
NIC. 

 Disabling physical NIC interrupt moderation can also defeat the benefits of Large 
Receive Offloads (LRO), because some physical NICs (such as Intel 10GbE NICs) 
that support LRO in hardware automatically disable it when interrupt moderation is 
disabled, and the ESXi implementation of software LRO has fewer packets to 
coalesce into larger packets on every interrupt. LRO is an important offload for 
driving high throughput for large-message transfers at reduced CPU cost, so this 
trade off should be considered carefully. Refer to Poor TCP performance may 
occur in Linux virtual machines with LRO enabled 
(http://kb.vmware.com/kb/1027511).  

 If the ESXi host is restarted the above configurations must be reapplied. 

http://kb.vmware.com/kb/1006427
http://www.vmware.com/files/pdf/Timekeeping-In-VirtualMachines.pdf
http://kb.vmware.com/kb/1027511
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Best Practice Description 

BP 36 – 

Virtual NIC 

 Follow the best practices highlighted in the Best Practices for Performance Tuning 
of Latency-Sensitive Workloads in vSphere VMs 
(http://www.vmware.com/resources/techresources/10220). 

 ESXi virtual machines can be configured to have one of the following types of 
virtual NICs: Vlance, VMXNET, Flexible, E1000, VMXNET2 (Enhanced) or 
VMXNET3. This is described in Choosing a network adapter for your virtual 
machine (http://kb.vmware.com/kb/1001805). 

 Use VMXNET3 virtual NICs for your latency sensitive, or otherwise performance 
critical virtual machines. It is the latest generation of paravirtualized NICs designed 
for performance, and is not related to VMXNET or VMXNET2 in any way. It offers 
several advanced features including multiqueue support, Receive Side Scaling, 
IPv4/IPv6 offloads, and MSI/MSI-X interrupt delivery. Modern enterprise Linux 
distributions based on 2.6.32 or newer kernels, like Red Hat Enterprise Linux 6 and 
SUSE Linux Enterprise Server 11 SP1, ship with built-in support for VMXNET3 
NICs, so it is unnecessary to install VMware Tools to get VMXNET3 drivers for 
these guest operating systems. 

 VMXNET3 by default also supports an adaptive interrupt coalescing algorithm, for 
the same reasons that physical NICs implement interrupt coalescing. This virtual 
interrupt coalescing helps drive high throughputs to virtual machines with multiple 
vCPUs with parallelized workloads (for example, multiple threads), while also 
striving to minimize latency of virtual interrupt delivery. 

 However, if the workload is extremely sensitive to latency, then VMware 
recommends that you disable virtual interrupt coalescing for VMXNET3 virtual NICs 
as follows. 

o Use VMware Programmatic APIs to add the special virtual machine 
configuration options as defined in VMware vSphere Web Services SDK 
Documentation (http://www.vmware.com/support/developer/vc-sdk/). Refer to 
the vSphere API Reference, under the VirtualMachine Managed Object 
Type, for the OptionValue[] extraConfig property of the 
VirtualMachineConfigInfo configuration property. 

o To do so manually, first power off the virtual machine. Edit your virtual 

machine’s .vmx configuration file and locate the entries for VMXNET3, as 

follows: 

ethernetX.virtualDev = "vmxnet3" 
ethernetX.coalescingScheme = "disabled" 

o Power on the virtual machines for the virtual interrupt coalescing settings to 
take effect. 

Note This new configuration option is available only in ESXi 5.0. 

http://www.vmware.com/resources/techresources/10220
http://kb.vmware.com/kb/1001805
http://www.vmware.com/support/developer/vc-sdk/
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Best Practice Description 

BP 37 – 

Trouble-
shooting 
SYN Cookies 

 

 When troubleshooting performance problems, verify that you are not impacted by 
SYN cookies. SYN cookies are the key element of a technique used to guard 
against SYN flood attacks. Daniel J. Bernstein, the technique's primary inventor, 
defines SYN cookies as ―particular choices of initial TCP sequence numbers by 
TCP servers.‖ In particular, the use of SYN cookies allows a server to avoid 
dropping connections when the SYN queue fills up. Instead, the server behaves as 
if the SYN queue had been enlarged. The server sends back the appropriate 
SYN+ACK response to the client but discards the SYN queue entry. If the server 
then receives a subsequent ACK response from the client, the server is able to 
reconstruct the SYN queue entry using information encoded in the TCP sequence 
number. 

 To check for the presence of SYN cookies: 

grep SYN /var/log/messages Aug  2 12:19:06 w1-vFabric-g1 kernel: 
possible SYN flooding on port 53340.  

Sending cookies. 

Aug  2 12:54:38 w1-vFabric-g1 kernel: possible SYN flooding on port 
54157.  

Sending cookies. 

Aug  3 10:46:38 w1-vFabric-g1 kernel: possible SYN flooding on port 
34327.  

Sending cookies. 

 To determine whether SYN cookies are enabled (1 is on, 0 is off): 

$ cat /proc/sys/net/ipv4/tcp_syncookies 

1 

 To temporarily disable SYN cookies (changes at reboot): 

# echo 0 > /proc/sys/net/ipv4/tcp_syncookies 

 To permanently disable SYN cookies, add/modify the following in 

/etc/sysctl.conf: 

# Controls the use of TCP syncookies 
net.ipv4.tcp_syncookies = 0 
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Best Practice Description 

BP 38 – 

Storage 

 

 Use the PVSCSI driver for I/O intensive vFabric SQLFire workloads. 

 Align disk partitions at the VMFS and guest operating system levels.  

 Provision VMDK files as eagerzeroedthick to avoid lazy zeroing for vFabric 
SQLFire members. 

 Use separate VMDKs for vFabric SQLFire persistence files, binary, and logs. 

 Map a dedicated LUN to each VMDK.  

 As of the Linux 2.6 kernel, the default I/O Scheduler is Completely Fair Queuing 
(CFQ). The scheduler is an effective solution for nearly all workloads. The default 
scheduler affects all disk I/O for VMDK and RDM-based virtual storage solutions. In 
virtualized environments, it is often not beneficial to schedule I/O at both the host 
and guest layers. If multiple guests use storage on a file system or block device 
managed by the host operating system, the host might be able to schedule I/O 
more efficiently because it is aware of requests from all guests and knows the 
physical layout of storage, which might not map linearly to the guests’ virtual 
storage. Testing has shown that NOOP perform better for virtualized Linux guests. 
ESX/ESXi uses an asynchronous intelligent I/O scheduler, and for this reason 
virtual guests should see improved performance by allowing ESX/ESXi to handle 
I/O scheduling. For further details, refer to Linux 2.6 kernel-based virtual machines 
experience slow disk I/O performance (http://kb.vmware.com/kb/2011861). 

  

http://kb.vmware.com/kb/2011861
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7. Spring Travel Application Performance on Traditional 
RDBMS versus vFabric SQLFire  

7.1 Overview 

Several customers have asked what vFabric SQLFire can do for their custom Java applications and how 
they can modify the architecture of the application accordingly. These customers typically run custom 
Java applications against RDBMS that have reached the limits of scalability and response time with their 
current architecture. They want to make the change only if they are not too invasive. 

To answer these questions fairly, a customer scenario was simulated with no specific assumptions about 
specialized tuning. This is essentially what a software engineer might attempt when conducting an 
evaluation of vFabric SQLFire versus other RDBMS. First, a load test was run against Spring Travel with 
RDBMs as-is. Then the Spring Travel schema were converted to run against vFabric SQLFire, also 
without tuning, and the results were plotted side by side.  

To demonstrate how quickly this change could be made without assumptions about any code 
intrusion/change, it was simulated how a developer might download the Spring Travel application, run the 
DDLUtils conversion utility to generate the vFabric SQLFire schema and the data load file, then quickly 
test to see the performance improvements.  

The details of the conversion of the RDBMS schema and data can be found in the VMware vFabric 
SQLFire POC Jumpstart Service Kit, or the VMware vFabric SQLFire Accelerator Service Kit. (Contact 
your local VMware account team for details on these service offerings.) The conversion process took one 
day, and the total process, including downloading the Spring Travel application, installing vFabric 
SQLFire, running the schema and data conversion utility, and running the load test, took three days. The 
results were iterated for another week for verification. 

Note The Spring Travel application can be downloaded from http://www.springsource.org/download 

and is found under the booking-mvc project within a subdirectory of the Spring Web Flow 

project, identified as spring-webflow-2.3.0.RELEASE/projects/spring-webflow-samples/booking-
mvc. For VMware vFabric SQLFire, go to http://www.vmware.com/products/application-
platform/vfabric-sqlfire/overview.html. 

Figure 47. Spring Travel Application Running Against RDBMS versus vFabric SQLFire 

  

http://www.springsource.org/download
http://www.vmware.com/products/application-platform/vfabric-sqlfire/overview.html
http://www.vmware.com/products/application-platform/vfabric-sqlfire/overview.html
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The other assumption to make this study as fair as possible is that the total compute resource in both 
scenarios is exactly the same. A total of 4GB of RAM and 8 vCPUs in one virtual machine was dedicated 
to the traditional RDBMS, and the same amount of compute resource dedicated to vFabric SQLFire. 
Although in the vFabric SQLFire case two vFabric SQLFire virtual machines were used, each of the 
virtual machines had 4 vCPUs and 2GB of RAM, for a total of 4GB RAM and 8 vCPUs. These compute 
resource requirements are the default for the RDBMS used, therefore to remain consistent with the 
objective of absolutely no tuning on any system, the default compute resource requirements were not 
altered. Based on this, vFabric SQLFire was given equal compute resources. Although distributed across 
two virtual machines, the net compute resources were the same across the configurations used for this 
comparison. This resembles what customer developers might simulate in a development environment on 
the first day of inspecting and evaluating vFabric SQLFire versus traditional RDBMS. 

7.2 Performance Results 

The results are plotted below, and the legend for the columns is as follows: 

 ―Threads‖ column: The number of concurrent Spring Travel application threads executed during the 
two load test. 

 ―SQLF R/T (ms)‖ column: The response time of Spring travel application in milliseconds. 

 ―SQLF CPU %‖ column: The percentage of CPU utilization at peak for the vFabric SQLFire virtual 
machines. 

 ―RDBMS R/T (ms)‖ column: The Sprint Travel application response time in milliseconds when running 
against the traditional disk based RDBMS. 

 ―RDBMS CPU %‖ column: The CPU utilization percentage at peak on the RDBMS virtual machine. 

The results are for the range of 18 to 7200 concurrent threads. Where ―failed‖ is indicated it implies the 
Spring Travel application running against the traditional disk-based RDBMS failed to respond, it was 
essentially frozen, and therefore no data was collected. 

Table 4. Spring Travel Results with RDBMS versus vFabric SQLFire 
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7.2.1 Spring Travel Response Time versus Concurrent Threads Test Results 

Figure 48 shows the results of response time along the vertical axis, and concurrent number of threads 
along the horizontal axis. The red line is for the configuration of Spring Travel application running against 
traditional disk based RDBMS, and the blue line is for Spring Travel application running against vFabric 
SQLFire. This chart presents the response time behavior of the configurations with an increase in the 
number of Spring Travel application concurrent user threads. We see that as the number of concurrent 
threads increases along the horizontal axis, for the Spring Travel application against RDBMS 
configuration, the response time increases linearly (depicted by red line on the chart). By contrast, the 
configuration of the Spring Travel application with vFabric SQLFire maintains a fairly low and flat line of 
response time (depicted by the blue line on the chart). 

Figure 48. Spring Travel Response Time vs. Concurrent Threads 

  



VMware vFabric SQLFire 
Best Practices Guide 

© 2012 VMware, Inc. All rights reserved. 

Page 91 of 98 

7.2.2 Scalability Test Results 

In this test, and as shown in Figure 49, the goal is to demonstrate the extent of scalability of both 
configurations. In the case of the Spring Travel application server, after reaching 1850 concurrent threads 
the system stopped responding after nearing a response time of 172ms indicating that the scalability limit, 
as shown by the red line on Figure 49, had been reached. The Spring Travel configuration against 
vFabric SQLFire, as shown in Figure 49 by the blue line, continued to function to the limit of 7200 
concurrent threads and a response time of 984ms. 

Note At approximately 3600 concurrent threads, vFabric SQLFire started to overflow to disk, and the 
response time increased. This is normal, and that kind of overflow can be contained by 
appropriately sizing the available RAM.  

Figure 49. Spring Travel Response Time versus Concurrent Threads – Scalability Test 
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7.2.3 CPU versus Concurrent Threads Test Results 

Figure 50 plots the CPU utilization of the relevant virtual machine, the RDBMS virtual machine as a red 
line, and the vFabric SQLFire virtual machines as a blue line. This is the CPU utilization measured for the 
duration of the test in Figure 49. The red line shows that the Spring Travel application against RDBMS 
peaked at approximately 80% CPU and 1850 concurrent threads. It is at this point where it completely 
failed to respond. In contrast, as seen by the blue line, the vFabric SQLFire-based Spring Travel 
configuration continued to 98% CPU and 7200 concurrent threads and was still responsive, at 
approximately just under 1 second application response time. You can also inspect that the red and blue 
lines crossed over at approximately 1000 concurrent threads, indicating that Spring Travel with vFabric 
SQLFire handled much higher loads at a more steady CPU utilization increase. 

Figure 50. Spring Travel Application CPU versus Concurrent Threads 
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7.3 Summary of Findings 

The following findings are learned from this study: 

 It was relatively straightforward to use DDLUtils utility to convert the schema and the data of the 
RDBMS associated with Spring Travel application. 

 The installation of vFabric SQLFire was also straightforward. 

 The test results show that Spring Travel using vFabric SQLFire scaled approximately 4x when 
compared to the Spring Travel application using an RDBMS. 

 The response times of vFabric SQLFire were 5x to 30x faster with vFabric SQLFire. Further, the 
response times on vFabric SQLFire were more stable and constant with increased load.  

 The configuration of Spring Travel with an RDBMS has a response time that increases linearly with 
increased load. 

 The break point for the Spring Travel application against an RDBMs was at 80% CPU utilization for 
about 1850 concurrent threads, when the Spring Travel application stopped responding. By contrast, 
the vFabric SQLFire version of Spring Travel continued to pace ahead at 98% CPU utilization and 
achieved 7200 concurrent threads. 
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8. Troubleshooting and Monitoring 

8.1 vFabric SQLFire Monitoring and Troubleshooting Guides 

For vFabric SQLFire monitoring and troubleshooting information, refer to Managing and Monitoring 
vFabric SQLFire and Troubleshooting Common Problems (http://www.vmware.com/support/pubs/vfabric-
sqlfire.html).  

For additional monitoring tools, refer to VMware vFabric Application Performance Manager 
(http://www.vmware.com/products/application-platform/vfabric-application-performance-
manager/overview.html). 

8.2 Troubleshooting vSphere Related Issues 

8.2.1 Open a Support Request Ticket 

If you suspect that VMware vSphere is not configured optimally and is cause of the bottleneck, file a 
support request (http://www.vmware.com/support/contacts/file-sr.html). In addition, you can: 

 Follow the troubleshooting steps outlined in Performance Troubleshooting for VMware vSphere 4 and 
ESX 4.0 (http://communities.vmware.com/docs/DOC-10352). 

 Verify that you have applied all of the best practices discussed in this Best Practices Guide. 

 Run the vm-support utility. Execute the following command at the service console: 

vm-support -s 

This collects necessary information so that VMware can help to diagnose the problem. It is best to run 
this command at the time when the symptoms occur. 

8.2.2 Troubleshooting Techniques for vSphere with vCenter and esxtop 

8.2.2.1. Using vCenter Charts and vSphere Monitoring 

A comprehensive guide for monitoring and understanding various vCenter performance charts can be 
found in vSphere Monitoring and Performance (http://pubs.vmware.com/vsphere-
50/topic/com.vmware.ICbase/PDF/vsphere-esxi-vcenter-server-50-monitoring-performance-guide.pdf). 

  

http://www.vmware.com/support/pubs/vfabric-sqlfire.html
http://www.vmware.com/support/pubs/vfabric-sqlfire.html
http://www.vmware.com/products/application-platform/vfabric-application-performance-manager/overview.html
http://www.vmware.com/products/application-platform/vfabric-application-performance-manager/overview.html
http://www.vmware.com/support/contacts/file-sr.html
http://communities.vmware.com/docs/DOC-10352
http://pubs.vmware.com/vsphere-50/topic/com.vmware.ICbase/PDF/vsphere-esxi-vcenter-server-50-monitoring-performance-guide.pdf
http://pubs.vmware.com/vsphere-50/topic/com.vmware.ICbase/PDF/vsphere-esxi-vcenter-server-50-monitoring-performance-guide.pdf
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8.2.2.2. esxtop Primer 

See Interpreting esxtop 4.1 Statistics (http://communities.vmware.com/docs/DOC-11812) for detailed 
information about metrics. The following table summarizes some of the metrics you can use when 
troubleshooting. 

Display Metric Threshold Description 

CPU %RDY 10 Over-provisioning of vCPU, excessive usage of vSMP or 
a limit (check %MLMTD) has been set. This %RDY value 
is the sum of all vCPUs %RDY for a virtual machine. For 
example, if the maximum value of %RDY of 1 vCPU is 
100% and 4 vCPUs is 400%. If %RDY is 20 for 1 vCPU 
then this is problematic, because it means that 1 vCPU is 
waiting 20% of the time for VMkernel to schedule it. 

CPU %CSTP 3 Excessive use of vSMP. Decrease amount of vCPUs for 
this particular virtual machine. 

CPU %MLMTD 0 If larger than 0, the worlds are being throttled. Possible 
cause is a limit on CPU. 

CPU %SWPWT 5 Virtual machine waiting on swapped pages to be read 
from disk. You might have overcommitted memory. 

MEM MCTLSZ 1 If larger than 0, host is forcing the virtual machine to 
inflate balloon driver to reclaim memory because the host 
is overcommitted. 

MEM SWCUR 1 If larger than 0, host has swapped memory pages in the 
past. You might have overcommitted. 

MEM SWR/s 1 If larger than 0, host is actively reading from swap. This is 
caused by excessive memory overcommitment. 

MEM SWW/s 1 If larger than 0, host is actively writing to swap. This is 
caused by excessive memory overcommitment. 

MEM N%L 80 If less than 80, the virtual machine experiences poor 
NUMA locality. If a virtual machine has memory size 
greater than the amount of memory local to each 
processor, the ESXi scheduler does not attempt to use 
NUMA optimizations for that virtual machine. 

NETWORK %DRPTX 1 Dropped packages transmitted, hardware is overworked 
due to high network utilization. 

NETWORK %DRPRX 1 Dropped packages received, hardware is overworked 
due to high network utilization. 

DISK GAVG 25 Look at DAVG and KAVG as GAVG = DAVG + KAVG. 

DISK DAVG 25 At this level you have disk latency that is likely to be 
caused by storage array. 

http://communities.vmware.com/docs/DOC-11812
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Display Metric Threshold Description 

DISK KAVG 2 Disk latency caused by the VMkernel. High KAVG usually 
means queuing. Check QUED. 

DISK QUED 1 Queue has maxed out. Possibly queue depth is set too 
low. Check with array vendor for optimal queue value. 

DISK ABRTS/s  1 Aborts issued by the virtual machine because storage is 
not responding. For Windows virtual machines this 
happens after 60-second default. Can be caused by path 
failure, or storage array is not accepting I/O. 

DISK RESET/s 1 The number of commands resets per second. 
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9. Additional Reading Recommendations and References 

 

Title  Location  

VMware vFabric SQLFire 
Documentation 

http://www.vmware.com/support/pubs/vfabric-sqlfire.html 

Enterprise Java Applications 
on VMware – Best Practices 
Guide 

http://www.vmware.com/resources/techresources/1087  

Best Practices for 
Performance Tuning of 
Latency-Sensitive Workloads 
in vSphere VMs 

http://www.vmware.com/resources/techresources/10220   

Harold Rosenberg’s Blog  http://communities.vmware.com/blogs/haroldr  

Performance of Enterprise 
Java Applications on VMware 
vSphere 4.1 and 
SpringSource tc Server 

http://www.vmware.com/resources/techresources/10158  

Large Page Performance http://www.vmware.com/resources/techresources/1039  

High Performance Data with 
VMware vFabric GemFire 
Best Practices Guide 

http://www.vmware.com/resources/techresources/10231  

vMotion Architecture, 
Performance, and Best 
Practices in VMware vSphere 
5 

http://www.vmware.com/resources/techresources/10202  

vSphere Resource 
Management (ESXi 5.0) 

http://pubs.vmware.com/vsphere-
50/topic/com.vmware.ICbase/PDF/vsphere-esxi-vcenter-server-50-
resource-management-guide.pdf  

vSphere Resource 
Management Guide 
(ESX/ESXi 4.1) 

http://www.vmware.com/pdf/vsphere4/r41/vsp_41_resource_mgmt.pdf  

Enterprise Java Applications 
Architecture on VMware 

https://www.createspace.com/3632131  
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