


Martin Hosken with Dan Gallivan

Data Center
Modernization
with VMware Cloud

on AWSTM

Transforming Applications and Operations 
with a ‘Next-Gen’ Cloud Strategy

Foreword by Cameron Haight 
CTO Americas, VMware

FM.indd   1 14-08-2019   00:02:14



Data Center Modernization with VMware Cloud on AWSTM

Copyright © 2019 by Martin Hosken and Dan Gallivan

Technical Reviewer: 
Brian Graf, Senior Technical Marketing Manager, VMware Cloud, VMware

Typeset in India by MPS Limited

All rights reserved. No part of this book may be reproduced or transmitted in any form or by any 
means without written permission from the author.

ISBN-13: 978-1-5272-4573-0

Warning & Disclaimer

Every effort has been made to make this book as complete and as accurate as possible, but 
no warranty or fitness is implied. The information provided is on an “as is” basis. The authors, 
VMware Press, VMware, and the publisher shall have neither liability nor responsibility to any 
person or entity with respect to any loss or damages arising from the information contained in 
this book. 

The opinions expressed in this book belong to the author and are not necessarily those of  
VMware. VMware, Inc. 3401 Hillview Avenue Palo Alto CA 94304 USA Tel 877-486-9273  
Fax 650-427-5001 www.vmware.com. Copyright © 2019 VMware, Inc. All rights reserved. This 
product is protected by U.S. and international copyright and intellectual property laws. VMware 
products are covered by one or more patents listed at http://www.vmware.com/go/patents. 
VMware is a registered trademark or trademark of VMware, Inc. and its subsidiaries in the  
United States and/or other jurisdictions. All other marks and names mentioned herein may be 
trademarks of their respective companies. 

FM.indd   2 14-08-2019   00:02:14

http://www.vmware.com
http://www.vmware.com/go/patents


iii

Table of Contents

Foreword  .................................................................................................................. xiii

Preface  ...................................................................................................................... xv

Chapter 1: Introduction to VMware Cloud on AWS  ......................  1

Chapter 2: Understanding the Business Drivers for  
Hybrid Cloud  .....................................................................................  4

Hybrid Cloud Architectural Considerations  .................................................  7
Governance ....................................................................................................................  7
Security ............................................................................................................................  7
Networking .....................................................................................................................  8
Machine Image ...............................................................................................................  8
Storage ............................................................................................................................  8
Data Protection .............................................................................................................  8

Hybrid Cloud Economics  ..................................................................................  9
Application Refactoring and Rework .......................................................................  9
Training and Enablement ............................................................................................  9
Portability ........................................................................................................................  9
Data Egress & Cloud Operating Model ...................................................................  9
Integrated Hybrid Cloud Cost Model Benefits.......................................................  10

Application Portfolio Rationalization  .............................................................  10
Seamless Cloud Migration  ...............................................................................  10

Chapter 3: VMware Cloud on AWS Technical Deep Dive  ...........  12
Data Center Modernization with Hybrid Cloud  ..........................................  14
VMware Cloud on AWS Architecture  ...........................................................  16

Administrative Accounts and Organizations  ........................................................  17
VMware SDDC AWS Account and VPC  .................................................................  19
VMware Cloud SDDC Platform  .................................................................................  20

Compute Architecture  ......................................................................................  21
Host Compute Options and Configuration  ............................................................  22
Management Components and Management Resource Pool  .........................  23
DRS and vSphere HA Cluster Configuration  .........................................................  24
Compute Policies  .........................................................................................................  26

FM.indd   3 14-08-2019   00:02:14



iv Table of Contents

Simple Cluster Configuration and Flexible Resource  
Management  .................................................................................................................  27
Automated Scalable Infrastructure with Elastic DRS ..........................................  27
Enterprise Class Scale and Resource Management  ...........................................  28
Custom CPU Core Counts  ..........................................................................................  29
Default and Stretched Cluster Configuration  .......................................................  30
Consuming a One-Node SDDC  ................................................................................  33

Storage Architecture .........................................................................................  33
vSAN per Host Configuration (i3.16XL.metal Instance)  ......................................  34
Deduplication and Compression  ..............................................................................  36
Calculating Usable Capacity  ......................................................................................  37
Storage and Stretched Clusters  ...............................................................................  37
Maintaining Slack Space and Storage Auto Scale up .........................................  38
Elastic vSAN  ..................................................................................................................  39
External Storage with VMware Managed Service Providers (MSP)  ...............  41

Network Architecture  .......................................................................................  41
Core VPC Networking  .................................................................................................  43
The NSX Overlay  ..........................................................................................................  44
Firewall Overview  .........................................................................................................  45
Distributed Firewall (Microsegmentation)  .............................................................  45
Securing Connectivity  .................................................................................................  46
Internet Uplink  ..............................................................................................................  47
AWS VPC Uplink  ..........................................................................................................  47
IPSec VPN  ......................................................................................................................  48
Layer 2 VPN  ..................................................................................................................  51
Direct Connect Uplink  .................................................................................................  53
Networking Best Practices  ........................................................................................  55
IP Space Management and Administration  ...........................................................  57
DHCP and DNS Services  ............................................................................................  57

VMware Cloud and AWS Native Service Integration  ...............................  59
The VPC Cross-Link Interconnect  ............................................................................  59
Multi AWS VPC Architecture  ....................................................................................  62

AWS Data Transfer Costs  ................................................................................  64

Chapter 4: The Case for Data Center Modernization  ..................  67
Addressing Data Center Pain Points  .............................................................  67
Ensuring Availability, Disaster Recovery and Data Protection  ...............  70

Ensuring Availability  ....................................................................................................  70
Summary  ........................................................................................................................  76

Chapter 5: Planning for Application Migration with HCX  ............  79
Migration Planning  .............................................................................................  79
Introduction to HCX  ...........................................................................................  81
HCX Component Overview  ..............................................................................  82
Migration Methodology  ....................................................................................  83

Live Migration (Long-Distance vMotion)  ................................................................  83
HCX Assisted vMotion  ................................................................................................  84

FM.indd   4 14-08-2019   00:02:14



 Table of Contents v

Bulk Migration  ...............................................................................................................  85
Replication-Assisted vMotion (RAV)  .......................................................................  86
Cloud-to-Cloud  .............................................................................................................  87

HCX for Hybrid Network Extension  ...............................................................  87
HCX for Disaster Recovery  ..............................................................................  88

Chapter 6: Business and Technical Drivers for VMware  
Cloud on AWS  ...................................................................................  89

Aligning Business and Technical Priorities  ..................................................  89
Business Use Cases:  ....................................................................................................  90
Technical Use Cases:  ..................................................................................................  93

Data Center Evacuation and Consolidation  ................................................  95
Application Modernization  ...............................................................................  97
Disaster Recovery  ..............................................................................................  100
Infrastructure as Code  ......................................................................................  104
AWS Service Integration  ..................................................................................  107
Virtual Desktop Infrastructure  ........................................................................  107

Chapter 7: Operational Readiness ..................................................  111
Simple and Consistent Operations  ................................................................  111
Performance, Scalability, and Reliability  .......................................................  114
Operational Changes and Governance  ........................................................  116
Security and Compliance  .................................................................................  117

Chapter 8: Building a Practice and Leveraging  
the Ecosystem  ...................................................................................  121

Building a Cloud Center of Excellence  .........................................................  121
Working with Partners  ......................................................................................  123
Leveraging the ISV Ecosystem  .......................................................................  124

Chapter 9: Final Word  ......................................................................  125

FM.indd   5 14-08-2019   00:02:14



FM.indd   6 14-08-2019   00:02:14

This page intentionally left blank



vii

Figures

Figure 1 Anatomy of VMware Cloud on AWS ................................................ 2

Figure 2 A Hybrid Cloud that Is Based on a Common Platform ................. 3

Figure 3 VMware Cloud on AWS Service Differentiators............................. 3

Figure 4 Nonintegrated Hybrid Cloud ............................................................... 5

Figure 5 Integrated Hybrid Cloud and Edge .................................................... 5

Figure 6 Business Drivers for Integrated Hybrid Cloud ................................ 6

Figure 7 Hybrid Cloud Architectural Considerations ..................................... 7

Figure 8 Cloud Platforms are the New Silos .................................................... 15

Figure 9 Cloud Services Organization (Org) .................................................... 17

Figure 10 Identity & Access Management – VMware Cloud Console ......... 18

Figure 11 Cloud Services Platform (CSP) ............................................................ 18

Figure 12 MSP Organization Structure ................................................................ 19

Figure 13 AWS Account Structure ....................................................................... 20

Figure 14 AWS and SDDC Construct Overview ................................................ 20

Figure 15 SDDC Architecture ................................................................................. 21

Figure 16 Multiclusters SDDC ................................................................................. 22

Figure 17 Host Capabilities Comparison ............................................................. 23

Figure 18 vCenter Resource Pool Architecture................................................. 24

Figure 19 Multiple Logical (Namespace) Datastore Support......................... 25

Figure 20 vSphere HA and AWS EC2 .................................................................. 26

Figure 21 Elastic DRS ............................................................................................... 27

Figure 22 Custom CPU Core Counts .................................................................... 29

Figure 23 Understanding AWS Availability Zones ............................................ 30

Figure 24 Multiavailability Zone Stretched Cluster Architecture .................. 31

Figure 25 Stretched Cluster Cross-Availability Zone Traffic. ......................... 32

FM.indd   7 14-08-2019   00:02:15



viii Figures

Figure 26 i3.metal Instance Storage Architecture ............................................ 34

Figure 27 vSAN Networking Isolation .................................................................. 35

Figure 28 Default Storage Policies ....................................................................... 36

Figure 29 High-Capacity Workloads with EBS-Backed Volumes.................. 40

Figure 30 Managed Service Provider Delivered NFS Solutions .................... 42

Figure 31 Network Overview ................................................................................. 43

Figure 32 ESXi Host Networking ........................................................................... 44

Figure 33 VMware Cloud on AWS Logical Routing .......................................... 45

Figure 34 Distributed Firewall Architecture ....................................................... 46

Figure 35 SDDC Uplinks and Traffic Flows ......................................................... 47

Figure 36 Route-Based VPN .................................................................................. 49

Figure 37 Policy-Based VPN .................................................................................. 50

Figure 38 Layer 2 VPN ............................................................................................. 52

Figure 39 Direct Connect - Public VIF .................................................................. 54

Figure 40 Direct Connect - Private VIF ................................................................ 56

Figure 41 Hybrid Connectivity Design Factors.................................................. 57

Figure 42 Customer High-level IP Address Design ........................................... 58

Figure 43 VMware Cloud Integration with AWS Services .............................. 60

Figure 44 SDDC Cross-Account ENIs ................................................................... 61

Figure 45 VMware Cloud Hub and Spoke Solution .......................................... 62

Figure 46 Transit VPC .............................................................................................. 63

Figure 47 Transit Gateway ...................................................................................... 64

Figure 48 Data transfer Costs (US West (Oregon)) ......................................... 65

Figure 49 Private and Public Cloud Operational Challenges.......................... 68

Figure 50 Adding and Removing Host Resources ............................................ 71

Figure 51 Self-Healing Automated Host Remediation ..................................... 71

Figure 52 The AWS Global Infrastructure ........................................................... 72

Figure 53 Data Protection Architecture .............................................................. 76

Figure 54 Business Continuity Design on VMware Cloud on AWS .............. 77

Figure 55 Bucketizing Workloads ......................................................................... 80

Figure 56 VMware HCX Overview ........................................................................ 82

Figure 57 VMware HCX Integrated vMotion ...................................................... 84

FM.indd   8 14-08-2019   00:02:15



 Figures ix

Figure 58 Replication Based Migration (Bulk Migration) ................................. 85

Figure 59 Scheduling a Failover for Bulk Migration .......................................... 86

Figure 60 Lift & Shift Existing Skillsets and People to VMware  
Cloud on AWS ............................................................................................................. 96

Figure 61 Determining the Correct Path for Application  
Modernization .............................................................................................................. 99

Figure 62 VMware Site Recovery .......................................................................... 101

Figure 63 Scaling a Disaster Recovery Platform on Demand ........................ 103

Figure 64 Advanced Disaster Recovery Topology Examples ....................... 103

Figure 65 VMware Cloud on AWS API Surface ................................................. 106

Figure 66 Best of Both Worlds Hybrid Application Design Example .......... 108

Figure 67 Horizon Cloud Pod Architecture with VMware Cloud  
on AWS   .................................................................................................................... 109

Figure 68 Support Model Layers ........................................................................... 112

Figure 69 Cloud Gateway Hybrid Linked Mode ................................................ 113

Figure 70 Multi SDDC Architecture ....................................................................... 115

Figure 71 VMware Log Intelligence ...................................................................... 118

Figure 72 VMware Cloud on AWS Federated Deployment  
Architecture ................................................................................................................. 119

Figure 73 Extending AWS Regions with VMware Cloud on  
AWS Outpost .............................................................................................................. 126

FM.indd   9 14-08-2019   00:02:15



FM.indd   10 14-08-2019   00:02:15

This page intentionally left blank



xi

About the Authors

Martin Hosken
Martin works as a principal architect at VMware and has 
extensive experience architecting and consulting with cus-
tomers and partners across the globe. He is a double VCDX, 
a vExpert and AWS Certified CSA Professional. Martin is 
also the author of multiple papers, blogs, and articles based 
on VMware and other technologies and is the sole author of 
the Sybex publication VMware Software-Defined Storage. 
Follow Martin on Twitter: @hoskenm

Dan Gallivan
Dan manages the Worldwide Cloud Strategy & Architecture 
organization at VMware. This team of cloud solution strat-
egists and cloud solution architects helps partners and 
customers accelerate their journey and benefits realization 
with VMware, a modern software-defined, multicloud dig-
ital business technology platform. Prior to VMware, Dan 
held CTO and senior technology roles at some of the larg-

est and most innovative companies in the world including IBM, CSC, Charles 
Schwab, and Motorola. Dan is an innovative, entrepreneurial, and passionate 
IT executive with a broad background in cloud computing (e.g., certified AWS 
Solutions Architect), consulting practice leadership, IT management consult-
ing, enterprise architecture, joint ventures, and global business development. 
Dan is an avid cyclist and enjoys software development and tinkering with IOT 
devices and drones when he’s not spending time with his wife and daughters.

FM.indd   11 14-08-2019   00:02:15



FM.indd   12 14-08-2019   00:02:15

This page intentionally left blank



xiii

Foreword

We’re not a virtualization company. Often when I say this to clients, they 
seem, to say the least, surprised given that the first two letters in our com-
pany name are “vm” and many of our products and services start with the 
letter “v.” But I can think of no greater example to reinforce my perspective 
than the book by Martin Hosken with Dan Gallivan that you are about to read.

The title of this book is “Data Center Modernization with VMware Cloud 
on AWSTM”, which is what most readers will naturally fixate upon. However, 
the subtitle of “Transforming Applications and Operations with a ‘Next-Gen’ 
Cloud Strategy” is truly the key in my opinion and hence the reason for my 
bold introduction to this foreword. That’s because VMware’s DNA is based 
upon enabling the concept of infrastructure abstraction. In a computer sci-
ence context, abstraction is designed to hide implementation details. And 
when it comes to the cloud, at VMware we believe that this capability is 
critical.

We’re told by industry analysts and consultants that the cloud is key to 
every enterprise’s IT and digital transformation strategy. And, of course, at 
VMware we are definitely on the “cloud train.” History shows, however, that 
behind those glossy presentations (some of which I must confess that I’ve 
also contributed to in my past), the path to the cloud can often be quite 
painful. Yet this is where the “magic” of VMware’s abstraction comes into 
play. Martin and Dan take us behind the scenes to show how VMware makes 
Amazon’s public cloud look like your existing data center. As a consequence, 
we enable enterprises to transparently achieve the elasticity and scalability 
of the public cloud without a radical refactoring of your application installed 
base – an investment that for many enterprises often runs into hundreds of 
millions of dollars.

But (and I’m starting to feel a little like a late-night infomercial right now), 
that’s not all. VMware enables movement to the public cloud without having 
to throw away additional large investments in IT operational tools and train-
ing. So regardless of whether the workload is running in your data center, 
Amazon AWS, or in the “new, new thing” at the edge, what you have (and 
know) still works. The “operational on ramp” that we provide acts to reduce 
the organizational friction that often accompanies the adoption of new  
technologies and decreases time to value.
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Martin and Dan also show that we’re not simply taking our existing 
on-premises capabilities and placing them into the public cloud. One great 
example of this is the ability to provide Availability Zone (AZ) resiliency at the 
infrastructure level. We can “stretch” a vSphere cluster across AZs in order to 
enable additional resiliency without the usual herculean effort of refactoring 
the application that would be necessary otherwise. There are many more 
examples of the “awesome sauce” that we can deliver in Amazon’s cloud, but 
that’s hopefully for you to discover with delight as you read the book.

Besides cool new technological capabilities, abstraction also enables 
choice. VMware knows that the need for “native public cloud” is also growing, 
and thus we support extensibility into that environment as well from VMware 
Cloud on AWS. But many clients may prefer to consume these native ser-
vices within the confines of their data center, and for this we also support 
the recent announcement of AWS Outposts. Both AWS Outposts by Amazon 
and recently announced VMware Cloud on Dell EMC represent another trend, 
the transformation of the data center into a service that offers to reduce 
costs and enable enterprises to focus more of their efforts on business value.

I’d be remiss if I didn’t mention before closing that there’s another ben-
efit that VMware’s cloud efforts are delivering—improving our own time to 
market for new features and services. I wouldn’t have called us slackers in 
terms of our previous market delivery capability, but we’ve learned that if 
you want to run with the big dogs in the cloud, delivering new value every 
day is critical. And we work very hard to deliver this in a transparent fashion 
by an amazing team of developers and site reliability engineers. You can take 
a look at what we’re thinking about providing next at https://cloud.vmware.
com/vmc-aws/roadmap. And if there’s something that you feel we’re miss-
ing, get your voice heard by participating in the discussions on https://cloud.
vmware.com/community/.

Hopefully by the time you finish Martin and Dan’s book, you’ll come away 
with a better appreciation for all that we have done to provide a first class 
offering of VMware capabilities in the public cloud. And as you think about 
this, I’ll ask you to consider one last thing—we’re just warming up.

Thank you.
Cameron Haight, CTO Americas, VMware
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Preface

Cloud technology is essential to powering the innovation that businesses need 
to stay competitive. This is truer today than ever before. However, moving 
data and applications to the cloud is a significant decision for organizations 
to make. Therefore, businesses across the globe are looking at solutions that 
can meet their need for an enterprise-class, low risk platform, which provides 
a flexible portfolio of cloud-based service options.

When a business decides to move their infrastructure and critical appli-
cations to the cloud, a solution is needed that minimizes risk and provides 
flexibility, access to transformational services, and cloud-based econom-
ics. Organizations who are already employing VMware technology in their 
IT infrastructure are well positioned for data center modernization through 
the simple approaches described in this book: leveraging the Amazon Web 
Services (AWS) global infrastructure for a hybrid service offered through the 
unique combination of AWS and VMware compatible solutions.

A key business outcome of VMware Cloud on AWS is the ability to trans-
form IT teams from being reactive to being proactive and agile organizations 
that can respond to changing business needs. In addition, VMware Cloud on 
AWS allows IT leadership to clearly allocate costs to lines of business, to man-
age consumption upfront, and to reduce operational support for tasks such 
as infrastructure patching, ultimately pushing down total cost of ownership 
(TCO) and business risk.

A VMware Cloud on AWS hybrid environment supports a variety of 
compelling use cases for businesses. These include, but are not limited to, 
geographical expansion into new regions, disaster recovery, lift-and-shift 
application migration, data center consolidation, new application develop-
ment, partial application rearchitecture, and burst capacity—all with an oper-
ational consistency and simple workload portability. Each use case, or the 
combination of multiple use cases, provides businesses with a cloud strategy 
that can drive cloud adoption alongside their on-premises infrastructure. This 
adoption can occur while gaining the flexibility of elastic capacity tailored to 
the unique needs of their organization.
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1

Chapter 1

The last few years have been an exciting time at VMware. In case you’ve 
been trapped in a cave trying to recreate Marvel’s Iron Man movie, I’ll first 
provide an overview of VMware Cloud on AWSTM and the VMware strategy. 
This strategy has aligned both of these “tech giants” with common technical 
and commercial goals and has opened up a world of new possibilities to both 
Amazon Web Services (AWS), VMware, and, most importantly, customers 
and partners.

The established leader in public cloud, AWS, and the long-established 
leader in private cloud, VMware, have a lot to gain from joining forces to 
achieve multiple mutually beneficial incentives. Also, more and more enter-
prises want to operate their own data centers in a cloud-like model while 
continuing to work hard to simplify the complex operational model inherent in 
the multicloud world. The potential joint VMware and AWS solution provides 
a promising outlook for the digital transformation ahead and achievement of 
this goal.

The VMware Cloud on AWS service is developed jointly by VMware and 
AWS to deliver an enterprise grade hybrid cloud solution to customers. This 
service focuses on providing consistent operations across the on-premises 
footprint and the AWS global footprint. In this new model, VMware Cloud on 
AWS customers can operate with the added ability to extend applications 
into AWS native services, leveraging the best of both worlds.

With AWS leading public cloud space, Amazon clearly knows how to 
operate at scale and has a global reach. When coupled with VMware, the 
leader in virtualization technologies and products, this allows our customers 
and partners to build scalable cloud solutions anywhere in the world with 
existing skillsets and current tooling.

Introduction to VMware 
Cloud on AWS
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2 Data Center Modernization with VMware Cloud on AWSTM

VMware Cloud on AWS is delivered as a service and provides custom-
ers with the key benefit that they no longer need to deal with routine data 
center platform activities, such as infrastructure provisioning, hardware 
management, and patching or updates. VMware Cloud on AWS integrates 
VMware’s compute, storage, and network virtualization products (vSphere, 
vSAN, and NSX) alongside vCenter and a custom management console to 
run optimized software-defined data center (SDDC) instances on elastic, 
bare-metal AWS infrastructure. This results in instant delivery of the same 
architecture and operational model our customers and partner IT teams 
have delivered for more than a decade in their own data centers, but now 
using the AWS and VMware hybrid cloud solution with its commercial and 
technical benefits.

VMware Cloud on AWS is a cloud offering that is managed, operated, 
and supported by VMware. The service provides dedicated SDDC instances, 
which are hosted in AWS facilities with hardware owned and managed by 
Amazon. The service is dedicated, with hardware that is solely assigned 
to that SDDC, and delivers a private cloud operating experience with high 
speed, low-latency access to AWS native services. The AWS services are 
offered from the customer-owned AWS account, which retains the same bill-
ing model, directly from AWS.

Figure 1 Anatomy of VMware Cloud on AWS

vSphere vSAN NSX

vCentervCenter

</>

Amazon 
EC2

Amazon
S3

Amazon
RDS

AWS Direct
Connect

AWS IAMAWS IoT

…

…

AWS CloudVMware Cloud on AWSOn-Premises

Customer
Data Center AWS Global Infrastructure 

vRealize PowerCLIVMware 
Cloud Services

APIs

VMware Cloud on AWS has been developed to deal with the challenges 
of hybrid cloud. By its very nature, hybrid cloud has some inherent operating 
difficulties for organizations large and small.
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 Introduction to VMware Cloud on AWS 3

When it comes to hybrid architectures, customers typically have require-
ments around operational consistency. They want to be able to implement 
and automate operations and processes in a similar fashion in both their 
on-premises data centers and cloud platforms. Likewise, they want to be able 
to transition existing skillsets across both solutions, providing simple man-
agement of both their own assets and those that reside in the cloud with 
common service level agreements (SLAs). The aim is to avoid the need to 
“re:Invent” the wheel and to have a level of compatibility and interoperability 
between applications so they don’t have to be created and configured differ-
ently based on where they reside.

Consistent & simple to 
operate

Compatible across on
& off premises   

Ready for VMs & 
containers

Common Infrastructure, Common Management

HYBRID CLOUD

Public 
Cloud

Private 
Cloud

Hybrid

Figure 2 A Hybrid Cloud that Is Based on a Common Platform

VMware Cloud on AWS is designed specifically to address these chal-
lenges. One of the key benefits for customers is that they do not have to deal 
with these types of multicloud infrastructure provisioning and management 
challenges any longer—it’s just part of the service. In addition, the VMware 
service is built on top of AWS on-demand billing and is therefore based on 
actual consumption. This allows VMware to offer flexible consumption mod-
els with elastic resources that can be scaled on demand, making VMware 
Cloud on AWS a truly unique offering in the industry.

Flexible
and Innovative

• Access to a broad range of
AWS services

• Enable flexible
consumption with elastic
resources, on-demand

• Deliver bidirectional
workload portability
between VMware and
AWS

Simple and Consistent
Operations

• Operational consistency
with vCenter, APIs, and 
third-party tools

• 100% compatibility for 
existing and new 
enterprise workloads using 
VMware

• Delivered as a service, 
removing management 
hassles

Enterprise Grade
Capabilities

• Enterprise app SLAs for
availability and
performance

• Enterprise security with
microsegmentation and
encryption

• Optimized use of
underlying physical
resources

  

Figure 3 VMware Cloud on AWS Service Differentiators
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Understanding the Business 
Drivers for Hybrid Cloud

Chapter 2

If you inspect the business plans for companies outside of the information 
technology (IT) software or hardware industries, one item you are unlikely to 
find is excitement about owning, building, managing, and operating IT  infra-
structure. Simply escaping the infrastructure lifecycle management business 
has been a driver for cloud services for many years. Yet, more and more 
organizations have realized that cloud is not fit for all workloads and that a 
hybrid cloud approach provides the best of both worlds.

At a high level, hybrid cloud can be defined as a computing environment 
that connects a private cloud with a public cloud. Such an environment could 
use disparate management tools and security controls. Each cloud could 
have a unique operating model that requires different skillsets and tools. The 
machine format could also be different, limiting workload or application por-
tability. In such an environment, application level SLAs would be inconsistent 
across the clouds. In other words, a hybrid cloud computing environment 
could be complex, expensive, and difficult to secure and operate.

I’ve heard many CTOs call this bimodel IT operating model “no man’s 
land” because organizations are stuck in the middle of a complex multiyear 
migration with no end in sight. At the same time many organizations are repa-
triating apps from the cloud back to the data center because of cost, per-
formance, or supportability challenges. Edge computing, which moves the 
infrastructure closer to the source of application data and/or users, is starting 
to emerge as another requirement for many organizations. The result could 
be a third unique operating model.

Some organizations find themselves in this complex migration quandary 
because no fully integrated hybrid cloud platform that delivers software defined 
services for compute, networking, security, and cloud management in both pri-
vate, public, and edge environments existed when the original decision was made.
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 Understanding the Business Drivers for Hybrid Cloud 5

Now that a fully integrated hybrid cloud platform exists, customers can 
leverage a hybrid cloud computing environment based on consistent infra-
structure and a consistent operating model to drive business outcomes.

Integrated Hybrid Cloud

Public Cloud Private Cloud

Governance

Networking

Security

Storage

Operating Model

Machine Format

Figure 5 Integrated Hybrid Cloud and Edge

The following list highlights a few of the business drivers for deploying an 
integrated hybrid cloud computing environment.

1. Cost reduction and productivity gains
While not the primary driver for most organizations, lowering costs by uti-
lizing hybrid cloud is still a major driver for many organizations. For most 
organizations, managing servers, storage, networking, licenses, lifecycle, 
etc., does not provide their organization with a competitive advantage. As 
a result, organizations are looking to procure secure and resilient infra-
structure services so they can focus on business differentiation. Later 
in this chapter, the topic of hybrid cloud economics will be discussed in 
greater detail.

Hybrid Cloud

Public Cloud Private Cloud

Governance

Networking

Security

Storage

Operating Model

Machine Format

Figure 4 Nonintegrated Hybrid Cloud
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6 Data Center Modernization with VMware Cloud on AWSTM

2. Leverage existing investments while expanding capacity
For most organizations the need for additional infrastructure services will 
continue to increase as more aspects of common business-to-consumer 
(B2C) and business to business (B2B) interactions are digitized. Leveraging 
an integrated hybrid cloud platform enables organizations to quickly start 
using cloud services without the cost, complexity, and risk associated with 
a new IT operating model. Later in this chapter the topic of hybrid cloud 
architectural considerations will be explored in more detail.

3. increase innovation
Hybrid cloud enables organizations to fail fast without the risks associ-
ated with capital investments. It also reduces some of the friction associ-
ated with creating new products and offerings or exploring new business 
models. Many organizations are spending upwards of 75% of IT time 
and resources managing their existing infrastructure. Moving to a hybrid 
cloud model can free up resources to focus on innovation, application 
development, etc.

4. increase agility
One of the primary business drivers for hybrid cloud is to increase busi-
ness agility. Customers view hybrid cloud as a way to gain the flexibility 
and speed required to respond to changing business needs while accel-
erating innovation and aligning costs to business requirements. Hybrid 
cloud enables this without introducing the risk associated with changing IT  
operating models.

5. Security, compliance, or regulatory requirements
Increased B2B and B2C digitization, mobile connectivity, and application 
interconnectivity expose organizations to increased cybersecurity threats 
and makes compliance more challenging in highly regulated industries. 
Leveraging a unified hybrid cloud simplifies the process of securing work-
loads and achieving and maintaining compliance standards.
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Figure 6 Business Drivers for Integrated Hybrid Cloud
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Hybrid Cloud ArCHiteCturAl 
ConsiderAtions

Many of the major IT vendors have some form of hybrid cloud offering. In 
some cases these offerings are legacy offerings that have been cloud washed 
(i.e., rebranding an old product or service by associating it with the buzzword 
cloud).  In fact, there are so many different options that it can be a daunt-
ing task to determine the right solution for your organization. The following 
hybrid cloud architectural considerations provide a starting point in terms of 
understanding the best solution for your organization.

Governance Security Data 
Protection

Networking StorageMachine 
Image

Figure 7 Hybrid Cloud Architectural Considerations

governance
IT governance is a framework designed to provide a consistent structure 
to ensure IT investments are aligned to business priorities. This structure is 
intended to align the IT strategy with the business strategy. Many lines of 
business—from sales and marketing to supply chain and HR—see the advan-
tages of cloud computing. Challenges arise when these business functions 
start to leverage cloud services without using the IT governance model. 
Organizations that decide to move forward with a hybrid cloud strategy 
that’s not integrated will need to develop a governance model for the cloud. 
This approach creates unnecessary complexity and cost for the organization. 
Organizations that adopt an integrated hybrid cloud can extend their existing 
governance framework into the public cloud and quickly start to realize the 
benefits.

Security
Security is a broad topic and most IT organizations have security policies, 
procedures, hardening guidelines, best practices, etc., that have evolved 
with the company for many years. When organizations adopt an integrated 
hybrid cloud, these security policies, procedures, and best practices can be 
extended to the cloud, reducing risk and removing the unnecessary cost and 
complexity of developing new policies and procedures for the public cloud.
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Networking
Networking is another important architectural consideration for hybrid cloud. 
While networking concepts like routing, IP addresses, NAT, etc., are the same 
on-premises and in the cloud, the operational constructs and deployments 
are very different. As a result, networking professionals need to be retrained 
to understand cloud networking. New best practices need to be developed 
and new tooling needs to be provisioned for troubleshooting, packet inspec-
tion, etc. With a fully integrated hybrid cloud offering, the networking is the 
same in the private cloud as well as the public cloud. Network administrators 
can extend the private cloud networking best practices into the cloud and 
eliminate the need to have two networking operating models.

Machine image
Each of the major cloud vendors have machine images or similar constructs 
that align to the underlining hypervisor they are using. Machine image is 
included as an architectural consideration because the implications are broad 
when organizations adopt a hybrid cloud strategy that has different con-
structs and image formats in the private and public clouds. For example, the 
cost, complexity, and risk associated with migrations increases exponentially 
when different formats are used.

Storage
Most IT organizations have a portfolio of storage solutions that have been 
designed for different types of workloads. These solutions have different  
performance characteristics typically classified in IOPS, throughput consider-
ations, etc. Many storage services in the cloud have been created to provide 
customers with the ability to align storage requirements with the best option 
for their needs. Having an integrated hybrid cloud platform that delivers soft-
ware defined services for storage in a similar way on-premises and in the cloud 
will reduce complexity. Cloud storage services can be leveraged as needed to 
augment foundational capabilities and address requirements like archiving.

Data Protection
Many IT organizations have developed data protection workflows for their 
on-premises environments. These workflows typically include application-aware 
modules that enable application-consistent restores. Organizations that lever-
age an integrated hybrid cloud can seamlessly extend these on-premises 
workflows to the public cloud environment. Relying on one solution to protect 
hybrid cloud workloads simplifies administration and lowers cost and risk to 
the business.

These are just a few of the architectural considerations that should be 
explored in more detail as organizations embark on a journey to a hybrid 
cloud IT operating model.
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Hybrid Cloud eConomiCs

Current market data suggests that the future state for many organizations 
will be a hybrid cloud IT operating model. As a result, most organizations 
will want to understand the economics of an integrated hybrid cloud. Many 
free tools are available that can be used to crunch the raw cloud numbers 
(CPU, memory GiB, Operating Systems, DNS, load balancing, storage, etc.) by 
region. Cloud economics is not about the cost of a virtual machine per minute. 
It’s about understanding the cost model for delivering IT services, preferably 
aligned to business drivers and outcomes. Cloud economics helps organiza-
tions understand the business implications of a six-year cloud migration effort 
from a financial point of view. Many these migration initiatives  have a goal 
of only moving 50% of their workloads using the lift-and-shift technique with 
little to no application transformation.

It’s unlikely that most organizations would embark on such a journey if 
they understood the economics at the start and the cost and complexity of 
operating a bi-model IT operating environment.

When building a cost model for cloud or hybrid cloud, the following 
should be taken into consideration in addition to hardware: software, facil-
ities, staffing, networking, lifecycle management, etc.

Application refactoring and rework
What is the cost to refactor applications to run on native cloud services? How 
long would this take per application? Many industry analysts have captured 
this data and the costs can exceed $1-2M per application.

Training and enablement
The architectural considerations for hybrid cloud are intended to highlight 
some of the organizational implications of moving to the hybrid cloud. Many 
of the considerations highlighted in this section involve retooling your IT orga-
nization from a skillset, operating model, and tooling perspective. The cost, 
complexity, time, and risk associated with these decisions should be captured 
as part of the overall economic model.

Portability
Lack of application portability is an issue while moving to the cloud as well as 
while potentially moving out of the cloud. Operational lock-in and the associ-
ated costs should also be considered as part of the overall economic model.

Data egress & Cloud Operating Model
Cost considerations for data egress and the overall cloud operating model are 
often only captured after the fact. Both items should be explored in detail and 
the estimated cost and impact should be captured in the overall economic model.
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integrated Hybrid Cloud Cost Model Benefits
The capabilities and the associated cost model benefits of an integrated 
hybrid cloud should also be considered. Here are a few areas to consider:

 ● An integrated hybrid cloud delivers consistent infrastructure for zero-rework 
cloud migration and a unified platform across hybrid deployments.

 ● An integrated hybrid cloud offers consistent operations to maximize  
talent, so there’s no investment required for reskilling or retooling.

 ● Workload portability means zero cloud lock-in, letting you move between 
cloud and on-premises as required by the business.

AppliCAtion portfolio rAtionAlizAtion

Many CTOs have a large, placemat-sized application portfolio rationaliza-
tion heatmap in their office that highlights each application or business 
process in their portfolio along with the associated rationalization plan. 
Different plans are highlighted in different colors. For example, rehost (i.e., 
lift-and-shift) might be yellow, replatforming–green, retire–red, repurchase–
blue, retain–gray, etc.

While these are useful tools, the cloud world has changed quite sig-
nificantly over the course of the past 24 months, and it will likely continue 
to change. As a result, many of the decisions made when this process was 
completed are no longer the most suitable option or execution venue for 
the business. Some of the newer capabilities such as integrated hybrid cloud 
offerings can enable organizations to evacuate their data centers in a month 
vs. a five-year migration project. As a result, organizations that have an appli-
cation portfolio rationalization plan that they are working on should revisit it 
and determine what can be streamlined and optimized.

seAmless Cloud migrAtion

An integrated hybrid cloud allows organizations to accelerate large scale 
cloud adoption because it enables secure, seamless migrations. At the same 
time, many IT organizations find themselves behind in terms of lifecycle man-
agement of their on-premises environments. For vSphere customers, this 
is not an issue because the seamless app mobility is supported between 
vSphere 5.0+ on-premises and the cloud. In other words, when using HCX 
the service itself can upgrade the VM during the migration. The result is zero 
downtime, “live” migrations with vSphere 5.5 or newer. You can also schedule 
low-downtime, large-scale migrations for 1,000s of VMs with ESXi 5.0 and 
vCenter 5.1 and above.
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VMware HCX is the enabling solution that provides seamless and secure 
cloud onboarding. This solution can also be used for disaster recovery and 
disaster avoidance. The benefits also include reduced operational costs by 
eliminating the need to re-IP applications, stretching network architectures 
across clouds without retrofit, etc. This WAN-optimized, encrypted, multisite, 
bidirectional interconnect has enabled many customers to quickly migrate 
workloads and evacuate data centers.
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Chapter 3
VMware Cloud on AWS 
Technical Deep Dive

Now that we know what VMware Cloud on AWS aims to provide the busi-
ness, let’s start drilling into the technical solution—what it looks like and how 
it works.

VMware Cloud on AWS is a unified SDDC platform that integrates 
VMware vSphereTM, VMware vSANTM, and NSXTM virtualization technologies 
in an optimized manner to run on next-generation, elastic bare-metal AWS 
infrastructure. There is no nested virtualization in VMware Cloud.

VMware leverages AWS Nitro nodes, which is custom hardware designed 
by Amazon for use in their large-scale data center environments. Even though 
the VMware ESXi hypervisor gets access to bare metal hardware, all provi-
sioning is done via the AWS EC2 APIs. This combined technology delivers a 
very scalable service and is how customers can get access to on-demand 
VMware capacity. Currently, all available host types provide a high specifi-
cation compute platform, which is capable of delivering a significant level of 
capacity in each cluster.

During initial provisioning, an AWS EBS (Elastic Block Store) volume is 
attached to each ESXi host for use as a boot device, connected directly to 
the AWS metal instance automatically. With ESXi deployed on the hosts, the 
service can leverage well-established VMware features, such as vSphere 
High Availability (HA) and Distributed Resource Scheduling (DRS). These ser-
vices when used in combination with EC2 API driven automation allow the 
customer to dynamically scale and automatically remediate the environment.

However, as we have already established, this is a VMware managed ser-
vice and VMware maintains exclusive access to the hypervisor in order to 
ensure there are no conflicts with third-party integrations and to mitigate the 
risk of environmental code drift. Customers do not get root or SSH access to 
the hypervisor and therefore no vSphere Installation Bundles (VIBs) or plugins 
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can be installed or integrated, other than those VMware offers and manages 
as part of the service. These restrictions are part of the restricted access 
model under which VMware Cloud on AWS operates. It is key that customers 
must be aware of this operating model and as such it will be addressed in 
more detail in Chapter 7.

The core storage platform is delivered using VMware vSAN, whether it 
is leveraging the internal NVMe flash storage located inside the bare metal 
i3 instances, or AWS attached EBS volumes in the r5.metal. Either way, using 
vSAN each host’s storage is aggregated into a VMware datastore, which is 
used to store all virtual machine disk files and associated metadata.

VMware NSX is a key ingredient for VMware Cloud on AWS; in fact, the 
service is fundamentally built on it. VMware NSX is used for network virtual-
ization and allows customers to create logical networks for their workloads. 
NSX takes care of firewalling and routing in the environment, both inbound 
and outbound. In addition, VMware Cloud on AWS allows for microsegmen-
tation in the public cloud. This distributed firewall feature allows for gran-
ular control of east-west traffic between application workloads running on 
VMware Cloud on AWS. This control is based on simple policies that can be 
associated with the application through VM names and user-defined tags, 
helping to secure applications and build compliant environments. In addition, 
as microsegmentation is policy driven, policies follow workloads wherever 
they are moved within the VMware Cloud on AWS SDDC.

Simply put, NSX connects the ESXi hosts and abstracts the AWS Virtual 
Private Cloud (VPC) networks, allowing for ease of management by providing 
logical networks to workloads. When the cluster is scaled out, NSX automat-
ically connects the new hosts to the logical networks and the VMkernel net-
works. VMware NSX also provides compatibility with other NSX deployments 
or other networking equipment used on-premises, facilitating features such 
as cross-site vMotion or disaster recovery.

As the service is operated, maintained, and supported by VMware, cus-
tomers receive delegated permissions, not full admin rights. Access to the 
environment is via the VMware Cloud on AWS console and vCenter. Every 
cloud SDDC has a dedicated vCenter instance that can, if required, be linked to 
an on-premises vCenter instance using the Hybrid Linked Mode (HLM) feature.

Combining the features discussed above allows customers to dynami-
cally scale the environment by leveraging a combination of AWS EC2 tech-
nology alongside VMware vSphere compute features, vSAN storage clusters, 
and NSX network virtualization. This best of both worlds offering is ideal for 
customers who do not want to provision net new capacity in their data cen-
ters for new projects, or who have capacity constraints on-premises or need 
to handle seasonal spikes in demand. This setup is also beneficial to custom-
ers who have specific geographic capacity needs for reasons such as data 
sovereignty or who simply need to be closer to their end users and do not 
want to invest in building out new data center infrastructure.
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Whatever the use case, the other VMware Cloud on AWS key value prop-
osition is operational consistency. This is simply the ability to build and run 
data center infrastructure across the globe while maintaining the established 
operational tools and skillset they operate currently in their existing data  
center environments.

Data Center MoDernization with 
hybriD ClouD

Traditional data centers are still often constructed with siloed infrastructure 
layers, expensive purpose-built components, and a range of fragmented man-
agement tools. In most cases this has developed over many years, layering 
one process and management tool on top of another until the level of com-
plexity makes even the simplest task take an extended period of time, some-
times days or even weeks. This typically results in complex deployments and 
convoluted operational procedures. In addition, often through growth, acqui-
sitions, or mergers, these types of layered and often unnecessarily complex 
environments ultimately slow down the delivery of IT services and impact 
application agility. The cumulative impact of these types of environments is 
that it can directly impact the ability of the operational team to meet the 
demands of the business.

These challenges have resulted in many organizations turning to public 
cloud in order to scale and meet the growing demands of their organization. 
However, this has in many cases caused the creation of new silos, those of 
different public clouds. This arrangement adds even more complexity and 
risk than those traditional convoluted models previously highlighted.

Now, what many organizations are looking for is a new public and private 
cloud strategy that delivers a consistent infrastructure and operational model, 
which can span across on-premises and cloud environments and enable true 
hybrid cloud capabilities in a multicloud world. In addition, the digital econ-
omy is putting pressure on all organizations, leading businesses to reshape 
the way they operate and attempt to create a new set of operating models 
that can meet commercial demands and expectations.

Therefore, every day more and more organizations are discovering that 
the simplest way to match the pace of business is to modernize their data 
center operations. A modern data center must support both traditional and 
cloud-native applications and extend the capabilities of these applications 
to public cloud while also ensuring security, compliance, and availability. As 
a result, more and more businesses are seeing that a key strategy in mov-
ing forward with this approach is to evolve the traditional data center into a 
highly virtualized and automated software-defined solution.

This type of approach gives IT operations more options for determin-
ing how to best run and manage the workloads that support the business. 
Depending on the complexity of the application, importance, and strategic 
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value to the business, the application could be treated in a variety of different 
ways. For instance, it could continue to run on-premises or be migrated to 
an external partner cloud, it could be rewritten (or refactored) for cloud, or 
it could be redeveloped specifically to take advantage of cloud architectures 
(cloud-native). Alternatively, it could be delivered from a public cloud as a 
software as a service (SaaS) application. For the majority of organizations, 
these different approaches or strategies are not exclusive, but might over-
lap. At the end of the day, as long as the approach remains consistent with 
the goals of the business, a diverse set of application delivery models is not 
something IT managers should be concerned about—it’s all about determin-
ing the correct path.

Other key challenges and pain points include needs to automate, increase 
time to value, enhance security, and for the rapid deployment of infrastruc-
ture to ensure the needs of the business can be met. The need to automate 
delivery and management of a production-ready platform and application 
components in order to significantly reduce time to market, improve resource 
utilization, eliminate error-prone manual processes, and avoid shadow IT 
growing public cloud consumption, are all part of the modernization approach.

The modernization journey to deliver a standard and consistent approach 
to deliver what the business is asking for includes this ever increasing need to 
reduce the time to market and demonstrate the value of IT operations. This 
modernization entails reducing operational bottlenecks caused by having 
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Figure 8 Cloud Platforms are the New Silos
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complex manual processes to provision infrastructure, applications, and 
security policies.

VMware Cloud on AWS is a unified SDDC platform that provides access 
to the broad range of AWS services, together with the functionality, elasticity, 
and security customers have come to expect from the VMware Cloud solu-
tions. The result is a no compromise, turn-key solution that integrates seam-
lessly with both on-premises private clouds and native AWS services.

It is important to highlight that VMware Cloud on AWS is sold, delivered, 
operated, and supported as a service by VMware. Billing for this cloud ser-
vice is based on the number of host instances deployed in the SDDC, not the 
number of workloads running on the hosts or the number running within the 
entire environment.

VMware ClouD on awS arChiteCture

VMware Cloud on AWS is built in a scalable and repeatable way, with each 
dedicated customer environment being stamped out through automation in 
a highly standardized manner.

As a VMware managed service, VMware would be unable to scale the 
platform across tens of thousands of customers without this level of standard-
ization. Therefore, this is a critical platform design factor and the key reason 
why VMware’s Site Reliability Engineering (SRE) team maintains administrative 
control of the VMware-owned account and only assigns a subset of opera-
tional responsibilities to the customer. This control is required for the manage-
ment of the lifecycle of the cloud SDDC software stack, including deployment, 
configuration, and patching. This administrative control is also required for, 
but is not limited to, allowing the SRE team to monitor and manage the envi-
ronment in a repeatable and scalable manner, including activities such as:

 ● Configuring the AWS infrastructure
 ● Adding and removing hosts and networks due to failure
 ● Monitoring for security vulnerabilities and applying emergency updates

As a result of this restricted access model, the VMware Cloud on AWS 
service extends roles and permissions by introducing new roles to the tradi-
tional vCenter user model. This is simply to ensure that the cloud SDDC infra-
structure is configured in a prescriptive deployment architecture and that the 
customer’s cloud administrator cannot reconfigure the management appli-
ances and subsequently cause support issues.

In this redesigned permissions model, the customer cloud administrator 
has full control over their running workloads while having a read-only view 
of management workloads and infrastructure. As VMware performs numer-
ous administration tasks for the customer within their SDDC, the customer 
cloud administrator requires fewer privileges than an administrative user in 
an on-premises data center.
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Note: The natural outcome of this model is that it allows the customer’s  
operational team to focus on consuming cloud resources and not  
building and managing them. This means teams can focus more time 
further up the stack, on operational and optimization tasks that relate 
to application performance and enhancing end-user experience, rather 
than mundane repeatable tasks such as patching and hardware 
maintenance.

Administrative Accounts and Organizations
In this section we will discuss the administration of the VMware Cloud on 
AWS SDDC, including the management considerations and day-1 design deci-
sions relating to the cloud environment.

Organizations: VMware Cloud on AWS accounts are based on an Organiza-
tion, which should align to a group or line of business subscribed to VMware 
Cloud on AWS services.

The customer must assign a MyVMware account to gain initial access 
to the platform and to assign any prepurchased funds or credits. The cus-
tomer’s MyVMware account is used to create the Organization and will give 
the account holder the Organization Owner role. Organizational Owners are 
assigned the permission that allows them to invite new users, which can be 
either additional Organization Owners or Organization Users.

VMware Cloud on AWS

Customer Info

My VMware

$$$Org. Owner

Org. Users

AZ: eu-west-1a

SDDC

AZ: eu-west-1b

SDDC

VMC Org

Fund
Owner

Figure 9 Cloud Services Organization (Org)

Both types of users can manage the SDDC cloud, but only those with the 
Organizational Owner role can invite more users and view billing information. 
Members of both roles have access to all the resources and services of the 
Organization and can create, manage, and access SDDCs belonging to the 
Organization within the VMware Cloud console.
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Figure 10 Identity & Access Management – VMware Cloud Console

Users within VMware Cloud can be associated with multiple Organizations 
and can hold different roles within different Organizations. In addition, 
Organizations are not an exclusive construct for VMware Cloud on AWS. 
Organizations are the standard construct used within all VMware Cloud 
Service offerings for common services, and therefore act as an identity and 
access management (IAM) solution within the cloud.vmware.com portfolio. 
VMware refers to this as the Cloud Services Platform (CSP).

Identity Subscription ManagementBilling Service Lifecycle & PublishingAPI Security Authorization

VMware Cloud Services

Cloud Services Platform (CSP)

Cloud Automation Services

VMware Network Insight

VMware AppDefense

VMware Log IntelligenceVMware Secure State

VMware Cloud on AWS VMware HCX

VMware NSX Cloud

Figure 11 Cloud Services Platform (CSP)

As illustrated in Figure 11, some aspects of the user experience of VMware 
Cloud on AWS relate to the Cloud Services Platform and not the VMware 
Cloud Service itself, as the deep integration with CSP is completely transpar-
ent to the consumer.

Master Organization: The VMware Cloud on AWS Master Organization is a 
top-level construct for VMware Partners who are part of the Managed Ser-
vice Provider (MSP) program who can offer additional management services 
or other focused add-on services beyond the VMware SRE management 
framework. The Master Organization offers a Managed Service Provider an 
additional level of administrative control over multiple individual tenants, 
which links directly to service billing, operational management, and other  
features offered through the VMware Cloud Provider Hub as illustrated 
below.
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The Master Organization construct and Cloud Provider Hub are only 
applicable to Managed Service Providers who own the terms of service and 
provide tier 1 support to their customers or tenants. This additional root level 
Master Organization construct only exists for MSPs and is not visible or appli-
cable to enterprise organizations consuming VMware Cloud on AWS as end 
consumers, directly from VMware.

VMware SDDC AWS Account and VPC
As part of the partnership with AWS, VMware maintains a Master AWS account 
that is utilized as part of the VMware Cloud on AWS service. Whenever a new 
cloud services Organization is created, VMware creates a sub-account within 
their master account, which acts as the parent for all AWS resources used by 
that Organization. Each of these sub-accounts provides each customer with 
complete isolation and separation from all other customers. 

Subsequently, when an SDDC is provisioned and resources are cre-
ated, such as host hardware, EBS volumes, bandwidth, etc., within the AWS 
sub-account, VMware can manage billing and consumption for that customer 
related to resources consumed by the VMware Cloud on AWS SDDC and its 
associated AWS components.

The VMware Cloud on AWS SDDC is created within and permanently 
resides inside an AWS VPC (Virtual Private Cloud). When deploying an SDDC, 
the customer must provide a number of specific details, including the num-
ber of required hosts and an IP address range for the SDDC management 
network. These details are then used to create a new AWS VPC within the 
VMware-owned AWS sub-account for that Organization. The VPC is created 
automatically using the SDDC management IP address range provided during 
the deployment process, with several additional subnets also created within 
that VPC at the same time. VMware automation then subsequently deploys 
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the new AWS metal instances for that SDDC and automatically connects 
them to the subnets of that VPC, alongside management appliances, an AWS 
Internet Gateway (IGW), and an NSX-t edge router. The entire SDDC provi-
sioning process is fully automatic, once initial parameters are defined, and 
when complete, it sits on top of the AWS VPC consuming the AWS elastic 
compute metal service.

This AWS VPC, which is linked to the sub-account in which the SDDC 
resides, is sometimes referred to as the ‘Shadow VPC’, although this is not an 
official name for this construct.

VMWare AWS Sub-Account

AWS Cloud

Amazon 
EC2

Amazon 
EC2

Amazon 
EC2

SDDC Subnet 10.1.64.0/20

Internet

Direct Connect

VPC

Figure 14  AWS and SDDC Construct Overview

VMware Cloud SDDC Platform
The VMware Cloud SDDC will include a number of bare-metal hosts, which 
are imaged with the newest builds of the ESXi hypervisor software. A set of 
management appliances, which include vCenter and NSX components, are 
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Figure 13 AWS Account Structure
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also deployed. In the following sections we will dive into each of the core 
platform components and provide a deep insight into the compute, storage, 
and networking elements of the service.

CoMpute arChiteCture

As already highlighted, VMware Cloud on AWS is built on the AWS Elastic 
Compute (EC2) metal service, and as such, the VMware service and the 
compute options directly correlate with those available from AWS. These 
instances are then delivered to the customer through a series of automations, 
outlined in the last section, prior to being sold and managed on behalf of the 
customer by VMware.

The EC2 instances offered by VMware are based on the AWS Nitro 
System, which is used to deliver features for EC2, such as high speed net-
working, NVMe local storage, and high speed EBS storage for the r5.metal 
instance, which will be detailed later in this chapter.

In order to maintain consistent clusters that deliver optimal performance 
across all nodes, VMware Cloud does not allow consumers to mix node types 
within a single cluster. All nodes within a single cluster must be of the same 
instance type. However, within the SDDC and scope of a single vCenter, mul-
tiple clusters can be deployed, 20 at the time of writing. Therefore, custom-
ers can deploy and consume multiple node types within the same SDDC, but 
not within the same cluster. A customer also has the option of deploying 
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Figure 15 SDDC Architecture
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multiple cloud SDDCs, providing a flexible approach to resource provisioning 
and management.

Host Compute Options and Configuration
VMware Cloud on AWS offers multiple host types, with more options to fol-
low based on customer requirements, feedback, and market trends.

The workhorse of VMware Cloud is the AWS i3.metal, specifically the 
i3.16XL instance. This instance type features a dual socket Intel Broadwell 
CPU with 36 Cores per host, one half terabyte of memory, and eight 1.74 
TB NVMe SSDs, which are consumed entirely by vSAN. As with all VMware 
Cloud instance types, each host boots from an attached EBS volume.

The AWS i3.metal provides a good balance between compute and stor-
age capabilities for many of the most typical workload types. However, where 
customers require additional storage capacity or greater flexibility over stor-
age resources, so that it can scale independently of compute, VMware offers 
additional options.

Providing a different storage architecture, VMware Cloud also offers the 
r5.metal instance, which is designed to exclusively consume AWS EBS vol-
umes for storage. This instance type is ideally suited in unbalanced resource 
consumption scenarios, where storage requirements outweigh those of 
compute.

The r5.metal instance is a storage centric node, which also offers sig-
nificant compute capabilities, outlined below. However, as the r5 focus is on 
storage consumption and related use cases, it will be addressed in detail in 
the following storage focused section.

Note: New host types will be added on an ongoing basis, based on  
customer feedback and industry trends.

EBS EBS EBS

VMware Cloud on AWS

Org. Owner

Org. User
Cluster 1 (i3.metal)

SDDC

Cluster 2 (r5.metal)

VMC Org

Figure 16 Multiclusters SDDC
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i3.metal r5.metal 

Dual socket CPU
Intel Xeon 2.5 GHz Platinum 
8000 series (Skylake-SP) 
24 Cores per socket
Hyper-Threading Disabled*
768 GB memory per host 
(Dual NUMA 384 GB per 
NUMA Node)
25 Gbps network bandwidth
No Internal Storage 
Manufacturer: Amazon

Dual socket CPU
Intel Xeon 2.3 GHz E5-2686 
v4 (Broadwell) processor 
18 Cores per socket
Hyper-Threading Disabled*
512 GB memory per host 
(Dual NUMA 254 GB per 
NUMA Node)
25 Gbps network bandwidth
8 x 1.78 GB NVMe SDD 
Manufacturer: Amazon

Figure 17 Host Capabilities Comparison

Management Components and Management 
resource Pool
Each VMware Cloud SDDC is a self-contained instance of VMware’s vSphere 
platform delivered as a service, with the management component appli-
ances stored locally on the first cluster deployed. The initial cluster deploy-
ment contains a vCenter Server Appliance with embedded Platform Services 
Controller, the NSX Manager, Controllers, and the NSX edge router, in High 
Availability Mode.

In order to ensure sufficient operational oversight is maintained by 
VMware’s SRE team, a resource pool is created for these management appli-
ances, which is equipped with a CPU and memory reservation to guarantee 
a minimum amount of resources. These reservations reserve a small amount 
of compute resource on the first cluster deployed in the SDDC only. For 
instance, in an i3.metal deployment, this is equal to 5.7 percent of the total 
CPU resources and 1.1 percent of memory resources in a 4 host cluster. This 
overhead is linearly reduced as you scale out your cluster to as low as 1.5 
percent of CPU and 0.226 percent of memory resources, if the cluster is con-
figured with 16 hosts.

However, this resource consumption is impacted when service add-ons 
are enabled, as the management appliances for those services are also 
deployed to the first cluster, alongside the other management compo-
nents. These might include the Site Recovery Appliance, vSphere Replication 
Appliances, as well as the various HCX appliances.

The Management Resource Pool cannot be modified by the customer. 
The vCenter cloudAdmin role is granted read-only access to the resources 
and no permissions to modify the Resource Pool. The configuration of the 
Management Resource Pool is illustrated below:
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Mgmt-ResourcePool

NSX

CPU Reservation 32186 MHz
CPU Limit (MHz) Unlimited
CPU Allocation Type Expandable
CPU SHARES:               Normal (4000)
MEM Reservation 63078 MB
MEM Limit (MB) Unlimited
MEM Allocation Type Expandable
MEM Shares Value NORMAL (163840)

Compute-ResourcePool

Cluster-1

CPU Reservation 0 MHz
CPU Limit (MHz) Unlimited
CPU Allocation Type Expandable
CPU SHARES:               Normal (4000)
MEM Reservation 0 MB
MEM Limit (MB) Unlimited
MEM Allocation Type Expandable
MEM Shares Value NORMAL (163840)

Figure 18 vCenter Resource Pool Architecture

The Management Resource Pool sits alongside a similarly segmented vSAN 
Datastore Namespace, illustrated in Figure 19. This is a unique feature of vSAN 
in VMware Cloud on AWS, which is not available in the on-premises version of 
the product. This feature provides the logical separation required to restrict 
permissions to modify the resources within the management datastore, while 
also facilitating VADP based backups. In essence, the single vSAN datastore is 
logically divided into two separate namespaces, with separate views and per-
missions. However, the total capacity of the physical vSAN datastore remains, 
in that the total amount of storage on one namespace impacts the other.

The primary driver for this feature is to provide separate datastore level 
permissions that ensure the appliances stored on the Management Datastore 
remain under restricted access control. The aim is to protect these compo-
nents from the customer making a change that could disable the SRE team’s 
access or cause an outage or patching issue of some kind. However, any work-
loads deployed by the customer are stored in a Customer Datastore, with the 
full control and access the cloudAdmin requires for maintaining workloads. 
The customer can also create child resource pools within the customer’s par-
ent resource pool, should they wish to further segment compute resources.

DrS and vSphere HA Cluster Configuration
On VMware Cloud on AWS, vSphere High Availability (HA) and the Distributed 
Resource Scheduler (DRS), a utility that balances computing workloads with 
available resources across the cluster, are enabled by default. Both features 
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are managed by VMware and cannot have their configuration modified by 
customers.

For vSphere High Availability, host failure and isolation are enabled, and 
failures to tolerate is set to 1. Application workloads will be restarted on 
healthy hosts in the cluster if there is a host failure. Virtual machine and appli-
cation monitoring are also enabled.

When an additional new host is added to the cluster, VMware Cloud 
automation configures every VMkernel and logical network automatically. 
After the host is connected to the network and added to the cluster, the 
vSAN Datastore is automatically expanded, allowing the cluster to consume 
the new storage capacity. This is done in a fully automated manner without  
customer or VMware SRE intervention.

vSphere HA also benefits from similar automation workflows for the 
self-healing features, which are natively built into this service, leveraging 
AWS Elastic Compute hardware API driven automation. If a host fails, or a 
problem is identified, a new host is added to the cluster and the data from 
the problem host is automatically rebuilt on the new host. The faulty host is 
then evacuated from the cluster, having been fully replaced by the new host.

The Elastic Cluster workflow take care of all the host remediation steps 
automatically, without any intervention required from the customer. This 
self-healing automation is provided simply as part of the VMware Cloud 
Service and does not require enabling or any special configuration.

This unique combination of vSphere HA and EC2 provides a compelling 
operational and availability story for customers, meaning all resources being 
paid for can be consumed, subject to Elastic DRS thresholds. There is no 
need to reserve capacity for failures, which is a common design practice for 
on-premises vSphere implementations.

vSphere DRS is also enabled and managed by VMware. The migration 
threshold is set to level 3 (default) to avoid excessive vMotion operations 

Cluster-1 (vSAN)

Mgmt. Namespace Customer Namespace

VMware
SRE

Customer
cloudAdmin

NSX

vSAN Datastore

Figure 19 Multiple Logical (Namespace) Datastore Support
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and cannot be modified by cloudAdmins. In VMware Cloud on AWS, affinity 
and anti-affinity rules are created using a new mechanism called Compute 
Policies, which will be addressed next. The traditional vSphere mechanism 
of configuring affinity and anti-affinity rules through host and VM groups is 
unavailable on VMware Cloud on AWS.

Compute Policies
VMware Cloud on AWS leverages tags to control placement of work-
loads. Compute policies can be used to define workload placement based 
on specific application requirements. These are rules to keep virtual 
machines together on the same host (affinity rule), optimizing communica-
tion by ensuring host adjacency of workloads. Alternatively, running virtual 
machines on separate hosts (anti-affinity) maximizes the availability of the 
running applications. In VMware Cloud on AWS, these policies are deliv-
ered by leveraging tags, allowing the cloudAdmin to establish policies and 
profiles in the SDDC that govern the placement of workloads, as outlined 
above.

In addition to affinity and anti-affinity rules, compute policies can also 
be used to disable vMotion, which can be used to prevent the migration of 
a workload to a different host, unless the current host fails or is undergoing 
maintenance by VMware SRE.

In summary, affinity and anti-affinity rules in VMware Cloud on AWS are 
created with Compute Policies, which rely on the use of categories and tags, 
and not using DRS Host and VM groups, as is the case in an on-premises 
environment.

AWS Cloud

EC2 Service 

vSphere High-Availability 

Workload 
Restarted  

VMware Cloud on AWS

Hardware 
Failure Auto Remediation

of Failed Host

Figure 20 vSphere HA and AWS EC2
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Simple Cluster Configuration and Flexible resource 
Management
The AWS elastic compute platform, on which VMware Cloud operates, allows 
the cluster size to be dynamically modified on-demand using the VMware 
Cloud console. This allows the customer to specify the number of hosts to 
add or remove from their clusters based on requirements. Hosts are added 
within minutes, delivering the flexibility to expand and contract a cluster as 
required by the customer, in an operationally unique way.

In addition, you can also add and remove clusters from the SDDC. The 
initially deployed Cluster-1, which also houses the management components, 
remains constant. However, additional clusters you create within that SDDC, 
which are numbered sequentially (i.e., Cluster-2, Cluster-3), can be added 
and removed on-demand to meet business and application goals, without the 
requirement to have a long-term commitment to those resources. This elas-
tic scalability for on-demand growing and shrinking provides unprecedented 
flexibility around data center consumption,and can dramatically enhance 
data center operations across an entire business, including but not limited to:

 ● Dynamically scaling capacity as needed for seasonal bursts in resource 
requirements

 ● Unpredictable analytics or simulation-based workloads
 ● Scaling virtual desktop resources on-demand

Automated Scalable infrastructure with elastic DrS
Elastic DRS (eDRS) is able to leverage the capabilities outlined above to auto-
matically scale up or scale down cluster resources, based on workload and 
application demand. To facilitate growing or shrinking of the cluster or to 
satisfy SLAs, the customer can set a minimum and maximum host threshold. 
This threshold is used during automatic scaling up or down of the cluster, a 
feature that enables the SDDC to scale based on its resource utilization.

Storage

Memory

CPU

75%

Storage 
Threshold

80%

Memory
Threshold

90%

CPU
Threshold

vSphere Cluster

APP
APP APP APP

APP APP APP
APP

APP APP APP

APP APP APP

APP APP APP APP

APP APP APP APP

APP APP

APP

APP APP

APP APP

APP

APP APP

APP
APP

Figure 21 Elastic DRS
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With eDRS, when utilization remains consistently above any of the 
scale-out thresholds, then the SDDC will automatically add a host to scale-out. 
Likewise, when utilization is consistently below any of the scale-in thresholds, 
then the SDDC will automatically remove a host to scale-in.

eDRS is configured on a per-SDDC basis and can be configured with either 
a cost or performance optimized algorithm. The key difference between the 
two variants is how aggressively a scale-in or scale-out action occurs. When 
optimized for cost, the SDDC will be more conservative when scaling-out but 
more eager to scale-in. When optimized for performance, the opposite is true.

The eDRS algorithm runs every 5 minutes and can account for random 
spikes in utilization. There is also a 30 minute and 3-hour delay on successive 
scale-out and scale-in events, respectively.

It should also be noted that VMware will automatically add hosts to the 
cluster when storage utilization crosses the 75 percent threshold, as eDRS 
is always enabled on all SDDCs for storage capacity, even when eDRS is dis-
abled for the cluster. This practice is a preventative measure designed to 
ensure that vSAN always has a minimal amount of ‘slack’ space available to 
support workloads and applications. This will be addressed in more detail in 
the storage deep dive to follow.

enterprise Class Scale and resource Management
VMware Cloud on AWS is able to scale to meet the requirements of the most 
complex and demanding businesses. It is noteworthy, however, to highlight 
at this point that VMware Cloud on AWS is a fast-developing service, and 
minimum and maximum configurations are increasing on a regular basis. 
Therefore, to ensure you have the latest information, always check the online 
documentation to confirm the specific scaling information you require.

By default, each VMware Cloud Organization supports two SDDCs out 
of the box. However, this is a soft limit and can be raised to 10 by support 
upon request, which is the hard limit today. Each SDDC can support up to 20 
clusters with 3-16 hosts, for a maximum of 320 hosts per SDDC, or 640 hosts 
for the entire Organization with soft limits in place. The initial cluster contains 
the management appliances, while all other clusters are one-hundred percent 
available for customer workloads.

As a result, for the i3.metal instance type this gives us a physical core 
count of 108 in a minimum-sized 3-node cluster and a maximum of 576 cores 
in a 16-node cluster. Also, as each host contains 512 GB of memory, this pro-
vides from 1.5 TB of RAM to a maximum of roughly 8 TB of RAM per cluster.

It should be noted that Hyper-threading is disabled currently on all hosts 
in light of the vunerability relating to speculative execution on Intel CPUs 
found in 2018 (CVE-2018-3646). All core counts shown are physical. 
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The r5.metal instances also have a dual socket configuration, but include 
the newer Intel Skylake CPUs and a total of 48 cores with a Turbo clock speed 
of up to 3.1GHz. This results in a minimum of 144 physical cores for a 3-node 
cluster, and a maximum of 768 physical cores in a 16-node cluster. As each 
instance also contains 768 GB of memory, this results in a minimum of approx-
imately 2 TB of memory to a maximum of roughly 12 TB per cluster.

Custom CPu Core Counts
VMware Cloud on AWS is able to support a custom CPU Core count to pro-
vide the capability to configure a cluster with a specific number of cores and 
reduce the costs associated with applications that are licensed per core.

Regular Cluster (18 Cores) “Custom” Cluster (12 Cores)

Cloud SDDC Cluster-1 Cloud SDDC Cluster-2

Figure 22 Custom CPU Core Counts

It can often be the case that when purchasing hardware for on-premises, 
application licensing requirements dictate procurement of resources. 
However, VMware Cloud on AWS simply allows you to specify how many 
cores per host you want within the cluster. For instance, the i3.metal by 
default is configured with 36 physical cores. With this feature you can select 
8, 16, or 32 CPU cores per host, or 8, 16, or 48 CPU cores for the r5.metal host 
type. These options provide increased deployment flexibility and allow you to 
align with your application licensing requirements.

The custom CPU core count feature can only be configured on an addi-
tional cluster and is not available on the initial SDDC cluster, which hosts the 
management components. Also, the core count cannot be modified on the 
fly, but can only be configured when deploying a new cluster. To retrospec-
tively modify the core count configuration, the customer must create a new 
cluster with the required configuration, then live migrate workloads between 
the clusters in the SDDC before destroying the original cluster.

This Custom CPU Core Count approach can help to significantly reduce 
the running costs for mission-critical applications, which are licensed on a per 
core basis, such as Oracle.
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Default and Stretched Cluster Configuration
The AWS Availability Zone (AZ) relates to the architecture used by Amazon 
to provide availability within each region, or across separate geographical 
areas in which it operates. Each of these AWS regions has multiple isolated 
locations known as Availability Zones. The AWS EC2 service provides you 
the ability to place resources, such as compute instances and data, in multi-
ple locations, which VMware Cloud on AWS can leverage. By default, when 
deploying a new cluster within the SDDC, all compute, storage, and network-
ing is provisioned in a single AWS AZ.

AZ: US East (VA)

AZ - B AZ - B

AZ - C AZ - D

AZ - E

US East (N. 
Virginia)

• us-east-1a

• us east-1b

• us east-1c

• us east-1e

AZ: Asia Pacific 
(Tokyo)

AZ - B AZ - B

AZ - C

Asia Pacific 
(Tokyo)

• ap-northeast-1a

• ap-northeast-1b

• ap-northeast-1c
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By default, the VMware Cloud on AWS SDDC 
is deployed in a single AZ.  

Figure 23 Understanding AWS Availability Zones

Within the AWS AZ, VMware Cloud leverages a combination of AWS EC2 
automation and vSphere HA to make applications highly available, ensuring 
every workload can recover from a failure at the infrastructure layer within 
that Availability Zone. However, in the rare event of a complete AZ Failure, 
workloads are unable to be restarted.

When designing applications on Native AWS services, where that ser-
vice requires resiliency across AZs, the application architecture must typi-
cally be delivered via application level availability and services such as AWS 
RDS. However, on VMware Cloud on AWS, we can provide AZ failure resil-
ience by offering vSAN stretched clusters, a metro cluster solution across 
two regional AZs.
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RAID-6

AZ: eu-west-1b

RAID-6

RAID-1

AZ: eu-west-1a AZ: eu-west-1c

Cluster

Europe (Ireland) Region (3 AZs)

VMware Cloud on AWS

[Witness]

SPBM

Figure 24 Multiavailability Zone Stretched Cluster Architecture

Stretching the cluster across two AZs in the same region and making 
multi-AZ availability possible means that there is no need for the refactoring 
of traditional applications to obtain high availability on AWS infrastructure. In 
this architecture vSAN’s synchronous write operations are used across AZs, 
resulting in a recovery point objective (RPO) of zero and a minimal recovery 
time objective (RTO), dependent on the vSphere HA restart time.

In a failure scenario, local failures are automatically detected and handled 
within the AZ. If a host fails, EC2 auto remediation steps in and replaces the 
host, provisions a new host, rebuilds the vSAN datastore automatically, and 
ejects the failed node without customer intervention. Workloads are brought 
back online leveraging vSphere HA technology. In a rare AZ failure scenario, 
stretching an SDDC cluster across two AWS AZs means it is simply treated 
as a vSphere HA event, with the workloads and applications being restarted 
in the surviving AZ.

This stretched cluster architecture requires a minimum of six nodes 
deployed, three in each AZ. It is available only in regions where AWS operate 
at least three availability zones, as there is a requirement to deploy a witness 
instance in the third AZ, as illustrated in Figure 24. As part of the stretched 
cluster deployment, the customer can choose the two AZs they want their 
SDDC to be stretched across. VMware automation will then select an appro-
priate third AZ for the witness node to be deployed in. The witness node 
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runs as an EC2 AMI and is paid for as part of the VMware service. Once the 
initial parameters are provided, as with a single AZ SDDC deployment, the 
stretched cluster and witness deployment is fully automated.

This resilient platform allows a business to focus on core application 
requirements and capabilities, instead of infrastructure availability. In addi-
tion, the ability to vMotion between hosts in different AZs and the use of 
anti-affinity rules can also be used to increase application availability, without 
having to rearchitect the applications.

VMware Cloud on AWS

Region

AZ-a AZ-b AZ-c

Read 
Locality Synchronous Writes

Witness Writes

Figure 25 Stretched Cluster Cross-Availability Zone Traffic.

A final factor that specifically relates to a stretched cluster design is the 
cross-AZ traffic. AWS charges for egress traffic, including traffic that tra-
verses between two AZs in the same region. In a VMware Cloud on AWS 
using stretched cluster design, this becomes a design factor, as it relates 
to that traffic cost. While all read I/O is serviced by the local AZ (a concept 
referred to as read locality), all write I/O must be synchronously written to 
both the local AZ and the remote AZ. As a result, applications that are write 
heavy could incur significant monthly egress traffic costs, a key factor in the 
planning for any stretched cluster design.

For instance, if an application was to generate 10,000 write operations 
at 32K, this would equal 312MB. Also, while minimal, a design should consider 
additional witness component traffic, which is used to establish quorum in 
the event of an AZ failure. Witness components are updated every 5 sec-
onds and the amount of traffic is dependent on the number of objects in 
the vSAN datastore. A multiplier of 1.4 can be used for estimation purposes, 
for instance, 312MB * 1.4 = 438MB. At the time of writing, cross-AZ traffic is 
charged at a rate of $0.01/GB by AWS and is charged as part of the VMware 
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Cloud on AWS service. This rate passes directly from AWS to the end  
customer, VMware does not upsell traffic costs.

The VMware Cloud on AWS stretched cluster solution is delivered through 
a combination of AWS’s elastic compute capabilities and vSphere HA. It is 
unique in the market and is a truly groundbreaking solution, only made possible 
through the combination of AWS and VMware technology.

Consuming a One-Node SDDC
At the time of writing, the minimal number of supported nodes for a produc-
tion cluster is three, although a 2-node solution is on the roadmap. However, 
VMware Cloud on AWS also offers a single node solution, with limited use 
cases and a restricted life expectancy.

The single host SDDC provides an entry point for testing, proof of con-
cept, and prelive environments and supports easy and nondisruptive scal-
ing up to 3+ nodes. No SLA is offered on a single host, and only nonhost 
related errors are supported by VMware SRE for such clusters. In the event 
of a host failure, customers will have to destroy their 1-node SDDC and cre-
ate a new one. Autoremediation is limited to an attempted restart of the 
host. Where this does not resolve the issue, the customer will be notified 
through the VMware Cloud Console and email that the SDDC needs to be 
destroyed. Should a single node fail, all data will be lost, unless backed up via 
a third-party solution.

The single host solution is also time-limited to 30 days; therefore, the 
one-node cluster will be automatically destroyed unless the service is 
scaled-up to a 3-node architecture within that timeframe. This expansion can 
take place while the service continues to run without the loss of any data or 
configuration.

Despite these limitations, the single host SDDC is a great way to test  
various use cases, such as:

 ● The self-service VMware Cloud on AWS Console and API
 ● Hybrid Linked Mode and the single pane of inventory across on-premises 

and cloud SDDC resources
 ● Migration of virtual machines between on-premises and the VMware Cloud 

with HCX
 ● NSX capabilities such as logical networking, distributed firewalling, edge 

firewalling, or L3 VPN to on-premises

Storage arChiteCture

This section is not intended to be a VMware vSAN deep dive, but rather 
focuses on how vSAN is consumed in VMware Cloud on AWS.
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With the exception of Managed Service Provider (MSP) external NFS 
mounts, storage on the VMware Cloud on AWS platform is surfaced through 
vSAN. This occurs either with locally attached NVMe devices, which reside 
inside the host, as in the case of the i3 instance type, or externally attached 
AWS EBS devices, as in the case of the r5.metal instance.

vSAN per host configuration (i3.16XL.metal instance)
As illustrated in Figure 26, eight 1.74TB NVMe SSDs are configured in 
each host across two disk groups, with the standard vSAN configuration 
providing a single cache device alongside three capacity devices. This 
multidisk group host architecture limits the impact of the loss of a cache 
device, as well as provides additional I/O threads to increase write per-
formance. Also as shown, each host boots from an AWS attached EBS 
volume, allowing all high performance NVMe devices to be consumed 
by vSAN.

VMware Cloud on AWS boot device 
configuration is automated as part of 

the initial SDDC provisioning

Disk Group #1 Disk Group #2

Cache Tier

Capacity Tier

Boot Device

Cache Disk 
(1.7TB)

Data Disk 
(1.7TB)

Data Disk 
(1.7TB)

Data Disk 
(1.7TB)

Data Disk 
(1.7TB)

Data Disk 
(1.7TB)

Data Disk 
(1.7TB)

5.1TB5.1TB

~10.2TB Raw Storage Capacity Per Host

Amazon Elastic Block 
Store (EBS) Volume

Cache Disk 
(1.7TB)

Amazon EC2 
i3.metal

Figure 26 i3.metal Instance Storage Architecture

Self-encrypting NVMe devices are used by the AWS Nitro hardware to 
provide data security, with all devices being encrypted at the firmware level 
by AWS with an XTS-AES-256 block cipher. The encryption keys are securely 
generated within the Nitro hardware module and are unique to each NVMe 
storage device. All keys are irrecoverably destroyed on any deallocation of 
the storage or instance.

However, the encryption keys for the NVMe device encryption are man-
aged by AWS and are not exposed or controlled by VMware or the VMware 
Cloud on AWS customer. Therefore, this firmware level encryption does not 
allow the consumer to control their own keys, which is often a requirement 
for compliance or regulatory standards across industry verticals. As a result, 
vSAN datastore encryption is also available and enabled by default within all 
SDDCs.

The built-in vSAN encryption capabilities provide encryption of all data 
at rest by leveraging the AWS Key Management Service (KMS) to protect 
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applications and services running on VMware Cloud and to help meet compli-
ance or regulatory requirements. VMware Cloud on AWS can only consume 
keys from the Amazon KMS service. Customers can trigger a rekey operation 
via the vCenter Client or vSAN API, making it easier to meet their security, 
compliance, and regulatory requirements.

vSAN encryption is transparent to other features and services that run 
within the VMware Cloud, such as vMotion or vSphere Replication, and there 
is no dependency on the vCenter appliance.
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Mgmt. Namespace Customer Namespace

vSAN Datastore

Figure 27 vSAN Networking Isolation

As illustrated in Figure 27, the vSAN network is isolated, with all stor-
age traffic running across this segmented infrastructure. Data in flight is 
transmitted unencrypted, as VMware Cloud on AWS is a fully managed ser-
vice. However, all of the vSphere management networks, including vSAN, 
are exclusively VMware’s concern and responsibility and therefore fully 
secured.

The total available capacity varies based on a number of configurations 
and key design factors, such as:

 ● Fault tolerance method (FTM), RAID 1, RAID 5 or RAID 6
 ● Failures to tolerate (FTT) 0, 1, 2 or 3
 ● Deduplication and compression

Deduplication and compression is enabled by default and the FTM and 
FTT are defined through storage policy based management, on an individual 
workload basis. However, a default storage policy, which contains the vSAN 
rule sets and a set of basic storage capabilities, is defined in VMware Cloud 
on AWS by the number of hosts you initially deploy in the SDDC.
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FTM: RAID 1
FTT=1

FTM: RAID 5
FTT=1

FTM: None
FTT=0

FTM: RAID 5
FTT=1

FTM: RAID 6
FTT=2

Due to the additional availability offered by EBS backed Elastic 
vSAN, consumers can also maintain a FTT=1 configuration in clusters 

of 6 or more nodes and remain aligned to the SLA stipulations.

SLA 
Requirement

Storage
Policy

Figure 28 Default Storage Policies

With a minimal configuration of three hosts, the default is set to RAID-1, 
FTT=1 for the initial cluster. With four hosts, the default is set to RAID-5, FTT=1 
for the initial cluster configuration, which reduces the capacity footprint of 
the management virtual machines and preserves more datastore capacity 
for the customers workloads. While the cloudAdmin is unable to reconfigure 
the storage policy applied to the management appliances, they are able to 
create new storage policies with their preferred FTM and FTT. These storage 
policies can then act as the default for the customer workloads.

The level of FTT and FTM must also be adjusted if the host count in the 
cluster is six or more, which provides the added benefit of further increas-
ing capacity efficiency of the cluster. For these clusters, where the i3.metal 
instances are in use, the RAID-6 erasure coding fault tolerance method is 
required in order to align with VMware’s SLA on workload availability. 
However, storage policies do not dynamically update based on manual or 
automated host add or remove operations; therefore, the modification of the 
default or other storage policies as clusters scale-out or scale-in must be  
considered a day-2 operational task.

Deduplication and Compression
The deduplication and compression feature is enabled by default on all 
i3.metal clusters without impacting SLAs. This will typically allow customers to 
provide far greater capacity for workloads than could be supported natively. 
The level of achievable deduplication and compression is highly dependent 
on workload type, although customers will often see an additional 1.25x to 
2x effective storage capacity per node. This is not a customer configurable 
feature and cannot be disabled by the cloudAdmin.
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Calculating usable Capacity
Usable capacity is completely dependent on cluster size and the storage pol-
icy configuration used to protect workloads. FTM and FTT have a significant 
impact on storage design, and these should be considered key design fac-
tors when planning a VMware Cloud deployment. Table 1 provides one such 
illustration of effective capacity, which assumes all workloads use the same 
policy.

TAbLe 1 i3XL.metal Usable Cluster Capacity (Per Node)

Projected usable capacity per host after deduplication and 
compression (Default Storage Policy) Per Node

Effective Host Capacity (< 4 nodes, RAID-1, FTT-1) 4.9TB

Effective Host Capacity (4 or 5 nodes, RAID-5, FTT-1) 7.4TB

Effective Host Capacity (> 5 nodes, RAID-6, FTT-2) 6.5TB

*Deduplication and compression assume a 1.45x savings. The midpoint of our average 
(x1.25 – x2.0)

Table 1 illustrates the impact of the FTM and FTT on the i3XL.metal 
instance. As shown, where only a minimal 3 host cluster is deployed, double 
the storage space is required to implement the default policy, resulting from 
RAID1 mirroring being employed to duplicate each storage component twice, 
in order to maintain the FTT value of 1.

Where 4 or 5 hosts are initially deployed, the default policy is RAID-5 era-
sure coding and FTT=1. This can be modified by the cloudAdmin as needed. 
In SDDCs with 6 or more hosts, an FTT of 2 is required to be used to meet 
the stipulations of VMware’s SLAs. The exception is where the r5.metal host 
is employed, where due to the additional durability offered through the AWS 
EBS storage model, FTT=1 is also supported with 6 or more hosts.

Storage and Stretched Clusters
As with a single AZ cluster, usable capacity in a stretched cluster is depen-
dent on the storage policy configuration and the number of deployed nodes. 
However, since every vSAN component is required to be maintained both 
locally and on the remote site, in a stretched multi-AZ cluster there very 
clearly is a design impact to storage that must be considered.

Table 2 assumes that all objects would use the same policy and illustrates 
the effective capacity in stretched clusters with the i3XL.metal instance. Raw 
capacity represents the amount of data that can be stored using a given 
policy, and usable capacity is the amount of effective capacity we anticipate 
can be stored after deduplication and compression at various cluster scale 
points.
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TAbLe 2 i3.metal Stretched Clusters Usable Capacity (Assuming Site Disaster 
Tolerance of Dual Site Mirroring)

Failure to Tolerate 
Policy

Min # 
Host

Per 
host

Raw Cluster Capacity 
(minimum cluster size)

Usable Cluster 
Capacity  
w/Dedup & Comp

None 6 7.4TB 22 TB (6 Hosts) 32 TB

1 Failure – Raid-1 6 3.7TB 11 TB (6 Hosts) 16 TB

1 Failure – Raid-5 EC 8 5.6TB 22 TB (8 Hosts) 32 TB

2 Failure – Raid-1 10 2.5TB 12 TB (10 Hosts) 18 TB

2 Failure – Raid-6 EC 12 4.9TB 30 TB (12 Hosts) 43 TB

*Deduplication and compression assume a 1.45x savings the midpoint of our average  
(x1.25 - x2.0).

Maintaining Slack Space and Storage Auto Scale up
VMware vSAN is required to maintain a percentage of available datastore 
capacity in order to move component data across disk devices during rebal-
ance or recovery operations. In the traditional LUN based storage model, 
if a LUN runs out of capacity, then workloads running on that LUN are sus-
pended, with only those specific workloads being impacted. With vSAN how-
ever, the whole datastore is impacted if data cannot be rebalanced, affecting 
all workloads and degrading performance across the entire cluster. This can 
result in storage performance problems occurring due to increased vSAN 
background migration traffic, objects failing due to disk components not 
having capacity to grow, and storage policy changes being unable to com-
plete. Storage policy changes require additional capacity temporarily during 
the changes to comply with the newly assigned storage policy. If capacity 
were to increase beyond 75 percent, the likelihood of these operations fail-
ing grows exponentially, increasing performance and availability risk beyond 
acceptable service levels.

In order to protect customer workloads, minimize risk, and align with 
the VMware SLAs, VMware SRE have automated the process of adding an 
on-demand host. Elastic DRS is always enabled for storage capacity even 
when it is not enabled on the cluster, and it is configured with the default set-
ting of storage only scale up. This storage auto scale up event will occur auto-
matically when consumed datastore capacity increases above 75 percent. 
For this reason, it is highly recommended to customers that they configure 
their internal monitoring systems to alert at 70 percent capacity, allowing suf-
ficient time for remediation action to be taken or for new planned resources 
to be added to the cluster.
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elastic vSAN
Multiple storage options exist within the VMware Cloud on AWS platform, 
which can provide a range of price and performance tradeoffs. So far we 
have only focused on the i3.metal instance type, where storage is delivered 
on internal NVMe directly attached disk, providing high performance storage 
access.

While the i3.metal instance delivers predictable storage performance for 
enterprise Tier-1 workloads and fixed cost performance, it does not address 
use cases where different ratios of compute and storage are prevalent or 
where storage heavy workloads significantly outweigh compute requirements. 
In addition, the i3.metal instance does not provide the elastic scaling of stor-
age, in that you are unable to add storage capacity without adding compute.

In order to address these use cases, VMware Cloud introduced the 
r5.metal instance with Elastic vSAN, which is backed by AWS Elastic Block 
Store (EBS) volumes. The aim of the r5.metal instance is to provide the flexi-
bility to add capacity on-demand in small increments (not enabled at time of 
writing), while still maintaining the same operational consistency for storage 
on the VMware Cloud on AWS platform.

This is the key difference with this instance type. The customer can define 
how much storage is included with each cluster at the time of deployment, 
when additional hosts are added to the r5 cluster, or when additional vol-
umes are added to an existing cluster, on-demand and without impact to the  
running workloads.

The host architecture of the r5.metal instance and disk group struc-
ture differs from that delivered on the i3 host. The r5.metal uses three disk 
groups with a configurable capacity pool of 15 to 35TB per host, at the time 
of writing. In addition, compression is enabled by default to further extend 
the available storage to the cluster without the I/O overhead associated with 
deduplication.

TAbLe 3 r5.metal Projected Usable Capacity (Per Node)

Projected usable capacity per ‘35TB’ r5.metal host after 
compression Per Node

Effective Host Capacity (< 4 nodes, RAID-1, FTT-1) 16.7TB

Effective Host Capacity (4/5 nodes, RAID-5, FTT-1) 25.1TB

Effective Host Capacity (> 5 nodes, RAID-5, FTT-1) 25.1TB

The r5.metal hosts are combined into clusters and scaled up and down 
using the same controls as the i3 instance type, but with the additional 
flexibility to scale storage independently of the compute nodes.
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As illustrated in Figure 29, if the customer consumes the r5.metal, 
vSAN will use EBS volumes exclusively, both for the boot device and all 
storage capacity. Storage is provided by EBS gp2, which delivers flexibility 
for customers that have large storage capacity needs, but without highly 
intensive IOPS requirements.

The r5.metal supports raw capacity tier storage of 15 to 35TB per host 
and is configured at cluster creation. In a future release, this feature will also 
be configurable on demand, dynamically increasing capacity per host in 5TB 
increments

An additional advantage of the r5.metal instance is the automated 
replacement of a failed host. As the EBS volumes are external to the host, 
during a host failure scenario, the same volumes can be reattached to the 
new host. This significantly reduces any rebuild requirement of delta data, 
changes that occurred within the storage platform during the outage. In addi-
tion, EBS failures within a disk group are addressed more directly without the 
need to replace a host, even though EBS volumes are highly available within 
each region, so failures should be highly infrequent.

Either way, when a failure is encountered, automated remediation sys-
tems, which are built on a combination of VMware and EC2 technology, follow 
a series of automated workflows designed to reduce resync traffic and mini-
mize impact to the customer and their applications.

VMware expects the i3.metal host type to continue being the work-
horse of the service, providing a balance of CPU, memory, and storage. It 
remains the common choice for most workloads and is particularly aligned 
with applications that require higher performance or lower latency, such 
as OLTP databases or high-speed analytic solutions. However, for capac-
ity bound workloads the r5.metal instance and Elastic vSAN aligns best, 
with customers able to choose from 15TB, 20TB, 25TB, 30 TB & 35TB per 
host, delivering up to 140TB of capacity in a single 4 node cluster, or with 
16 nodes, 560TB.

For most r5.metal designs, performance will be a lower priority design 
factor. AWS set an IOPS limit to 16,000 per volume (regardless of the size) 

VMware Cloud on AWS boot device 
configuration is automated as part of 

the initial SDDC provisioning
Cache Tier

Capacity Tier

Boot Device

Amazon Elastic Block 
Store (EBS) Volume

Amazon EC2 
i3.metal

Amazon Elastic Block Store (EBS)

Disk Group #1

EBS EBS EBS

EBS EBS EBS

EBS EBS EBS

Disk Group #2

EBS EBS EBS

EBS EBS EBS

EBS EBS EBS

Disk Group #1

EBS EBS EBS

EBS EBS EBS

EBS EBS EBS

Figure 29 High-Capacity Workloads with EBS-Backed Volumes
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and the throughput limited is to 250MiB/s. While suitable for many common 
applications, this instance type is aimed at workloads with large capacity 
and moderate performance requirements, such as data warehousing, batch  
processing, or disaster recovery.

TAbLe 4 Comparing Host Storage Offerings

i3.metal r5.metal w/ EBS-backed Elastic vSAN

Fixed Storage Add storage independently of compute

High read/write intensive workloads 
with write bursts

Lower storage performance

requires full rebuild on host failure Transparent migration of EBS volumes to 
new host—does not require full rebuild

Performance optimized workloads Capacity optimized workloads

external Storage with VMware Managed Service 
Providers (MSP)
The final storage model available on VMware Cloud on AWS is external NFS 
datastores, offered through VMware Managed Service Providers (MSP).

This is a partner-driven service. As such, the specific options and capabil-
ities, along with the SLAs, will be delivered by the partner. This external stor-
age is accessed outside of the VMware Cloud cluster and can be consumed 
by both guest OS and at datastore level. These datastores are automatically 
attached over Direct Connect and are supported exclusively by the MSP, as 
illustrated in Figure 30. Use cases will, of course, be dependent on the achiev-
able throughput and I/O, as delivered by the MSP. However, general stor-
age, disaster recovery and data heavy applications might align well with this 
partner-driven storage model.

network arChiteCture

VMWare Cloud on AWS is built on NSX, with the service leveraging NSX-t 
functionality for all communication and security across the environment. As 
with storage and vSAN, it is not the intention in this pocket book to provide 
a deep dive into NSX capabilities, but rather to focus on how it relates to its 
implementation on VMware Cloud on AWS.

VMware Cloud on AWS leverages NSX-t capabilities to build a logical 
overlay network on top of the AWS VPC and SDDC constructs. In addition, 
it provides all firewalling capabilities, both ingress/egress and distributed, 
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and delivers all required routing and security services to the customer 
environment.

As illustrated in Figure 31, NSX offers 2 layers of routing within the cus-
tomer planform, the Tier-0 edge router, which provides a north/south gate-
way for traffic, and two Tier-1 routers, a management g(MGW) and compute 
gateway (CGW), which provide the north/south gateways for their connected 
networks. This means that the management and compute networks are sep-
arated into two distinct segments. The management networks are used to 
provide connectivity to the various infrastructure management components 
in the SDDC, which again, like compute and storage management resources, 
are protected by a limited access model for customer cloudAdmins.

The compute network is the customer space, where multiple logical 
network segments can be created to provide connectivity to and from the  
customer applications.

Core VPC Networking
The AWS VPC Networking provides the underlay for the SDDC and EC2 hosts. 
Each EC2 metal instance provides redundant connectivity to the AWS net-
work backbone, even though in vCenter the Elastic Network Adaptor (ENA) 
appears as a single physical interface.

As illustrated in Figure 32, this physical interface carries all traffic to and 
from the host via the N-VDS (NSX Virtual Distributed Switch), which makes up 
both management and compute logical networks over a series of VMkernel 
interfaces, used for the following purpose:

 ● vmk0: Host Management
 ● vmk1: vSAN

Amazon 
EC2 i3 
Metal

Amazon 
EC2 i3 
Metal

Amazon 
EC2 i3 
Metal

Amazon 
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ESXi ESXi ESXi ESXi

N-VDS

vCenter

Internet 
Gateway

Direct 
Connect
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Native 
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Logical Switch
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Figure 31 Network Overview
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 ● vmk2: vMotion
 ● vmk3: NSX Tunnel End Point (VTEP)
 ● vmk4: AWS API

The N-VDS sits on top of the AWS VPC network to provide the services 
shown, including network connectivity to the infrastructure management 
appliances of the SDDC and an NSX Tunnel End Point (VTEP), which is used 
for the NSX overlay (NSX network segments).

The NSX Overlay
VMware NSX creates an overlay network on top of the AWS VPC base-layer 
for NSX network segments. NSX uses the GENEVE (generic Network 
Virtualization encapsulation) networking protocol as its overlay within the 
SDDC, which provides a logical network architecture that is abstracted away 
from the AWS underlay.

As illustrated in Figure 33, Logical Routing provides East-West routing 
between different logical switches. The GENEVE network overlay encap-
sulates networks from the underlaying infrastructure so that intraseg-
ment traffic is either switched locally, for workloads on the same host, or 
is encapsulated and sent through the underlay, for workloads on different  
hosts.

Likewise, for intersegment traffic, the routing will take place locally where 
possible, or be encapsulated and sent through the underlay network for 
cross-host traffic.
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Firewall Overview
VMware Cloud on AWS offers two firewall solutions. The first is provided by 
the management gateway (MGW) and compute gateway (CGW) through 
the T0 edge router, which provides North-South protection for the con-
nected networks within the SDDC. North-South traffic is traffic that is 
ingress or egress to the data center. It is the traffic type that most traditional 
data center security solutions focus on, as the data crosses the data center 
boundary.

The second layer of firewalling focuses on East-West traffic and is pro-
vided by the distributed firewall feature. East-West traffic flows are enforced 
at the vNIC level of every workload and application, enabling traffic filtering 
on data that never leaves the data center.

Distributed Firewall (Microsegmentation)
One of the available features of VMware Cloud on AWS, delivered through 
VMware NSX, is the distributed firewall (DFW), also often referred to as 
microsegmentation.

Microsegmentation allows customers to logically breakup the data 
center into distinct security zones and provide security controls for ser-
vices that run across each zone. The key purpose of microsegmentation 
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is to restrict the ability of a hacker to move across different segments of 
a data center after the perimeter network has been compromised. This 
prevents lateral movement and can stop two workloads from talking to 
each other, even where they sit on the same subnet, thus containing an  
attacker.

On VMware Cloud on AWS the DFW runs as a service in an easily con-
sumable way. Furthermore, VMware Cloud simplifies the intelligent grouping 
mechanism, allowing the NSX cloudAdmin to go beyond the traditional con-
texts of IP Address or MAC Address and include logical constructs, such as 
security groups based on OS names, virtual machine names, services, appli-
cation type, etc., making it easy to implement simple and more granular secu-
rity controls.

This implementation flexibility means that VMware Cloud on AWS can 
make microsegmentation a reality inside an organization in a matter of 
hours, helping customers improve their security and cyberdefense security 
requirements.

Operating System Machine Name Services

Application Tier Regulatory 
Requirements

Security Posture 

Figure 34 Distributed Firewall Architecture

Securing Connectivity
VMware Cloud on AWS networking is made up of multiple uplinks and traffic 
flows, illustrated in Figure 35. These uplinks provide customers with multiple 
options and solutions for how connectivity from the Tier-0 edge router of 
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the SDDC can be configured. Each of the options illustrated will be outlined 
below.
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Figure 35 SDDC Uplinks and Traffic Flows

internet uplink
The internet uplink provides the SDDC with public internet connectivity via 
the AWS internet gateway (IGW) via the SDDC VPC construct. The Tier-0 
edge router is deployed with a default route to the IGW as its next-hop, 
for all traffic where the destination network is unknown. Egress traffic that 
flows over the IGW is billable by AWS, although the incremental charges are 
passed through to VMware and are provided to the customer as part of their 
VMware SDDC invoice.

AWS VPC uplink
The AWS VPC Uplink is the Tier-0 connection used to connect the SDDC 
edge router to the cross-linked VPC ENI, to the customer-owned and oper-
ated AWS VPC.

This is configured on the Tier-0 router via static route, pointing to the 
private address space of the AWS VPC router as the next-hop. This allows 
the cloudAdmins to build hybrid applications, disaster recovery, or data 
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protection solutions by routing traffic to certain AWS public services, such 
as the Simple Storage Service (S3), which can be consumed over this uplink.

Traffic that traverses this VPC Uplink is not billable when accessing AWS 
resources within the same AZ. All traffic to AWS resources outside this AZ is 
billable and invoiced via the customer-owned AWS account, which is linked 
to this SDDC at deployment. The AWS VPC uplink and the consumption of 
AWS native services will be addressed in far more depth later in this chapter.

iPSec VPN
IPSec Tunnels are primarily used to connect two networks, with all the traffic 
traversing the two points being encrypted.

In most customer designs there will be a requirement to maintain a per-
manent means of direct private connectivity between the VMware Cloud 
SDDC and the customers’ existing data center environment. In VMware Cloud 
on AWS an IPSec VPN or Direct Connect are the two different means of 
accomplishing this.

Both mechanisms will be discussed in the following sections; however, 
depending on the customer requirements, an IPSec VPN will often provide 
the most common approach to achieving secure connectivity to the pri-
vate IP address ranges of the SDDC. An IPSec VPN is implemented with a 
tunnel to the Tier-0 Edge Router, which supports both policy-based and 
route-based VPNs.

Customers can choose which of these two options is best suited to the 
existing environment they wish to connect to. However, in most cases the 
recommended solution would be to use a route-based VPN, as these are typ-
ically more flexible and have more features. Route-based VPN is required for 
building a redundant VPN connection, although a policy-based VPN is usually 
simpler to configure.

As the name implies, a route-based VPN is a connection in which a rout-
ing table entry decides whether to route specific IP connections (based on 
its destination address) into a VPN tunnel or not. This routing statement is 
placed in the routing table of the router, such as any other static, dynamic, 
or connected routes. Whatever traffic hits that interface is encrypted and 
decrypted according to the phase 1 and phase 2 IPSec settings.

As illustrated in Figure 36, within the VMware Cloud SDDC, the Virtual 
Tunnel Interface (VTI) interfaces are created on the Tier-0 Edge Router. The 
Border Gateway Protocol (BGP) is established over this uplink to learn BGP 
routes over the connection, in order to populate the routing table. It is this 
functionality of the route-based VPN that enables redundant tunnels to han-
dle the fail-over between multiple connections.

A static route is also required for a route-based VPN, so that any  
traffic flow destined to the remote network must traverse the virtual IPSec 
interface, which is defined when configuring this as part of the Phase 1 IPSec 
settings.
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A route-based IPSEC VPN can also be leveraged with ECMP (equal cost 
multi pathing) to enable customers to scale the bandwidth across multiple 
links. Multiple route-based VPN tunnels can be used in conjunction with ECMP 
to provide additional bandwidth and resilient connectivity to on-premises 
networks, native AWS VPCs, or to an AWS Transit Gateway (TGW).

A policy-based VPN does not use a routing table, but a special additional 
policy to decide whether IP traffic is sent through a VPN tunnel or not. The 
tunnel is specified within a policy with an action of ‘IPSec’. This policy is simi-
lar to policy-based routing, which takes precedence over the normal routing 
table. However, a policy-based VPN has no routing statements about the 
remote networks within the routing table.

In addition, a policy-based VPN only requires one policy, whereas a 
route-based VPN is created with two policies, one for inbound and another 
for outbound with a normal ‘Accept’ action.

In summary, the additional flexibility and configuration options of a 
route-based VPN are the primary reasons for it being the preferred solution 
for most IPSec VPN configurations in VMware Cloud on AWS. In addition, if 
there is a business requirement to create a redundant VPN connection and 
the target firewall is in route\NAT mode, which is the most common config-
uration, then the clear recommendation is to use a route-based VPN. If you 
don’t require a redundant VPN connection, then you can use a policy-based 
VPN. Also, a route-based VPN only works when the target firewall is in route/
NAT mode, whereas a policy-based VPN can also work with firewalls in trans-
parent mode configurations.

While there are other reasons to use a route-based or policy-based solu-
tion as well, these are rarely key design factors and are beyond the scope of 
focus of this book.

Layer 2 VPN
VMware Cloud on AWS also supports a Layer 2 VPN solution, which allows 
customers to extend a Layer 2 Virtual Private Network (L2VPN) to an 
on-premises network, using an IPsec tunnel.

These extended networks stretch a single subnet with a single broad-
cast domain across on-premises and VMware Cloud, so that you can migrate 
workloads to and from the cloud SDDC without having to change their IP 
addresses. The key use cases for customers to consume this L2VPN func-
tionality are data center migrations, disaster recovery, or cloud bursting, for 
dynamic consumption of on-demand compute resources. VMware Cloud on 
AWS, at the time of writing, only supports a single L2VPN connection; how-
ever, each L2VPN can have multiple VLANs extended.

NSX-t functionality delivered through the VMware Cloud on AWS allows 
for multiple networks to be extended with different tunnel IDs, on the same 
L2VPN tunnel. The configuration can further be simplified by delivering 
the L2VPN client functions through a standalone NSX Edge, which can be 
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downloaded and deployed into the on-premises data center. The L2VPN 
requires an IPSec VPN connection or Direct Connect and cannot be enabled 
by itself.

The L2VPN extended network feature is only used to extend virtual 
machine networks and carry workload traffic. This is delivered independently 
of the VMkernel networks used for migration traffic, such as underlaying ESXi 
Management or vMotion networks, which must consume either a separate 
IPsec VPN or a Direct Connect connection, depending on the requirements 
for the customer’s use case.

Direct Connect uplink
Direct Connect (DX) is a dedicated network service that allows a customer to 
establish a private connection between one of AWS’s Direct Connect loca-
tions and the customer’s data center, which does not involve traffic travers-
ing the public internet.

Direct Connect delivers a high-speed private backbone connection to the 
customer AWS account, which in turn can be attached to the VMware Cloud 
SDDC. Importantly the SDDC can leverage an existing AWS DX service—there is 
no requirement to provision a new dedicated DX for the VMware Cloud platform.

The AWS DX is provisioned within the customer owned and operated AWS 
account. Simply by adding a new private VIF (virtual interface), the account can 
also be associated with the VMware Cloud SDDC Organization. This means a 
single Direct Connect can be consumed for both AWS native services, such as 
Elastic Compute (EC2), Simple Storage Service (S3), as well as the many others 
which make up the AWS platform, alongside VMware Cloud on AWS.

Customers typically implement a Direct Connect solution when they are 
looking for a more consistent network experience than is possible over an 
IPSec VPN. Alternatively, this is a common approach where the customer 
has a requirement to ensure that the transfer of their sensitive data pro-
hibits the use of the public internet for reasons of compliance or corporate 
governance.

AWS charges for data transferred over the DX at a reduced rate, rather 
than the standard egress internet data transfer rate (DTR). However, as the 
DX service is owned by the customer managed AWS account, bandwidth 
charges over this uplink will be accrued on the customer-owned AWS account 
and will not be invoiced by VMware.

An AWS Direct Connect allows customers two different configuration 
options, depending on how they intend to consume the service. Customers 
can define VIFs on either a public or private resource space within the AWS 
region, which is the termination point for the DX.

Direct Connect – Public ViF: The public VIF option allows the Direct Connect 
customer to access the AWS public network directly, meaning the circuit is 
used to access the AWS public address space, which is advertised upstream 
from AWS to internet service providers.
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When the Direct Connect is configured with a public VIF, AWS will adver-
tise all their public IP space via BGP over the connection. For VMware Cloud 
this means that the DX will be used when connecting to components of the 
SDDC via their public IP address, such as the public IP of the Edge Router or 
the Elastic IP address of vCenter.

Essentially, a public VIF terminates at the AZ (public AWS address space), 
which is why an IPSEC VPN is needed across the DX to connect completely, 
whereas a private VIF terminates in the VPC.

One key design factor when configuring a public VIF is that the 
on-premises network must also be addressable through its own public 
address space.

Direct Connect – Private ViF: The private VIF Direct Connect solution en-
ables the service to be used for accessing the private IP address space of 
an SDDC VPC, replacing an IPSec VPN solution with a DX private VIF. This 
service design makes it possible to access the SDDC directly, providing a 
directly routed path between the customer’s on-premises network and the 
VMware Cloud SDDC within the AWS environment. This can be accom-
plished without the need for an IPSec VPN, although the option to config-
ure an IPSec VPN over a private VIF does exist.

Referring to the Tier-0 uplinks illustrated in Figure 35, the Direct Connect 
uplink is only used when the DX is configured with a private VIF, and not 
where a public VIF has been implemented. As a result, the SDDC Tier-0 
Router is in the path of the Direct Connect, meaning that the NSX firewall 
is enforcing the security. Therefore, the security policies of the SDDC will 
need to be configured to permit ingress and egress connectivity across  
the DX.

However, for the management and vMotion network interfaces of the 
ESXi hosts, which are connected directly to the subnets of the underlying 
VPC, the path through the Direct Connect will bypass the edge routers of 
the SDDC. This means where a private VIF configuration is in place, security 
between the on-premises network and the cloud ESXi hosts must be enforced 
on the on-premises site of the DX.

Direct Connect with VPN as Standby: It is also possible for both Direct Con-
nect and VPNs to be used in combination. For instance, a customer is able to 
utilize a DX private VIF link with an IPSec VPN configured for standby, should 
the primary link fail.

Networking best Practices
Your network connectivity choice will largely depend on the VMware Cloud on 
AWS use cases. However, there are some key questions to ask yourself when 
building the network design, although your network connectivity choices will 
be driven by the applicable VMware Cloud use cases.

Ch03.indd   55 14-08-2019   00:01:53



56
 

D
ata C

enter M
o

d
ernizatio

n w
ith V

M
w

are C
lo

ud
 o

n A
W

S
T

M

MGW

CGW
10.3.20.0/24

10.3.10.0/24

NSX

VMware Cloud on AWSOn-Premises

AWS 
Internet

GW
VLAN 10

VLAN20

AWS DX
Router

Customer
Router

This is a Private Hosted VIF. Customer needs to create a Hosted VIF and attach it to the Shadow AWS Account 
(managed by VMware) and the VIF will be located on the VMC Virtual Gateway (VGW).

10.10.0.0/16 10.30.0.0/16DX Location

AWS Direct Connect

Edge Router

Private VIF

Customer
Network

AWS Backbone
Network

10.132.254.49/30 10.132.254.50/30

On-Premises
Gateway

Figure 40 Direct Connect - Private VIF

C
h03.indd   56

14-08-2019   00:01:53



 VMware Cloud on AWS Technical Deep Dive 57

Visibility Requirements

• What granularity of data?
• Which tools should I use?

Connectivity Requirements

• Do I need to stretch 
networks?

• Do I need to maintain the 
same IP addresses?

• Do I need a Direct 
Connect?

• Where are applications 
accessed from? 

Security Requirements

• What is North-South 
Security Policy?

• Is there any East-West 
Security Policy?

• Do I need a centralized 
security policy?

Figure 41 Hybrid Connectivity Design Factors

iP Space Management and Administration
VMware Cloud SDDCs are linked during the initial configuration process to 
the customer owned and operated AWS VPC, and other additional network 
spaces that might be in use, such as on-premises or other SDDCs in other 
regions. Thus, it is a critical design requirement to plan IP address space 
appropriately prior to the initial deployment.

Any IP range consumed in the design must not overlap with any other 
range being utilized in any connected data center or cloud SDDCs. Figure 42 
illustrates a high-level example of a customer IP address design.

DHCP and DNS Services
Both DNS and DHCP Services are provided to the SDDC, if required, 
through NSX.

DNS forwarding and caching services are provided to the management 
and compute networks, which by default forward requests to public DNS 
servers.

However, should they be required, cloudAdmins can also configure cus-
tom DNS servers. If custom DNS servers are configured within the SDDC, 
these servers will likely be fenced by either a North-South firewall, East-West 
firewall, or both. As such, cloudAdmins must ensure that the DNS service 
ports are permitted through firewalls, to ensure that their service can be 
delivered to the required applications.

Like DNS, VMware Cloud on AWS also provides a basic DHCP service 
to the customer compute networks of the SDDC, which can be enabled on 
a per network basis at the time of creation. DHCP leases will also provide 
other related configuration information, such as subnet mask, DNS Service, 
and default gateway. However, should a customer wish to leverage more 
advanced features, a DHCP relay can also be configured within VMware 
Cloud on AWS. This feature allows customers to use the DHCP relay to lever-
age an advanced external third-party DHCP server.
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VMware ClouD anD awS natiVe SerViCe 
integration

One of the key differentiators of VMware Cloud on AWS is the ability to pro-
vide direct access across a high-bandwidth, low-latency link to AWS native 
services. Therefore, it is a prerequisite of the service that all customers main-
tain an AWS account, which is owned and operated by the customer. The 
one exception to this rule is where a customer is consuming VMware Cloud 
on AWS through a Managed Service Provider (MSP) Partner, in which case it 
is likely that the MSP will also own and maintain the AWS account on behalf 
of the customer, alongside the VMware Organization.

A few key design factors relating to the AWS account:

 ● The account is a day-1 requirement, as it must be provided as part of the 
SDDC deployment.

 ● This account is used to provide the necessary access directly to the AWS 
services from the VMware SDDC.

 ● The customer’s AWS account is completely owned and operated by the 
customer (or MSP). This account is not created or managed in any way by 
VMware.

 ● All billing and invoice accountability for this account is handled by AWS.

The VPC Cross-Link interconnect
During the initial SDDC deployment, it is mandatory for the cloudAdmin to 
provide account details of the customer-owned AWS account, so that the 
VMware SDDC can be cross-linked to the AWS VPC.

Once customer parameters are defined, the automated deployment 
process always places the VMware SDDC in the same Availability Zone (AZ) 
as the cross-linked subnet, as defined by the cloudAdmin in the VMware 
Cloud Console during the initial provisioning process. This occurs automati-
cally within the AWS infrastructure as AZ placement is defined by AWS sub-
nets, which are associated with a specific AZ within a region. As a result, the 
customer-deployed VMware SDDC will always reside in the same AWS AZ as 
the assigned customer AWS VPC.

The cross-linked VPC architecture is built consuming a series of AWS 
elastic network interfaces (ENIs), with an individual ENI link for each host in 
the SDDC to the subnet defined for the cross-linked AWS VPC. These ENIs 
are connections in the customer-owned VPC and enable routing between the 
VMware SDDC and the customer-owned AWS account. Once created, the 
ENIs are used to provide a forwarding path for traffic to and from the Tier-0 
edge router of the SDDC.

Within the AWS console, the required permissions to create the ENIs 
is granted via the AWS IAM (Identity and Access Management) service for 
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new roles that are generated within the connected AWS account using a 
CloudFormation template, an AWS service that provides a simple mechanism 
to provision infrastructure resources in AWS. The AWS Admin who executes 
the CloudFormation template, creating ENIs and the new links to the VMware 
Cloud Organization must have admin rights within the AWS account.

Once the CloudFormation template has been executed, the cross-link is 
then ready to be used by the Cloud SDDC to forward traffic to AWS services, 
maintained on the customer-owned AWS account.

VMware Cloud on AWS

VPC

Customer AWS Account

Route Table

VPC

Edge Router 
(T0)Customer 

Workloads

Logical Network

AWS Cloud

172.16.0.0
172.16.1.0
172.16.2.0

Amazon
S3

Amazon
RDS

ENI 
25Gbps

VMC Org VPC Subnet 1

Figure 44 SDDC Cross-Account ENIs

As illustrated in Figure 44, all traffic traverses the Tier-0 edge router to 
and from the cross-linked AWS VPC. The Tier-0 virtual appliance resides on a 
single host. It is the ENI associated with this specific host that will be used to 
forward traffic using static routes, which are created automatically as logical 
networks are added to the SDDC.

Likewise, static routes are also added to the main routing table of the 
customer-owned VPC, where the next-hop is defined as the ENI of the 
VMware host where the Tier-0 edge router is placed. This route is dynami-
cally updated should the Tier-0 appliance migrate to a different host in the 
cluster, either for a maintenance operation or a host failure event.

As the SDDC deployment process places the hosts in the same AZ as the 
customer-owned VPC. Traffic traversing the VPC Cross-Link Interconnect is 
not billable by AWS or VMware.

When accessing the AWS console to observe the configuration, the 
cross-account ENIs are visible from the customer-owned AWS account, when 
viewing the network interfaces within the EC2 management pages. When 
examining the configuration, you’ll observe that additional ENIs are created, 
beyond those for each host. Additional ENIs are created by VMware for future 
expansion and maintenance, including lifecycle management. Importantly, 
even though these ENIs can be modified or removed from the EC2 manage-
ment console, doing so will impact connectivity to the cross-linked SDDC and 
inhibit VMware’s ability to maintain the service for the customer.
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Multi AWS VPC Architecture
A common requirement from customers is that they wish to build cross-VPC 
solutions that meet business and technical requirements, which might not 
align to the one-to-one VMware SDDC and AWS VPC architecture so far 
discussed. For instance, it is perfectly possible for a customer to cross-link 
multiple VMware SDDCs to the same AWS VPC, in a hub-and-spoke archi-
tecture, as illustrated in Figure 45. While this architecture is supported and 
is in use by multiple customers, IP address planning once again becomes 
a key design factor, to ensure that no overlapping IP address space exists 
between SDDCs.

AWS Cloud

VPC

VMware Cloud on AWS

VPC

VMware Cloud on AWS

VPC

VMware Cloud on AWS

VPC

VMware Cloud on AWS

VPCNo Overlapping IP 
Ranges 

Figure 45 VMware Cloud Hub and Spoke Solution

Another common use case is the reverse of that illustrated in Figure 45, 
for the customer to be able to connect multiple AWS VPCs securely to a 
single VMware SDDC. For this requirement, two alternative options exist 
from AWS, which are the most common and recommended approaches for 
customers, the Transit VPC or Transit gateway.

Transit VPC: The Transit VPC is the traditional mechanism used by AWS cus-
tomers to enable the required hub-and-spoke interconnectivity across multi-
ple VPCs. The Transit VPC is based on the use of IPSec VPNs, which enable 
the central VPC hub to communicate with multiple spoke VPCs.
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The Transit VPC solution allows customers to simplify network connectivity 
by using an IPSec VPN overlay, overcoming an AWS VPC constraint that 
prohibits transitive routing, where the VPC forwards traffic between two or 
more different networks. The Transit VPC model also enables a single entry 
point for Direct Connect or IPSec VPN termination to on-premises.

The transit VPC solution simplifies network management and minimizes 
the number of connections required to connect multiple VPCs to the SDDC.

On-Premises

Network

IPSec VPN 
Connections

AWS Cloud

VMware Cloud on AWS

AWS Cloud

VPC

VPC

VPCAWS Cloud
IPSec VPN 
Connections

Transit VPC

Availability Zone 1

Availability Zone 2

Figure 46 Transit VPC

As illustrated in Figure 46, the Transit VPC makes the VMware Cloud 
SDDC connectivity to the Transit VPC, and onto multiple AWS native VPCs 
simple. Connectivity is achieved using multiple route-based IPSec VPNs from 
the Tier-0 edge router of the Cloud SDDC to the termination point in the 
Transit VPC. From an AWS perspective, the Transit VPC is simply an additional 
VPC in the design.

Transit gateway: The Transit Gateway (TGW) service was announced by 
AWS at re:INVENT 2018 and is designed to provide a higher performance 
hub-and-spoke design than was previously available on a Transit VPC archi-
tecture. This is possible because it is not dependent on an IPSec VPN overlay 
for each connected VPC. The Transit Gateway approach further simplifies 
the design by using high-speed direct links, eliminating the operational and 
performance overhead of IPSec encryption.

However, the Transit Gateway does still consume IPSec VPNs for non-VPC 
networks, such as on-premises endpoints and significantly, VMware SDDCs, 
as illustrated in Figure 47.
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Figure 47 Transit Gateway

While the connectivity over an IPSec VPN to the VMware SDDC is cur-
rently a limitation in this architecture, this will hopefully be addressed in time, 
allowing the SDDC to be integrated as just another VPC branch. With this 
feature in place, the Transit Gateway will clearly offer significant advantage 
over the use of a Transit VPC architecture.

awS Data tranSfer CoStS

A number of AWS services have associated data transfer costs, which is the 
cost of moving data in or out of the service or between services in different 
AZs or Regions. Some AWS services have egress (outgoing) traffic costs, 
such as S3, while others have both egress and ingress (incoming) costs, such 
as when transferring data across EC2 instances in different AZs.

Data transfer across regions or across multiple AZs inside a region is also 
chargeable. Transferring data across AWS regions has the same cost struc-
ture as transferring data across the internet, with ingress traffic being free 
and egress traffic, from the source region, being chargeable, although Direct 
Connect associated traffic is charged at a lower rate. Transferring data across 
AZs within a region, within or between AWS services, is charged. This means 
all data transfers within the same region, but in different AZs, also have an 
associate cost. However, data transfers within the same AZ are free, assum-
ing private IP addressing is in use.

The cost of outbound data transfer to the internet is dependent on the 
region. For instance, as illustrated in Figure 48, for an S3 bucket located in 
the US West (Oregon) region, the first GB per month is free with the next 
9.999 TB per month costing $0.09 per GB. However, if the S3 bucket is 
located in the South America São Paolo region, the first GB per month is still 
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at zero cost, although the following 9.999 TB per month is more expensive 
at $0.25 per GB.

Traffic associated with the VMware Cloud on AWS VPC under the scope 
of the VMware owned AWS subaccount, such as egress data to the customer 
data center or the cross-AZ traffic associated with deploying stretched 
clusters, is cross charged by VMware and will be indicated on the VMware 
invoice. However, all data transfer traffic associated with the customer owned 
AWS VPC account remains under that account for billing.

To help visualize how this fits together, illustrated in Figure 48 are the 
various types of data transfers associated with VMware Cloud on AWS and 
the cross-linked customer owned VPC, with AWS EC2 instances and S3 
buckets. Rates shown are for the US West (Oregon) region.

A full deep dive into understanding all AWS data transfer costs is beyond 
the scope of this book and customers should refer to AWS and VMware 
online documentation for further depth of knowledge.
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Chapter 4

Addressing dAtA Center PAin Points

The past has been challenging for many organizations when it comes to data 
center management, and for the vast majority of businesses, many promises 
about the future of cloud remain in the distant future. The constraints of the 
data center, whether it be aging infrastructure, scalability limitations, or sim-
ply a platform that is bogged down with technical debt, needs to be reimag-
ined in a way that aligns with the actual needs of the business. Adapting and 
breaking free from past constraints is key, with the business being at the 
heart of all data center related decision making.

So why is now the time to rethink a data center strategy? Today, many 
trends are building and users, devices, and learning algorithms are accessing 
business data in new ways. Organizations have never had so much reason 
to develop ways to put their data at the core of everything they plan for the 
future. This requires new applications and workloads being accessed by tens 
of thousands of people or even millions of devices. With this level of change 
unfolding, it becomes more and more clear that a new kind of data center 
solution is required. A next-generation data center is one that has broken 
away from the traditional boundaries of compute, storage, and networking 
and embraces a new hybrid-cloud model in a low risk, operationally efficient, 
and most importantly, an achievable way.

Let’s start with the migration of applications and other common services 
to the cloud, which is not as easy as some people say it is. Firstly, you’re deal-
ing with multiple workload formats, and it’s not just a matter of converting a 
VMware virtual disk file (VMDK) into an AWS AMI or a Microsoft Azure VHD 
file. It’s far more about delivering operational consistency and minimizing  
business risk.

The Case for Data Center 
Modernization
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Moving an entire organization’s IT operational support model doesn’t 
happen easily and leveraging long established and well understood skillsets, 
tools, processes, and procedures minimizes or negates many of the associ-
ated risks linked with a cloud migration strategy.

How do you integrate the Public Cloud while still retaining control of your data?

Public 
Cloud

Private 
Cloud

Hybrid

Performance Access Availability Scalability Protection

Governance 

Figure 49 Private and Public Cloud Operational Challenges

Next, consider the skills needed to manage the migration process itself 
and the changes to the day-to-day operations when migrating to public 
cloud. The different security baselines and differing tools used for identity 
management are key risks, so the organization must have a plan to ensure 
the security of applications both during the migration and once migrated.

One key road block in this scenario are those traditional applications 
running in enterprise data centers, which are stateful, running on a resilient 
vSphere platform, protected by established technologies such as vSphere 
High Availability (HA) and Distributed Resource Scheduler (DRS). When 
compared with the public cloud model, you will be looking at adopting a dif-
ferent Service Level Agreement (SLA), from an infrastructure perspective. 
Therefore, often this stateful application must be rebuilt to become state-
less and incorporate resiliency within the application itself, across the public 
cloud’s infrastructure, for it to survive an unexpected failure.

Even though the public cloud excels at many things, a lot of customers 
struggle with refactoring their applications to leverage services like auto-
mated load balancing and auto-scaling, in order to transform their application 
architecture, and to get it working and maintain similar SLA expectations in 
the public cloud.

Likewise, provisioning new workloads is very different in public clouds 
than in an on-premises datacenter and requires new tools and skills, which 
are typically inconsistent and not interoperable between on-premises and 
public cloud environments.

As a result of these challenges, many organizations have been trying to 
achieve a private and public combination—a hybrid environment. Over the 
last few years we have seen a number of different ways in which customers 
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have tried to leverage a mix of platforms, looking for that operationally  
efficient hybrid cloud model that everyone seems to covet.

Some customers have developed a strategy around keeping their pri-
mary data center as a private cloud and selectively building new applications 
in public cloud, or even leveraging public cloud for key strategies, like disas-
ter recovery or geographical expansion in new global locations. Other cus-
tomers have aimed to reduce their own private data center footprint and run 
more applications from the public cloud, at times migrating in a lift-and-shift 
model, or selectively targeting specific applications for refactoring on a cloud 
native platform. Some businesses have even decided to get out of managing 
their own data centers all together and have pursued the asset-light, zero 
data center model.

Finally, there are those who aim to make their private and public cloud 
platforms equal and fully integrated and aim to develop a consistent oper-
ating model across both. In this model the goal is to easily migrate work-
loads between platforms, based on demand or availability, or simply scale as 
required to meet business requirements.

How do organizations then integrate public cloud while maintain-
ing a common set of processes and operational procedures across 
on-premises and cloud data centers? If you haven’t guessed already, 
this is where VMware Cloud on AWS can help.

The VMware marketing goes along the lines of—VMware Cloud on AWS 
is making the hybrid cloud real—and while that is a well thought out ban-
ner for slideware, if the challenges we’ve highlighted in this chapter sounded 
familiar to you, then this service is a potential answer to many of those 
long-lived and ongoing data center challenges.

VMware Cloud delivers VMware SDDC instances on public cloud in any 
global region where AWS operates. This in itself enables customers to migrate 
in a simple, fast, and low risk manner to public cloud. VMware HCX, which will 
be discussed in more detail in the next chapter, allows customers to even 
further simplify their cloud migration initiatives and accelerate that strategy.

VMware Cloud on AWS also allows IT operational teams to continue to 
manage their public cloud vSphere-based resources with a common toolset, 
alongside the existing data center resources, without the need to learn new 
skills or purchase new tools.

With a familiar architecture, a common operational toolset and expe-
rience across existing data centers and in the public cloud, the operations 
team can instantly drive business goals, without being bogged down by 
learning new tools and implementing new processes and procedures. This 
alongside the familiarity and robustness of VMware technologies, easy 
workload portability, and low-latency, high bandwidth access to native AWS 
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services, can quickly demonstrate the unique value of the VMware Cloud on 
AWS hybrid model.

ensuring AvAilAbility, disAster reCovery 
And dAtA ProteCtion

As highlighted previously, the unique combination of AWS EC2 and VMware 
technologies provide a number of significant advantages to customers, such 
as on-demand scaling of resources, automated host remediation after a hard-
ware failure, and in the case of the r5.metal instance with Elastic vSAN, stor-
age that can dynamically be attached to a new host after a host failure.

ensuring Availability
VMware Cloud on AWS delivers compute, storage, and network resources 
on demand, with cloudAdmins being able to modify cluster size dynamically 
via the VMware Cloud web console, as required by the business applications. 
This feature of VMware Cloud on AWS drastically alters how cloudAdmins 
can manage compute and storage resources. No longer do they have to go 
through hardware procurement processes, racking, installing, and testing of 
hardware. Now, with this unique blend of AWS EC2 and VMware technology, 
the customer can simply specify the number of hosts to add or remove from 
their SDDC, and the additional resources are available within minutes.

When the host is added to the cluster, VMware Cloud configures every 
aspect of the new node, including the VMkernel ports and logical networks 
automatically. Minutes later, once the new host is connected to the network 
and added to the cluster, the vSAN datastore is automatically expanded, 
allowing the cluster to consume the new capacity.

Likewise, hosts can be removed from the cluster, with their workload data 
being fully evacuated prior to their removal completing.

With this on-demand hardware model, customers can adopt a just in  
time capacity consumption solution, which may alter commercial commit-
ments, as hardware will no longer be needed to be purchased in the tradi-
tional way.

Automated host remediation builds on this Elastic Cluster technology to 
also address host failures within the Cloud SDDC. When VMware SRE auto-
mated management and monitoring systems detect a fault, regardless of the 
cause of the failure, once detected, a remediation workflow provides a con-
sistent path to replacing the host. These workflows take full advantage of EC2 
capabilities to automatically add a new host to the cluster and rebuild data 
as necessary from across running hosts, before removing the failed instance 
from the cluster, leaving it fully replaced by the new node. The Elastic Cluster 
automation takes care of all the host configuration automatically, without any 
interaction required from the customer.
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AZ: eu-west-1a

vSphere High-Availability 
Host Auto 

Remediation 
Workflow

Figure 51 Self-Healing Automated Host Remediation

In addition to the above advanced availability solutions, the introduction 
of the r5.metal instance type added new ways in which EC2 automation could 
be leveraged to provide additional self-healing capabilities to VMware Cloud 
on AWS.

The r5.metal failure automation workflow follows a similar path to the 
i3 instance; however, when the failed node is removed from the cluster, the 

Figure 50 Adding and Removing Host Resources
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original EBS volumes are left in place, simply detached from the host. These 
existing disk groups are then reattached to the new host. The key advantage 
to this solution is that all the data stored on the failed host is now attached 
to the new host, requiring minimal resync I/O and network traffic for delta 
data only.

Similarly, if a disk group fails on an r5.metal host, Elastic vSAN will auto-
matically provide a replacement for the failed device and rebuild lost data 
from other nodes in the cluster, without having to replace the host, and again, 
minimizing resync time, I/O, and network traffic.

AWS regional Availability: The VMware Cloud Service Offering is deployed 
in AWS data centers in multiple regions and is been rolled out rapidly to all 
regions based on customer demand.

The AWS region where the customer SDDC will be deployed is chosen 
by the customer, without any restriction to which data center a customer 
can select, as long as the VMware offering is available in the chosen loca-
tion. Once the cloud SDDC is deployed, all customer workloads will persist in 
that data center region, potentially across multiple AZs, if a stretched cluster  
configuration has been deployed.

APAC
AMER

EMEA

Figure 52 The AWS Global Infrastructure

Geo expansion and the flexibility to deploy resources into new data 
center locations within a matter of hours, rather than months or years, is a 
key business driver and technical use case for VMware Cloud on AWS. As 
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a global service, dependent on the location chosen, VMware will provide 
compliance and meet regulatory standards based on customer demand. 
Many of these compliance and local regulatory standards are already in 
place and a number are currently being rolled out. If regional regulatory 
or compliance standards are a design factor, these need to be considered 
in the design phase, with the latest information available from VMware 
online.

Support Model: VMware Cloud on AWS is a fully configured VMware soft-
ware stack, delivered as a service, operated, sold, and supported by VMware. 
Therefore, support is provided by VMware directly. The exception to this is 
where the service is delivered through a Managed Service Provider (MSP), in 
which case, the MSP owns the relationship with the customer, including Tier-1 
support. The AWS infrastructure for VMware Cloud on AWS is managed by 
VMware, with ongoing monitoring and proactive alerting going directly to 
the VMware Site Reliability Engineering (SRE) team. The VMware SRE team 
is responsible for all ongoing stack maintenance, including upgrades and 
lifecycle management of each component of every SDDC deployed on the  
platform.

The SRE team provides all back-end support and is made up of system 
and software engineers who solve production problems, in order to keep 
the service available. In addition, the SRE team continuously aims to improve 
availability and reliability to improve the efficiency of the service. The VMware 
SRE team is not customer facing, all customer facing support is addressed by 
the front-end support team.

Front-end, or customer facing support is provided through a dedicated 
group within the VMware Global Support Services (GSS) Organization. 
Front-end support is available through the VMware Cloud Console via an inte-
grated live-chat window, which is typically the quickest means of obtaining a 
solution, although support is also available via telephone.

The support model provided by VMWare is 24x7x365. However, 
the response SLA is based on the severity of the problem, as outlined in  
Table 5.

Service Level Agreement (SLA): VMware provides a production level SLA 
to customers and partners, which is focused specifically on the SDDC infra-
structure and the availability of management components. These include 
the uptime of compute, storage, and network elements of the Cloud SDDC 
and the management components, such as vCenter and its associated in-
frastructure. If any of these have downtime, then the overall SDDC infra-
structure is considered to have had downtime. In the unlikely event of this 
occurring, customers can request service credits for SLA events that impact 
their service.
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In addition, there is also an expectation on customers to conform to sev-
eral key requirements, in order to qualify for SLA Service Credits. These are 
defined in the SLA, but include:

 ● You must have a minimum configuration storage policy for all workloads of 
a number of Failures to Tolerate (FTT) = 1 when the cluster has 3 to 5 hosts, 
and a minimum configuration of FTT = 2 when the cluster has 6 to 16 hosts 
(except r5.metal with =>6 nodes can have FTT=1).

TAbLe 5 Targeted Support Response Times

Severity
Target 
Response Time Service Request Example 

1 30 minutes 
or less

Critical business impact 
Severely impacted service, so that the customer 
cannot reasonably continue work. Severity Level 1 
problems could have the following characteristics:

 ● System hangs or crash situations
 ● Data loss or data corruption
 ● Critical functionality not available

2 4 business hours Significant business impact: 
Important service features are unavailable. Severity 
Level 2 problems could have the following charac-
teristics:

 ● Product error or failure
 ● Severely degraded performance
 ● Functionality unavailable but the system can 

operate in a restricted fashion

3 8 business hours Minimal business impact: 
Service features are unavailable, but a workaround 
exists, and the majority of functions are still useable. 
Severity Level 3 problems could have the following 
characteristics:

 ● Error message with workaround
 ● Minimal performance degradation
 ● Incorrect service behavior with minor impact

4 12 business hours Nominal business impact: 
Minor problem or question that does not affect the 
service function, such as How To’s, documentation 
or general questions. Severity Level 4 problems 
could have the following characteristics:

 ● General requests for advice on product usage
 ● Clarification on product documentation or 

release notes
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 ● The storage capacity for the cluster retains slack space of 25 percent 
available.

 ● There must be sufficient capacity on the cluster to support starting of a 
virtual machine.

VMware Cloud on AWS Data Protection: Protecting virtual machines is a crit-
ical component of any production environment. In VMware Cloud on AWS 
this function is driven by partner integrated solutions, developed by indepen-
dent software vendors (ISV).

Data protection is the process of safeguarding important informa-
tion from corruption, compromise, or loss, which today must be addressed 
alongside newer challenges, such as massive data growth, the growth of 
container-based workloads, and the pivot towards storing data in the cloud.

However, these are just some of the challenges organizations are fac-
ing today. The ever-increasing costs for greater storage capacity, demands 
for shorter recovery point objectives (RPO), the increasing expectations for 
the rapid provisioning of backup services, and the complexity of manag-
ing backup workflows alongside the sheer volume of data, makes the data  
protection challenge greater than ever.

Data protection for VMware Cloud is provided through partner solutions, 
with many of the most common solutions being supported. This is useful 
and part of the platform’s value proposition. As more and more organiza-
tions migrate applications to the cloud, they often find that existing solutions 
are not supported, and therefore must build new operational processes and 
often invest in new solutions, even though their aim is to maintain the same 
data protection for the business as they did in their on-premises environ-
ment. In many cases, this might also include application-aware backups to 
provide application-consistent restores that are a key part of the business 
continuity plan, data protection, and disaster recovery solution. This level of 
integration is often not achievable with snapshot-based solutions offered in 
the public cloud.

In order to address this challenge, VMware offers a partner certification 
program for validated solutions on VMware Cloud on AWS. This provides 
third-party software vendors with the highest level of product endorsement 
and lists the solution on the online compatibility guide.

In this model, VMware certifies the partner solution. The customer is then 
able to deliver a platform that can meet the same requirements in the cloud 
as on-premises, with operational consistency for image-level or in-guest data 
protection.

The VMware Cloud platform maintains full support for the vStorage 
APIs for data protection (VADP) including VDDK (Virtual Disk Development 
Kit) support, which provides a new set of libraries to create and access 
VMware virtual disk storage, which can be consumed in conjunction  
with VADP.
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Another key benefit to the VMware Cloud on AWS solution is that data 
protection solutions can leverage the elastic network interface (ENI) to pro-
vide high speed low latency access to AWS native storage solutions, for use 
as backup storage targets. AWS services such as S3 storage and EFS stor-
age can be consumed by EC2 based backup appliances with no ingress or 
egress charges when traffic traverses the VPC cross-Link Interconnect in the 
same AZ.

EC2 Instance Back 
Repository 

(S3)

AWS CloudVMware Cloud on AWS

.. 

Backup 
Server

Backup 
Proxy

Glacier Archive 

A
rchiving

 P
o

licy Snapshot

ENI 
@25Gbps

Figure 53 Data Protection Architecture

It is noteworthy to highlight that VMware maintain this platform at the 
highest version of available software. Therefore, there is a requirement to 
understand how major release upgrades are handled by VMware, to ensure 
there are no compatibility issues with tooling and backups, which may need 
to be upgraded. This should be included as part of an operational process or 
technical run book change that will need to be put in place to address any 
gaps for managing any new backup approach or updates to existing solutions.

Finally, as a managed service, customers are not provided with root 
access to hosts. Therefore, backup solutions requiring the insertion of VIBs or 
root access to the host servers are not supported by VMware Cloud on AWS.

Summary
It is important to remember that data protection provides only one part of an 
organization’s business continuity plan. The three components of business 
continuity are:

 ● High availability, which in VMware Cloud on AWS is provided by the 
unique combination of the AWS EC2 metal service and VMware technolo-
gies, such as vSphere HA and DRS.
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 ● Disaster recovery, which is provided in VMware Cloud on AWS through 
either the VMware Site Recovery Service or potentially via HCX, both of 
which will be addressed in more detail in the next few chapters. These 
add-on services provide a set of tools and procedures to enable the recov-
ery or continuation of the infrastructure and systems following a significant 
failure.

 ● Data protection, which as discussed, safeguards business data from cor-
ruption, compromise, or loss through a choice of multiple VADP based 
backup products that can leverage the VPC Cross-Link Interconnect to 
native AWS services, introducing a range of new data protection options 
for customers to leverage.

Figure 54 highlights how a combined solution, leveraging each of the 
above, results in a robust, production ready, business continuity solution, with 
minimal configuration or effort to maintain over time.
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Chapter 5

Migration Planning

The migration of applications to the cloud, a place considered by many to be 
preferable for a whole range of reasons, requires customers to be prepared 
for that transition. This will be the focus of this chapter.

As we have already highlighted, one of the key differentiators for VMware 
Cloud on AWS is the operational consistency and the ability to move appli-
cations to the public cloud, without the significant risk and lack of return on 
investment for refactoring those applications. Therefore, while many custom-
ers are building net new environments and application platforms on VMware 
Cloud on AWS, for many it’s the complexity and risks associated with moving 
existing applications to the public cloud that is a key driver for adoption.

Migration planning is a huge topic to cover here, therefore we will just be 
looking at it from a mile-high viewpoint, with the key factors associated with 
migration to VMware Cloud on AWS being addressed.

The deployment of the VMware Cloud SDDC is simple and takes a mat-
ter of minutes, assuming you have properly prepared and have the infor-
mation you need on hand. Once deployed and all necessary configurations 
have been completed and communication is verified, the next step is to begin 
migrating applications. However, before this can be done, there is likely to be 
a process of analysis and gathering of data about the existing environment, 
predominantly focusing on not only application requirements but also the 
needs of the business. Therefore, the planning of application migration and 
processes around it are likely to be significantly more prolonged than the 
actual deployment of the environment itself. As a result, this needs to be  
factored into the overall migration planning.

Planning for Application 
Migration with HCX
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In most organizations, technical and business discovery can be carried 
out through the use of specific application dependency and discovery tooling 
and a series of internal workshops and discussions with the various lines of 
business and application owners.

Technical data gathering might include the use of VMware tools such as 
vRealize Network Insight and vRealize Operations to map the characteristics 
of the application and its supporting component services, such as DNS or its 
external authentication mechanism. The aim is to understand the complexity 
of the application and therefore the potential complexity of its migration. In 
addition to its specific network communication and dependencies, other data 
points on some or all of the following workload characteristics might also 
provide the insight into the source environment required to prepare for a 
successful migration project:

 ● Provisioned, average, and peak memory
 ● Provisioned, average, and peak CPU
 ● Provisioned, average, and peak storage I/O
 ● Current latency across the environment and applications
 ● Raw storage provisioned and used

While this is not a comprehensive list of metrics that may be required, 
using the cumulative data gathered from the tools such as those listed, it 
is possible to bucketize workloads into collections of applications with simi-
lar migration characteristics. From this point it is then possible to build con-
sensus with lines of business and application owners on the methodology 
required to move these applications and their supporting services to the 
VMware Cloud SDDC.

Migration

Cold 
Migration

Replication 
Assisted vMotion

Bulk 
Migration

HCX

Downtime Low 
Downtime

No 
Downtime

Figure 55 Bucketizing Workloads
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Additionally, we must not forget to consider and similarly categorize busi-
ness criteria, in how it relates to the criticality of the application, the operat-
ing model of the application, and most significantly, the potential impact to 
the business if a migration was to be unsuccessful. Key criteria that must be 
addressed include, but might not be limited to:

 ● The business value of migrating the applications to the cloud, or return on 
investment (ROI)

 ● Buy in from application owners or line of business
 ● Security or compliance requirements
 ● Licensing restrictions that might impact the cloud strategy
 ● Support concerns if a third-party is managing the application and might 

not agree on the strategy or future supportability of the application on the 
VMware Cloud platform

As we have seen, there is a significant amount of preparation work that 
should be taken into consideration and completed prior to starting any migra-
tion project and moving applications. Once complete, the primary technologi-
cal aim of any migration project is to move the existing applications from their 
existing data center to the VMware Cloud, quickly, efficiently, cost effectively, 
and with as little associated risk as possible.

introduction to HcX

The primary aim of VMware HCX is to provide application migration capabilities 
without application downtime, or with minimal application downtime, and with 
no requirement to refactor applications, or their dependencies, in any way.

VMware HCX provides the hybrid cloud capabilities to bridge between an 
existing data center and the VMware Cloud SDDC. The service offers bidirec-
tional application migration, which delivers data center mobility for live bulk 
migration and low downtime migration to VMware Cloud on AWS. Built on 
top of SilverPeak SD-WAN technology, HCX provides a high throughput net-
work extension with WAN optimization, traffic engineering, automated VPN 
with strong encryption datacenter interconnectivity, and built-in vSphere pro-
tocol proxies.

Through this combination of features, VMware HCX enables cloud 
on-boarding, without the need to upgrade the source infrastructure, support-
ing migration from vSphere 5.0+ to VMware Cloud on AWS, with a simple low 
risk migration SaaS platform.

It’s important to highlight, while here we will be discussing VMware HCX in 
the context of migrating to VMware Cloud on AWS, this tool is not exclusively 
available for this platform, but is a part of the VMware Cloud services portfolio, 
meaning that it can be leveraged by customers and partners for a wide range of 
migration projects. However, this service is bundled as part of the VMware Cloud 
on AWS subscription in order to facilitate simplified migrations to this platform.
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HcX coMPonent overview

While VMware HCX is provided through a SaaS based platform, which is deliv-
ered and integrated into the VMware Cloud on AWS console, migration-based 
connectivity is point-to-point, meaning no customer migration data traverses 
the SaaS based components.

Therefore, as outlined below, HCX requires several components, in the 
form of virtual appliances, to be deployed at both the source data center 
and on the VMware Cloud AWS target SDDC. These various appliances work 
together to provide a range of management and network services, which 
ultimately deliver the HCX migration platform.

VMware HCX is initially deployed through the HCX Manager virtual appli-
ance, along with a vCenter plug-in that enables the HCX feature. Once the 
HCX Manager virtual appliance is deployed, it is responsible for deploying 
the other appliances required. On VMware Cloud these deployment work-
flows are fully automated and integrated into the platform. However, where 
the migration is from a customer-owned data center to VMware Cloud on 
AWS, and not Cloud-to-Cloud (Cloud SDDC to a different Cloud SDDC, within 
or across regions) then the mirrored appliance configuration must also be 
downloaded and manually deployed at the source location.

Infrastructure Hybridity

App Mobility

vSphere 5.0+
On-Premises

HCX

Internet

HCX HCX

On-Premises

L2 over L3 IPSec Tunnel

VMware Cloud 
on AWS

Figure 56 VMware HCX Overview
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The VMware HCX platform is deployed through the technologies and 
capabilities of the following four component appliances:

 HCX enterprise Manager Appliance: Provides the framework for  
deployment of the HCX service appliances. It integrates with vCenter  
and leverages existing SSO for authentication.

 HCX WAN interconnect Appliance: Provides migration and cross-cloud 
vMotion capabilities over the Internet or private lines. The HCX WAN 
Interconnect Appliance also provides suite-B encryption, traffic engi-
neering and workload mobility.

 HCX WAN Optimization Appliance: Improves performance charac-
teristics of Internet or private lines and leverages data-deduplication 
and line conditioning, for performance that is closer to a LAN  
environment.

  HCX Network extension Appliance: Provides high performance L2 
extension capability, which is capable of 4-6Gbps of throughput  
per VLAN. This component can be scaled out to accommodate the  
extension of additional VLANs.

TAble 6 VMware HCX Component Requirements

HCX Component vCPU Memory Disk 1 Disk 2

HCX Enterprise Manager 4 12 GB 60 GB N/A

HCX WAN Interconnect 8 3 GB 2 GB N/A

HCX WAN Optimization 8 14 GB 30 GB 70 GB

HCX Network Extension 8 3 GB 2 GB 512 MB

Migration MetHodology

As outlined, depending on the application migration window, tolerable down-
time, available bandwidth, latency, and other network factors, HCX offers 
multiple migration options to align with business and application owner 
requirements.

live Migration (long-Distance vMotion)
HCX facilitates the zero-downtime migration of workloads to or from VMware 
Cloud on AWS, with or without Replication Assisted vMotion (RAV).

The ability to move a live running virtual machine between the cus-
tomers data center environment to VMware Cloud on AWS is a compelling 
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differentiator for the platform and an essential component when talking 
about hybrid cloud.

Standard Long-Distance vMotion, which you are probably most familiar 
with, is the ability to perform a live migration across geographically separated 
data centers over a WAN connection. This vSphere feature can be leveraged 
with VMware Cloud on AWS, although there are a couple of prerequisites 
that must be met for it to be a supported migration strategy. The first require-
ment is Hybrid Link Mode and the second is the AWS Direct Connect Service, 
which must exist between the customer’s existing data center environment 
and the VMware Cloud SDDC.

While this seems like the obvious and simplest migration strategy, signif-
icant consideration must be given to the amount of data being live migrated, 
the bandwidth of the pipe that is being used, and any latency issues that may 
occur between source and destination. Additional key factors with standard 
Long-Distance vMotion are the change rate of a running workload’s disk and 
memory and the fundamental bandwidth management challenges associated 
with migrating large amounts of data across distance, without any network 
efficiency technologies being leveraged in the data path.

HCX Assisted vMotion
VMware HCX allows you to simply click a virtual machine and migrate it to the 
VMware Cloud SDDC, just like standard Long-Distance vMotion. However, 
on the back-end, HCX is doing all the work of incorporating the integrated 
SilverPeak SD-WAN capabilities to provide network efficiency through dedu-
plication, compression, WAN acceleration, and traffic management, such as 
intelligent routing. As a result of the compression and optimization features 
of HCX, bandwidth requirements are significantly reduced, with HCX only 
requiring approximately 100Mbit of bandwidth to perform a vMotion opera-
tion (also requires Hardware Version 9), making seamless live migration to the 
hybrid cloud much more of a reality.

VMware Cloud on AWSOn-Premises
Live Migration

With WAN 
Acceleration 

Cloud Gateway 
Impersonates 

vMotion target host
vSphere 5.5+
On-Premises

Figure 57 VMware HCX Integrated vMotion
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As discussed, vMotion over HCX delivers optimized bidirectional live 
migration over a software based stretched Layer-2 network. This network 
runs between the customers data center, running vSphere 5.5 or newer, and 
the VMware Cloud SDDC. This solution operates without domain boundar-
ies or single-sign-on (SSO) constraints. The result is that organizations can 
migrate workloads into VMware Cloud on AWS without impacting the appli-
cation and also move them back again, based on requirements from the busi-
ness. This allows customers to build truly burstable applications, which span 
across both public and private cloud models.

bulk Migration
Bulk Migration is driven through prestaged replication, for efficient low 
down-time migration, effectively providing a reboot to cloud solution. Bulk 
migration provides a low-downtime solution as the workload remains online 
during the replication process. This allows for the large-scale migration of 
hundreds of workloads at a time to the VMware Cloud SDDC. 

VMware Cloud on AWSOn-Premises
Bulk Migration

With WAN 
Acceleration 

Replication Based 
Migration with WAN 

Acceleration 
vSphere 5.0+
On-Premises

Figure 58 Replication Based Migration (Bulk Migration)

Many of you will already know that this is not groundbreaking technology. 
However, HCX adds some compelling differentiators, such as its SD-WAN 
optimization, scheduling capabilities, and the abstraction of the physical 
layer, allowing for backward compatibility as far back as vSphere 5.0 (specif-
ically ESXi 5.0 with vCenter 5.1).

For instance, if the business plans to migrate 200 workloads over the 
course of a single weekend, HCX could be configured to begin replicating over 
to the VMware Cloud SDDC well in advance, allowing the initial full replica-
tion to seed from the remote site. Once complete, only delta synchronization 
need occur. It is noteworthy to highlight HCX utilizes hypervisor replication, 
not the vSphere Replication Appliance and benefits from the same deduplica-
tion, compression, and WAN optimization features applied to live migration.
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Figure 59 Scheduling a Failover for Bulk Migration

When ready, the cloudAdmin can select the day and time they wish to 
schedule the switchover, a maintenance window agreed to by the business, 
such as Sunday from midnight to 6am. During the scheduled migration time, 
the source workload is powered down, removed from the source inventory, 
and a final delta synchronization performed. The final task is for the workload 
to be booted on the target VMware Cloud SDDC, after which the migration is 
completed and the cloudAdmin can begin any required testing or validation 
tasks.

In summary, the bulk migration feature of HCX utilizes hypervisor-based 
replication to reduce the downtime associated with migration, fundamentally 
by allowing the workloads to remain online during the seeding and delta rep-
lications stages. When data replication has been completed, we can either 
immediately switchover to the target site or schedule the switchover during 
a predetermined maintenance window. This all occurs over the HCX SD-WAN 
optimized fabric and is backwardly compatible as far back as vSphere 5.0, 
meaning there is no requirement to upgrade to a newer version of vSphere 
prior to the migration, which is common with many third-party migration tools. 
In addition, during a bulk migration, HCX can optionally upgrade VMTools and 
hardware compatibility during the migration, helping customers who are on 
older versions of vSphere to take care of these upgrades at the same time.

replication-Assisted vMotion (rAV)
Replication-assisted vMotion (RAV) brings together the key features from 
HCX assisted vMotion and bulk migration to provide a more efficient mecha-
nism to carry out large-scale migrations of live workloads, by prestaging the 
data prior to the final live migration. RAV is also able to leverage parallel oper-
ations, path resiliency, and scheduling for the RAV switchover, where vMotion 
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is engaged for the final migration of delta data and the virtual machine state. 
This enables the zero-downtime migration of large numbers of workloads.

The reason RAV is important comes down to the often discussed 80/20 
rule of migration. When planning a large-scale workload migration, the 80/20 
rule often applies as organizations often see that 20 percent of workloads 
are typically placed in the no downtime bucket, as illustrated in Figure 55. 
These applications are so mission-critical to the business, they require zero 
downtime. However, the remaining 80 pecent of workloads can be migrated 
during a maintenance window. The workloads in the low downtime bucket are 
therefore allowed to be rebooted during the scheduled time.

RAV allows for workloads to be migrated live at scale, unlike HCX assisted 
vMotion operations, which can only be carried out individually. Also, like the 
bulk migration feature, RAV offers the option to schedule the migration during 
a predefined maintenance window.

In the background, RAV is utilizing host-based replication to seed data 
then using vMotion technology to migrate the final deltas, while workloads 
are still running. RAV is not limited in numbers like the HCX vMotion and can 
be used to migrate large numbers of workloads in a single batch.

Cloud-to-Cloud
New HCX use cases for cloud to cloud migrations and hybrid architectures 
are also now becoming available. One example is cross-AWS region migra-
tion, such as moving workloads from a customer’s SDDC in the US East  
(N. Virginia) to a VMware Cloud SDDC residing in US West (Oregon). While 
this migration type will incur egress traffic costs, it will nevertheless allow for 
a significant level of flexibility when it comes to resource planning and con-
sumption across a multiregion SDDC solution or a solution that spans multiple 
AZs within a single AWS region.

HcX for Hybrid network eXtension

VMware HCX can offer a permanent hybridity solution by securely connect-
ing the customer’s data center networks and seamlessly extending them to 
the VMware Cloud SDDC with an SD-WAN optimized Layer 2 solution.

Traditionally, when connecting an existing data center to a cloud envi-
ronment, the network administrator built a Layer 3 VPN and then proceeded 
to create new networks on the cloud platform. This is how VMware Cloud 
providers have operated for many years. However, this approach can often 
be a complex process that requires interaction with security teams, applica-
tion owners, and can be a blocker to more agile cloud operations. In addition, 
the use of Layer 3 can limit the ability of the platform to act as a true hybrid 
cloud, bursting out as workloads migrate to and from the platform, based on 
resource consumption billed hour-by-hour.
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Also, while VMware Cloud on AWS is built on NSX technology, that does 
not necessarily mean that the customer must be operating NSX in their exist-
ing data centers. NSX on-premises is not a requirement, but might have addi-
tional benefits for workloads that either remain running in an exsisting data 
center or operate within hybrid solution.

VMware HCX can help organizations bypass these challenges by provid-
ing a Layer 2 secure bridge over the internet. The HCX virtual appliance gives 
you everything you need to quickly setup a secure bridge, typically over the 
internet, either permanently or perhaps while you’re waiting for the Direct 
Connect circuit to be enabled. This way workloads can move to the cloud and 
back again without any IP address changes or changes to the application.

HcX for disaster recovery

In addition to its workload migration features, HCX also offers limited func-
tionality that can be used to provide a basic disaster recovery solution. The 
use of HCX for workload protection leverages the replication engine over the 
optimized SD-WAN network for the protection of applications and can help 
address certain disaster recovery use cases, such as transient environment 
protection or low-cost protection for development platforms. However, HCX 
does not provide all the features and functionality expected from a produc-
tion level disaster recovery solution, designed for the protection of critical 
applications. Key features provided by VMware Site Recovery, such as sup-
port for protection groups and recovery plans, which provide advanced auto-
mated recovery workflow capabilities, are not available from VMware HCX 
and are only offered on the VMware Cloud on AWS Site Recovery service, 
discussed in a later chapter.
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Chapter 6 

Aligning Business And TechnicAl 
PrioriTies

While I hate to say it, most CEOs don’t care about their data centers! Most 
have far more pressing issues to deal with and care only about the bigger 
picture stuff. What CEOs do care about is lowering costs, reducing risks, and 
improving agility and performance to make their business more competitive. 
If they’re smart, and one hopes they are, they also care about the customer 
experience, ensuring the economic sustainability of their business and most 
importantly, growing revenue.

Therefore, alignment between technical team and business goals is 
more critical today than ever before. Every company on the planet is cur-
rently working hard to become more relevant tomorrow through technol-
ogy. Therefore, the decisions made around the delivery of IT systems today, 
will have a significant impact on the businesses success tomorrow, or even 
whether or not the business will even survive until tomorrow.

As VMware Cloud on AWS becomes a mature and mainstream platform 
offering from VMware and AWS, common use cases and less common use 
cases are being identified across all regions. The goal of this chapter is to 
understand what we can learn from these, so that this information can be 
shared with new customers and expanding customers of the service.

The term use case can mean different things in different contexts. With 
specific reference to VMware Cloud on AWS, I have broken these down into 
two different categories, business use cases (or business drivers) and techni-
cal use cases. As you would expect, there are some which span across both 
of these areas and there is no comprehensive list. Every customer comes to 

Business and Technical Drivers 
for VMware Cloud on AWS
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VMware Cloud on AWS with a different story and a different business and/or  
technical reason.

Business Use Cases:
Data Center Consolidation: Businesses who operate a large number of 
physical data center spaces are often looking to consolidate resources into 
a smaller number of locations. The simplified and low-cost workload migra-
tion capability of VMware HCX provides an organization with multiple options 
when it comes to data center consolidation projects.

Data Center Expansion: In many legacy data centers, space, power, cooling, 
and connectivity are at a premium. If a business needs to expand for either 
a fixed period or long term, VMware Cloud can offer a solution. The simple 
and low-cost workload migration capability of VMware HCX provides mul-
tiple options when it comes to expanding data center resources into new 
locations.

Data Center Replacement: If a business has to close or move out of an 
existing data center, either for a fixed period or long term, VMware Cloud 
on AWS can offer a solution. The simple and low-cost workload migration  
offered through VMware HCX can provide multiple options when it comes to 
replacing a data center location.

Asset Light Data Center Strategy: Why should the majority of businesses 
want to maintain their own data centers or data center space and physical 
IT hardware?  Many don’t! For businesses who wish to move to an asset 
light model of IT consumption, VMware Cloud on AWS offers a simple and 
cost-efficient alternative, with significant flexibility over both regional and 
geographical expansion.

OPEX Driven Disaster Recovery: The cost of a disaster recovery (DR) solu-
tion is significant, particularly when the DR platform mirrors the production 
environment. Typically, the cost of a mirrored DR solution is at least that of 
production, but often can be higher due to vendor lock-ins and additional 
licensing requirements, such as storage replication technologies, which are 
native to the storage hardware vendor. VMware Site Recovery delivers a sim-
plified approach to DR through the VMWare Site Recovery Manager model, 
but with the added elasticity features to make DR to cloud both simple and 
cost efficient to consume.

Predictable Cloud Cost IT: Many businesses have learned the hard way the 
cost of public cloud. Cost modelling in public clouds such as Microsoft Azure 
and Native AWS is challenging and often leads to unpredictable billing and 
the uncontrolled consumption of cloud resources. VMware Cloud on AWS 
offers a predictable cost model, based on host consumption. While elastic 
growth features provide flexibility, these features are not enabled by default 
and can be restricted, which means highly predictable monthly costs, making 
budgeting easier for business leaders.
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OPEX Driven Consumption: For many smaller and medium sized businesses, 
CAPEX based investment for IT hardware and data center space is difficult. 
Moving all physical IT resources to an OPEX model makes it easier to plan 
costs and annual budgets. VMware Cloud allows businesses to shift to an 
OPEX-based model that scales on demand and provides predictable costs 
for business leaders.

Elastic Consumption of Physical Resources: The elastic consumption of 
physical resources will be attractive to businesses who require seasonal 
bursts in consumption. For instance, end of quarter reporting requiring high 
levels of compute resource, or seasonal e-commerce sites who have signifi-
cantly higher levels of traffic leading up to Thanksgiving or Christmas.

Geographical Expansion: If a business wishes to expand into a new geo-
graphical region, either for new initiatives or existing business expansion, 
building or expanding into a co-lo facility could take 6-12 months and require  
significant upfront and CAPEX investment. Subject to availability in the  
required region, a VMware Cloud on AWS solution could be up and running 
in a matter of hours.

Data Center Availability Concerns: If an existing data center either requires 
investment or does not meet business requirements from an availability or 
business continuity perspective, there is a significant risk to the business. 
VMware Cloud on AWS across multiple AZs or regions and native vSphere 
High Availability on AWS EC2 elastic compute, mitigate many, if not all of 
these risks.

In-House Skills Shortages or Limitations: If the business does not have the 
personnel with either the skills or experience to build and maintain physical 
data center infrastructure, this can constitute a significant risk to the busi-
ness. VMware Cloud on AWS outsources these skills to VMware and AWS, 
while retaining a higher-level existing VMware skillset in-house, so that new 
management tools are not required.

Cloud First Strategy: If the business has a mandate to adopt cloud services 
but applications are not cloud centric, reengineering is not possible, source 
code isn’t available or is high cost and time prohibitive, etc., VMware Cloud 
on AWS can offer a range of options. In addition, the easy and low cost work-
load migration capability of VMware HCX provides multiple options when it 
comes to moving applications of any kind from an existing VMware estate to 
a VMware Cloud SDDC.

End-of Life Hardware and Zero CAPEX: Businesses who operate with a lim-
ited CAPEX pool may find it challenging to invest in new server and stor-
age hardware when existing resources fall out of support or are end of life. 
VMware Cloud on AWS offers an alternative model to a hardware refresh—
through an OPEX based consumption model and zero cost migration of work-
loads via VMware HCX.
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Short Term Business Initiatives or Projects: Businesses whose operations 
include short term projects or initiatives can consume VMware Cloud on AWS 
for projects by spinning up an environment for a fixed period of time. An 
example is a scientific research project to analyze the outcomes of a new 
drug trial. An environment can be deployed based on a stored configuration 
and applications deployed as required. Once the research project is com-
pleted, the environment can be destroyed. This has several key advantages:

 ● Cost of compute/IT resource can be easily calculated for the project
 ● Not consuming resources while no projects are running 
 ● Multiple initiatives/projects can run concurrently but fully independently, in 

separate SDDCs or even across regions.

Delivered as a Service with Single Support Owner: You are responsible for 
zero infrastructure lifecycle management. VMware takes care of it for you—
while you retain control of your applications:

 ● VMware manages and operates the service, including VMware SDDC  
software components. 

 ● VMware delivers service status with notifications.
 ● 24 x 7 x 365 service support and site reliability ops
 ● Support center with FAQs, forums, and chat support

 ● VMware delivers scheduled SDDC software updates and emergency  
software patches with notifications.

 ● VMware delivers auto-remediation on hardware failure.
 ● AWS manages physical resources.

Abstract Organizational Change and Complexity: No matter what you call 
it, VMware Cloud on AWS requires customers to adopt public cloud services.

 ● VMware Cloud helps to mitigate the risk by extending existing business 
process and controls into the public cloud.

 ● VMware Cloud extendes process to the public cloud by leverging existing 
controls, governance, existing ecosystem integrations, etc.

Data Center Modernization: Modernize IT infrastructure with a next-generation 
standardized SDDC architecture. Businesses can standardize on a new cloud 
platform that also simplifies operations and compliance. Key business and 
technical drivers include:

 ● Architecting a cloud environment is complex and lengthy.
 ● External storage is expensive and difficult to provision.
 ● Network virtualization is too complex to implement.
 ● It’s too challenging to maintain interoperability.
 ● Software-defined infrastructure with enterprise-ready compute, storage, 

network, and security

Ch06.indd   92 13-08-2019   20:56:58



 Business and Technical Drivers for VMware Cloud on AWS 93

 ● Built-in lifecycle automation reduces time to value and simplifies infrastruc-
ture management.

 ● Standardized design ensures interoperability and scalability and reduces risk
 ● VMware Cloud on AWS architecture delivers highly scalable hyper-converged 

infrastructure with networking automation.

Improve Security: Policy driven network and security management with 
end-to-end security and compliance. Key business and technical drivers 
include:

 ● Microsegmentation
 ● VMware Cloud transit endpoints rest within the VMware SDDC under-

lay VPC 
 ● Customers can maintain access and security control of the transit path 

using standard AWS security practices such as security groups, ACL, and 
flow logs.

 ● Internal vMotion traffic can be encrypted.
 ● Encrypted disks (through Nitro hardware firmware and vSAN encryption)
 ● Audit-quality logging (with Log Intelligence)
 ● Managed infrastructure offering delivered by VMware
 ● VMware manages the infrastructure patching and upgrades of the VMware 

Cloud environment

Licensing Flexibility:
Some enterprise license agreements (ELAs) prohibit the customer from 
migrating licensed workloads to public cloud. Also, it is possible that operat-
ing system or application licenses were sold as host-based licenses, where 
you license at the ESXi host level or socket level, and then workloads running 
on that host are covered. These licensing models lack the flexibility to move 
to the shared tenancy model, which is common in the public cloud, where you 
cannot license the host.

VMware Cloud on AWS provides customers with dedicated hardware. 
Each host is entirely licensed to the one customer. Therefore, VMware Cloud 
on AWS could be a good solution, as you may be able to transfer your host 
or socket-based licenses as you migrate workloads to the cloud, without any 
further financial investment.

This use case also aligns with the custom core count feature discussed in 
a previous chapter. Hosts can be deployed with a specific number of active 
cores, again ensuring that additional financial investment in software licens-
ing need not be a road block to adoption.

Technical Use Cases:
Hybrid Cloud: A frictionless hybrid cloud between an existing data center 
and VMware Cloud on AWS offers a solution that can meet multiple technical,  
business, and regulatory requirements, such as for data sovereignty and 
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security. A combination of VMware HCX, AWS Direct Connect, and Hybrid 
Linked Mode offers a comprehensive hybrid cloud solution to businesses.

Hybrid Application Design: Hybrid application design describes an appli-
cation topology which spans both VMware Cloud on AWS and native AWS 
services. VMware Cloud on AWS is a unique solution that delivers a 2-way 
high-bandwidth, low-latency interconnect with native AWS services for hybrid 
application architectures. VMware Cloud on AWS customers gain the bene-
fits of native AWS services by incorporating them into application designs—in 
other words, binding VMware IaaS with AWS services on a per workload or 
application basis.

However, as AWS provides over 120 different services on their platform, 
the list of spanned application topologies and cross-platform solutions is too 
vast to define, but examples might include:

 ● Oracle RAC running on VMware Cloud with front-end web service con-
sumption in EC2 or ECS. Low latency, high-bandwidth, zero cost ENI con-
nectively provides cost efficiency and improved user performance

 ● Traditional 3-tier applications running on VMware Cloud with data archiving 
being pushed to AWS RedShift and user consumption analysis provided by 
AWS Kinesis

Horizon Desktop Resource: Automate deployment and provisioning of vir-
tual desktops with VMware Horizon or other EUC solutions. Key business and 
technical drivers might include:

 ● Improved performance and desktop user experience
 ● No need for expensive, specialized storage hardware
 ● Reduced complexity to administer VDI infrastructure
 ● Automated deployment of VMware Horizon

DevOps Platform: IaaS with self-service catalogs to support automated pro-
visioning of Kubernetes clusters and docker containers for DevOps use cases.

Resource Endpoint: VMware Cloud on AWS can be consumed as a resource 
endpoint for vRealize Automation, VMware Cloud Automation Services, and 
vCloud Director as-a-Service.

Standardized IT Service Automation: Automate infrastructure and applica-
tion delivery with self-service capabilities and minimize time spent building 
and managing data center infrastructure. Key business and technical drivers 
might include:

 ● Customer wants cloud-like services-based IT operations
 ● Desire to accelerate IT service delivery times with faster time to market 

with just minutes to deploy the entire SDDC stack
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 ● Need to improve infrastructure utilization
 ● Need to reduce IT automation silos
 ● Minimize complexity for one-man IT staff and provide the ability for  

complete SDDC deploy and management with just one admin
 ● Direct cost-to-scale that aligns with continuous management and automa-

tion activity

Now that we’ve covered a whole range of customer business drivers and 
technical use cases, we will drill into a handful of them in more detail, to pro-
vide a deeper look at some of the key adoption drivers being seen on the 
VMware Cloud on AWS platform.

dATA cenTer evAcuATion And 
consolidATion

More and more businesses want to consume rather than construct data cen-
ters and operate their own infrastructure in a cloud like model. Therefore, 
the prospect of having to replace or update legacy infrastructure at huge 
capital expense does not appeal. In addition, customers have evolving 
needs, and the evolution of public cloud has given businesses the ability 
to move to an OPEX model, scale as they grow, and dynamically consume  
resources.

VMware Cloud on AWS can help accelerate the migration of exist-
ing application workloads off legacy infrastructure, enabling companies to 
retire or consolidate entire data centers, while continuing to consume cloud 
resources, built on the same common platform.

Data center evacuation is a common customer use case, typically driven 
by a business requirement that requires an existing data center facility to be 
decommissioned and all workloads evacuated into a new facility.

In many cases, for contractual or other reasons, there is a strict dead-
line that must be met, or other constraints relating to low or zero downtime, 
which limit the options for how the migration can be performed. Application 
owners might also have demands such as workloads retaining their current 
IP addresses, and lines of business are insisting that the migrations must be 
performed within a very specific maintenance window. These are all com-
mon business requirements that data center evacuation projects often must 
align with.

In addition, organizations are increasingly shifting entire data centers 
to VMware Cloud on AWS, in order to transition into an entirely asset light 
model. This allows organizations to continue to maximize the value of exist-
ing knowledge and investment in people’s skillset in VMware technology, but 
lift-and-shift those skills and people to a VMware Cloud on AWS operating 
model.
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In this approach workloads are moved to VMware Cloud on AWS without 
any changes required to the applications and IT processes need only change 
to the extent to which they are necessary, which typically is minimal. Also, 
existing IT operational management tools from the legacy infrastructure can 
be leveraged on the new VMware Cloud platform, again maximizing the value 
of existing knowledge and investments.

Multiple reasons for this business approach might exist. Perhaps they 
simply see no value in managing infrastructure and wish to shift attention 
from infrastructure lifecycle management to digital transformation. Or per-
haps they are having difficulty hiring or retaining skilled staff and want to 
automate, streamline, and accelerate IT service delivery and management, to 
focus on supporting the needs of the business.

As we have seen, the VMware HCX service is a perfect fit to address data 
center evacuation use cases and enables transparent workload migration to 
the VMware Cloud SDDC, with features such as:

 ● Migration scheduling– enabling scheduled migrations during a specific 
maintenance window

 ● A Layer-2 network extension, simplifying workload migration by allowing 
an application to migrate without requiring an IP address change

 ● WAN optimization, including data deduplication and compression to 
reduce the migration timeframe and network bandwidth requirement

The VMware HCX service was discussed in detail in the previous chapter 
of this book.

APPlicATion ModernizATion

Application Modernization is typically defined as moving a legacy piece of 
software, by some process or means, to improve supportability, increase lon-
gevity, or improve user experience. The key goal of any application modern-
ization project is to create new value for the legacy software, to either align 
more closely with or to meet new business requirements. However, depend-
ing on the approach taken, other goals, such as those listed below, might also 
provide additional benefits to the organization:

 ● Making new features easier to develop
 ● Improving code for easier patching and troubleshooting
 ● Move to a microservices container-based architecture

The true refactoring of applications typically leads to the conclusion that 
the application must move to the public cloud. However, refactoring applica-
tions to run on native public cloud platforms requires a significant investment 
to develop, test, and deploy. This development and the time required for 
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refactoring applications for a cloud native platform can also consume months 
or even years. For instance, it would not be uncommon for the refactoring 
costs of 10 applications to exceed $2M and take more than 3 years and iden-
tifying a clear return on that investment might not be straight forward.

This combined with the complexity and risk of such projects might lead to 
the conclusion that the budget may be better spent elsewhere. The following 
figure illustrates the common options when developing a strategy for appli-
cation modernization.

As illustrated above, the main options include:

 ● Rehost Application: In the lift-and-shift model you rehost the same 
application in a different environment, without changing the application 
architecture. Migration is fast, low risk, and relatively inexpensive. The dis-
advantage could be the lack of innovation and application modernization.

 ● Replatform Application: In this model you modernize the application by 
modifying or extending the existing code. Then you use the rehost or 
refactor route to the cloud. This means you can leverage the characteris-
tics of the public cloud infrastructure, but without the same upfront devel-
opment costs.

 ● Refactor Application: The refactoring of an application means that you 
throw out the existing code and rearchitect the application from scratch. 
The primary advantage is the ability to consume innovative architectures, 
such as microservice based solutions on the public cloud platform of 
choice, which can improve developer productivity. The disadvantages are 
the vendor lock-ins and the abandoning of the previous valuable invest-
ments in application assets.

 ● Repurchase Application: This route has the business discarding the exist-
ing application in favor of adopting commercial software delivered as a 
service (SaaS). This approach can significantly reduce time and investment 
in application development, although transitioning can be painful, with 
issues around the migration of existing data and vendor lock-ins.

In addition, the options when migrating applications to VMware cloud on 
AWS might also include a combination of the strategies outlined in Figure 61 
and might not only reflect a direct lift-and-shift, without code modification. 
Other options might include the partial re-platforming of an application, which 
modifies only specific portions to take advantage of the AWS native integra-
tion, potentially offering the best of both worlds. By only replatforming parts 
of the application, such as moving an SQL database to the AWS RDS ser-
vice, you can still achieve a faster and lower risk migration than the complete 
refactoring approach. It also means the application can take advantage of 
some native cloud platform features and their benefits.

However, other application architectures might benefit from the straight-
forward lift-and shift, such as those where the data is closely integrated into 
the application logic, and thus the separation of services is difficult. In these 
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cases, the additional cost of modifying or refactoring the application might be 
cost prohibitive. Also, if the application runs well in its current format, there 
may be no compelling reason to increase risk and cost by modifying that 
architecture.

Another consideration in the long term is the efficient use of cloud 
resources. Business critical applications, which are poorly designed and use 
resources inefficiently, will lead to higher public cloud costs if placed in a 
native cloud instance. However, in VMware Cloud on AWS, which uses a fixed 
cost per host pricing model, the lift-and-shift approach might prove fiscally 
advantageous.

Therefore, the question on whether you should lift-and-shift, partially 
refactor, or completely refactor your applications when porting them to the 
public cloud is a key part of any application modernization initiative. As dis-
cussed previously, one of the key value propositions of VMware Cloud on 
AWS is that it can help customers migrate quickly, easily, with lower risk, and 
with less investment than the other alternatives.

So, what is the best approach? Well that will clearly depend on the appli-
cations, business objectives, level of change, and cost of change that is tol-
erable by the organization. Although, as we have seen throughout this book, 
the key benefits VMware Cloud on AWS has to offer is that it provides cus-
tomers with a familiar management infrastructure to simplify that journey, 
with the flexibility to move in and out of the public cloud as business needs 
dictate, with a simple hybrid model. Also, the added benefits of direct access 
to AWS services provides compelling use cases, particularly with the partial 
replatforming of applications, as outlined above.

disAsTer recovery

With VMware Cloud on AWS, customers can leverage the technology offered 
by VMware Site Recovery to overcome the challenges of building complex 
disaster recovery infrastructure across geographically separated locations.

The VMware Site Recovery service leverages the well-established VMware 
Site Recovery Manager product and delivers it as a service on VMware Cloud 
on AWS to simplify traditional disaster recovery operations. The service aims 
to deliver a disaster recovery solution that may mitigate the requirements for 
a secondary site, provide a quick time to a fully protected environment, and 
simplify disaster recovery operations.

VMware Site Recovery service leverages well understood technologies, 
further building on the familiar story for VMware Cloud. In this case, along-
side Site Recovery Manager, VMware vSphere Replication is used to provide 
the native hypervisor-based replication for the end-to-end disaster recovery 
solution, which is entirely driven by software. All infrastructure services are 
delivered as software and the control of the target data center is entirely 
driven through software.
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The service can be consumed to protect workloads either between a 
customer’s existing data centers and VMware Cloud on AWS or between dif-
ferent instances of VMware Cloud on AWS in different AWS regions.

VMware Cloud on AWSOn-Premises

Protected Site Recovery Site

vSphere Replication

SRMVMware 
DR as-a-Service

vSphere Replication

Site Recovery

Hypervisor-based 
VM replication

DR automation 
for low RTOs

FIGURE 62 VMware Site Recovery

The combination of VMware Cloud on AWS, Site Recovery Manager, and 
vSphere Replication allows customers to replicate the virtual machine images 
and build automated recovery plans, which define the start-up order and 
recovery steps. Then, once configured, the cloudAdmin can run test recov-
eries to validate the environment within a contained set of logical networks, 
allowing businesses to fully prepare for a real disaster event.

The recovery plans provide one of the key benefits to VMware Site 
Recovery by simplifying the configuration of traditional disaster recovery run-
books. The use of runbooks is complex, and they are often left to gather dust 
as the environment changes, as no one loves maintaining documentation. 
This means they quickly fall out of sync with the actual platform configuration 
and any required changes at the recovery site.

Site Recovery Service uses automated recovery plans, which are quick 
to set up and can also be maintained through automation. Most steps in 
the recovery plan are typically automated and are therefore more reliable 
than maintaining runbooks, and through automation, can be much simpler 
to keep in lockstep with on-going configuration changes to the production 
environment.

By fully automating the disaster recovery plan and ongoing updates to 
the workflows, the VMware cloudAdmins can provide the highest-level of 
confidence to their business leaders that the recovery to the VMware Cloud 
site and the failback to production can be accurately delivered time-and-time 
again. The required recovery point and recovery time objectives can be met, 
therefore eliminating risk to the organization.

Ch06.indd   101 13-08-2019   20:57:01



102 Data Center Modernization with VMware Cloud on AWSTM

The use of nondisruptive testing can further demonstrate to auditors a 
business’s resilience to disaster and ability to meet Recovery Time Objectives 
(RTO), by regularly testing recovery plans and ensuring configuration drift 
has not occurred. Nondisruptive testing enables businesses to test recovery 
plans as frequently as they wish, without risk of impacting running applica-
tions or users. This allows cloudAdmins to fix issues with recovery plans or 
address any configuration drift, which might have occurred due to changes 
in the environment.

Then, in a true disaster recovery scenario, the confidence provided by 
this nondisruptive testing is realized. When a disaster event is declared, the 
Site Recovery service can begin executing its recovery process, through a 
series of automated workflows that:

 ● Stops replication at the primary site
 ● Promotes the replicated copy of workloads at the recovery site
 ● Powers on virtual machines and changes IP addresses, if required
 ● Generates a report about the recovery process

Likewise, failback is enabled using bidirectional workflows, so that work-
loads can also be automatically migrated back to their original site, failback 
triggered through manual user intervention, using the original recovery plan 
in reverse order.

Another potential benefit of the VMware Site Recovery service on 
VMware Cloud on AWS is the Elastic Compute and Elastic vSAN features 
offered through the combined AWS and VMware technology stacks. While 
multiple design factors come into scope, it may be possible for organizations 
to scale their disaster recovery platform on-demand, and as a result, benefit 
from cost savings. This solution allows the VMware Cloud platform to scale 
on-demand during a disaster scenario, in order to meet the compute capacity 
required to recover all protected workloads.

Likewise, the ability to use Elastic vSAN to scale the storage footprint 
for protecting workloads, while maintaining a minimal compute cluster, which 
can then scale on-demand can be a very compelling use case. This can be 
achieved either during workload failover, using Elastic DRS, or through a pro-
active API call, which can be triggered as an early step of a recovery plan 
workflow.

The VMware Site recovery service can be used to deliver multiple disas-
ter recovery topologies, and not just the one-to-one protection architecture 
discussed so far. A key example is the Fan-in topology, illustrted in Figure 64, 
where many sites are configured to fail to a single VMware Cloud SDDC, 
reducing costs and operational complexity. Also supported are multitarget 
solutions that protect an on-premises data center to a secondary customer 
data center, using the traditional SRM solution, alongside a DR-to-cloud 
solution.
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Protected sites for this solution can be in customer data centers, hosted in 
VMware partner data centers, or be other Cloud SDDCs, in the same or differ-
ent regions to the source, providing cloud-to-cloud interregional protection.

On-Premises to VMware 
Cloud on AWS

VMware Cloud on AWS
Region to Region DR

Multiple Premises to 
VMware Cloud on AWS

On-premises to On-premises
& On-Premises to VMware 

Cloud on AWS

FIGURE 64 Advanced Disaster Recovery Topology Examples

In summary, VMware Site Recovery offers many benefits to custom-
ers to overcome common disaster recovery challenges, such as protecting 
complex topologies and applications, nondisruptive testing of DR recovery 
plans and maintaining low recovery time and recovery point objectives for 
business-critical applications.

Minimal Pilot Light: 
Demand = 3 Hosts

DR Testing / Recovery 
Demand = 6 Hosts

Elastic DRS

Automatically add 
additional nodes for 

DR testing and 
recovery

FIGURE 63 Scaling a Disaster Recovery Platform on Demand
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Crucially, Site Recovery is offered as a service, avoiding many of the 
costly operational challenges associated with disaster recovery sites, such 
as deploying physical infrastructure at a dedicated secondary site, which you 
hope to never need. The customer can deploy a new SDDC in VMware Cloud 
for disaster recovery in a matter of hours, with the site recovery components 
deployed on the recovery site with just a few clicks. As with all VMware Cloud 
use cases, it offers operational consistency between the protected data cen-
ter resources and the cloud, as the last thing the cloudAdmin team should be 
worrying about during a disaster event is having to learn how to operate a 
new set of infrastructure management tools.

Finally, VMware Site Recovery is built on well-established and proven 
technology, with Site Recovery Manager having been an industry-leading 
disaster recovery solution for many years. The key difference of course 
is that VMware Site Recovery on VMware Cloud on AWS is delivered as a  
service, which customers consume, not build.

infrAsTrucTure As code

In order to be taken seriously as a cloud platform, customers demand an easy 
to consume application program interface (API) with a common set of stan-
dards across the service, which can be consumed to provide a complete level 
of functionality by either developers or cloud administrators.

The VMware Cloud on AWS API allows customers complete control and 
flexibility across multiple SDDCs and in multiple AWS regions to interact, col-
lect information, or configure parameters as required.

For instance, enabling or managing the Elastic DRS configuration on a 
Cloud SDDC provides a good example of the simplicity of the RESTful APIs 
provided to carry out actions in a programmatic or automated way. As you 
can see through this simple method:

{
    "policy_type": "performance",
    "max_hosts": 8,
    "min_hosts": 4
}

We can apply an eDRS configuration and add the additional parameters 
required to define the minimum and maximum number of hosts, as well as 
setting the eDRS scaling policy, which can be configured for cost or perfor-
mance, to define the behavior of scaling operations.

Key also to VMware Cloud on AWS is that the APIs used build on the 
existing API surfaces of the underlaying products, such as vSphere and 
NSX-T. These, in combination with the service API, build an end-to-end 
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programable layer, for which you can leverage existing scripts and tools, 
rather than having to learn new standards or reengineer existing code in 
order to complete common operational tasks. This makes the combined API 
surface a vital tool for organizations to scale and grow their consumption of 
resources.

VMware Cloud on AWS provides customers access to a subset of the 
component APIs, subject to access control, for simplifying administration 
with programmatic and automated operations. Customers can easily auto-
mate provisioning of the SDDC, establish VPN tunnels, and configure fire-
wall rulesets through the API. Once configuration of the SDDC is complete, 
the NSX-T API allows customers to create new logical networks, connect 
virtual machines to them, and provide external access to these workloads. 
Also, as illustrated in Figure 65, an NSX-T Reverse Proxy API is provided 
to offer a subset of network capabilities to support SDDC deployment and 
configuration.

As a result of the restricted role-based access control model provided 
by the Cloud SDDC, the cloudAdmin cannot configure infrastructure com-
ponents, such as using ESXi host API calls or PowerCLI commands to mod-
ify a host’s configuration. However, the cloudAdmin can use these tools 
to retrieve information about these elements and to deploy and manage 
the SDDC and its underlaying component parts. This includes deploying 
new workloads in the customer compute resource pool within the SDDC, 
an element that must be specified in the code for virtual machine focused 
commands. This means that it is likely that existing scripts will need to be 
reviewed and adjusted accordingly with the correct path to objects, tak-
ing into account the customer compute resource pool, illustrated in the 
PowerShell example below.

To simplify consumption of the API, VMware Cloud on AWS offers an inte-
grated developer center within the console, which includes an API explorer, 
code samples, and other tools to help with Cloud SDDC related operations. 
The API Explorer quickly enables you to browse the API structure, try out API 
calls in real time, and help users learn how to develop against the features 
offered by the service.

Ch06.indd   105 13-08-2019   20:57:03



10
6

 
D

ata C
enter M

o
d

ernizatio
n w

ith V
M

w
are C

lo
ud

 o
n A

W
S

T
M

NSXvCenter

Amazon 
EC2

Amazon
S3

Amazon
RDS

AWS Direct 
Connect

AWS IAM

…

…

AWS Cloud Tools for API Endpoints AVMware Cloud on AWS

AWS Global Infrastructure

Amazon 
API Gateway

NSX-T API vCenter API

NSX-T Reverse Proxy API

VMC Service API

Cloud Services Platform API

console.cloud.vmware.com

vRealize PowerCLIVMware 
Cloud Services APIs

FIGURE 65 VMware Cloud on AWS API Surface

C
h06.indd   106

13-08-2019   20:57:03



 Business and Technical Drivers for VMware Cloud on AWS 107

After the initial SDDC configuration, many of the day-to-day common 
operational tasks can be executed through the vCenter API, where the vSphere 
API Explorer can be consumed to access the vSphere Automation API meth-
ods. These include the Datacenter CLI, PowerCLI, vSphere Automation SDKs 
(Python, Ruby, Perl, .NET, Java, REST). In addition, the legacy vSphere SOAP 
APIs are functional, along with the SOAP-based SDKs.

In summary, VMware Cloud on AWS allows customers to consume mul-
tiple automation and development interfaces, which can help you learn, 
automate and develop on the platform, whether you are a developer or a 
cloudAdmin. This can allow organizations to automate common daily tasks 
and ultimately allows operational teams to manage complex global environ-
ments much more efficiently at scale.

AWs service inTegrATion

As one of the key differentiators for VMware Cloud on AWS, the native inte-
gration and access to AWS services, such as EC2, S3, RDS, Redshift, Direct 
Connect, DynamoDB, is a key use case. The customer has the ability to mix 
and match the services they require to build applications, which can leverage 
the best from both worlds, giving the customer the freedom to decide what 
best fits their needs.

It is also noteworthy to highlight again, that traffic that passes the AWS 
ENI and NSX-T0 edge router is not charged for by AWS or VMware, as it 
resides within the same AWS AZ.

This could be a key benefit today for customers who are building appli-
cations across private and public clouds, for instance an application running 
on-premises that is copying data from a native AWS service, such as S3. As 
we highlighted in Chapter 3, the S3 egress traffic will have a cost associated 
with it. Depending on the application, this could mean the business is seeing 
a sizable AWS bill each month, just based on egress data transfer costs. In 
this scenario, migrating that application to VMware Cloud on AWS, where 
that data would be transferred for free, could mean a significant annual 
saving.

virTuAl deskToP infrAsTrucTure

Just like any other workload, VMware Cloud provides a range of use cases 
for virtual desktops. While the focus here will be on the VMware Horizon 
platform, Citrix is supported and others need not be excluded from the  
conversation.

The common Horizon use cases mirror those of other applications, such 
as flexible resource consumption for desktops, data center expansion or 
replacement, as well has providing bursting capacity. Likewise, if you simply 
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don’t want to invest CAPEX in on-premises or co-lo facilities and want to 
operate entirely under an OPEX consumption-based model, VMware Cloud 
could be a good fit.

As with any other workload type, the data center expansion and bursting 
capabilities offered on this platform enables a customer to maintain an exist-
ing horizon deployment and temporarily expand capacity, based on demand 
or proximity to users. Deployments in different customer data centers and 
VMware Cloud on AWS can be connected using the Cloud Pod Architecture 
(CPA) for seamless and integrated management and operations, as illus-
trated in Figure 67.

VMware Cloud on AWSOn-Premises

SDDC

Horizon Connection 
Server 

SDDC

Horizon Connection 
Server 

Global Load Balancer 

Cloud Pod Architecture (CPA)

IPSec VPN

FIGURE 67 Horizon Cloud Pod Architecture with VMware Cloud on AWS

Another use case might be to improve the user experience through 
reduced latency, where you design an architecture that considers locality, 
taking advantage of the AWS global data center footprint. For instance, if 
your desktop pools are currently only located on-premises, and the dis-
tance between them and the active users creates latency, putting both 
in closer geographical proximity will likely give your users an improved  
experience.
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The automated installation procedure for Horizon 7 provides rapid 
deployment of the desktop platform, opening additional potential use cases, 
such as data center expansion, adding bursting capacity and proof of con-
cept deployments.

VMware Cloud on AWS can also be leveraged for the disaster recovery of 
desktop pools. In this case the business would only pay for a base infrastruc-
ture in the VMware Cloud SDDC, rather than maintaining their own recovery 
site, then rapidly scale up capacity on-demand, should a disaster event occur.
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Chapter 7

VMware Cloud on AWS has been designed from the ground up to be simple 
to consume, allowing operational teams to focus higher on the administra-
tive stack, as illustrated in Figure 68, and removing the customer from the 
day-to-day management of the infrastructure.

As highlighted in previous chapters, VMware Cloud on AWS is delivered 
as a managed service, and therefore full admin-level access to the SDDC is not 
permitted or required. This prevents customers from modifying the core infra-
structure of the SDDC itself and causing problems for VMware Support and site 
reliability engineering teams. Customers are given a role that allows them to con-
figure and manage the SDDC and deploy and manage workloads in that SDDC.

While one of the key value propositions of VMware Cloud on AWS is oper-
ational consistency, there are key differences in the operational and adminis-
trative models that must be considered as part of the planning, deployment, 
and configuration of the service. This chapter will look in more depth at this 
operational transformation to help customers be better prepared for the con-
sumption of resources, rather than the building of them, and the changes to 
common operating models that come as a result.

Simple and ConSiStent operationS

As we have seen, the actual process of deploying a VMware Cloud SDDC is 
simple and will only take a matter of minutes, assuming of course that you’ve 
prepared and gathered all the necessary information.

In the VMware Cloud SDDC, VMware’s site reliability engineering (SRE) 
teams manage or automate common operational tasks. This includes lifecycle 
management of the VMware component stack and the adding and removing 

Operational Readiness
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of hosts for scaling and maintenance events. As this is delivered as part of the 
service, it allows VMware to restrict access to the platform components, which 
is different from how many VMware administrators have traditionally operated. 
However, this does not impact the administrator’s ability to manage and maintain 
the components of the platform for which they have responsibility. One feature 
that can help provide that administrative overview is Hybrid Linked Mode (HLM).

HLM is not a requirement for the consumption of a VMware Cloud SDDC; 
it is perfectly possible to manage the on-premises vCenter in the same way 
as today and manage the Cloud SDDC vCenter resources entirely separately, 
this is referred to as discrete administration. Some organizations may choose 
to keep things separate, although as you would expect, this model does not 
create a unified hybrid cloud and does not allow for native vCenter migration 
of workloads but ensures distinct management of each environment, even 
though processes and procedures might remain the same.

Unified administration with Hybrid Linked Mode, and optionally the vCenter 
Cloud Gateway, is the model allowing cloudAdmins to manage VMware Cloud on 
AWS resources through the same user interface as the paired vCenter running 
on-premises. HLM provides a single pane of glass, operationally consistent view 
across environments. This works by allowing the Cloud SDDC vCenter to estab-
lish a one-way trust from on-premises to the Cloud SDDC vCenter. As a result, the 
Cloud SDDC vCenter trusts the on-premises users, meaning that they can login to 
the Cloud SDDC vCenter using on-premises user credentials and view inventories 
from both vCenter instances. HLM also enables native vCenter workload mobility, 
providing both live and cold migration directly from within the web client.

The vCenter Cloud Gateway enhances the HLM experience by enabling 
customers to consume HLM directly from their on-premises vCenter. The 
vCenter Cloud Gateway (VCG) includes the vSphere web client interface as 
part of the appliance, which must be deployed on-premises. The customer 
then uses that UI to manage both their on-premises vCenter as well as the 
VMware Cloud vCenter. For Cloud Gateway HLM to work, the on-premises 
environment must be running vSphere 6.5 Patch d or higher.
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Using HLM, on its own or in combination with the vCenter Cloud Gateway 
feature, gives the customer a single user interface to manage both their exist-
ing data center workloads and VMware Cloud SDDC resources. Likewise, a 
similar approach can be taken with a programmatic methodology to man-
agement, through API access and CLI tools, which can ensure consistency 
between on-premises and the Cloud SDDC.

The VMware Cloud operational model requires new roles to be intro-
duced to vCenter. The cloudAdmin and CloudGlobalAdmin roles provide the 
privileges required to ensure that the Cloud SDDC can be configured and 
managed by the customer cloudAdmin, without them adversely reconfig-
uring components that could impact the managed service elements, such 
as hosts and management virtual appliances. This model ensures the cus-
tomer cloudAdmin has complete control over their workloads, while having a 
read-only view of the managed infrastructure.

In addition to the defined roles, cloudAdmins can also create custom 
roles with specific levels of permissions to build new sets of privileges, either 
from scratch or by cloning and modifying an existing role. Custom roles can 
be assigned to either users or groups and can be applied globally or for a 
specific vCenter.

performanCe, SCalability, and reliability

For many years, hundreds of thousands of VMware customers and partners 
have been running almost every type of high-performance business-critical 
application on VMware vSphere. Therefore, the high-performance and sta-
bility of this platform is proven beyond doubt. In more recent years, VMware 
vSAN and NSX have become key components of the software-defined 
data center and have established themselves with customers who, likewise, 
run high-performance mission critical applications across them daily. With 
VMware Cloud on AWS, VMware has taken these same software compo-
nents and placed them on the AWS cloud infrastructure. Therefore, the 
VMware Cloud SDDC will essentially deliver similar performance as the equiv-
alent hardware running on-premises, at a scale which can meet the needs of 
the most demanding organizations.

As a fast-developing service, the traditional VMware list of maximum 
and minimum configurations develops and changes fast, based on customer 
feedback and requirements. Therefore, it is important to check the latest 
available information online when planning new cluster capacity and ensur-
ing you are provisioning enough resources for the applications to be built or 
migrated to.

By default, a Cloud SDDC contains a single cluster, which includes the 
mandatory management components in a dedicated resource pool. If the 
customer chooses to create additional clusters of three or more hosts inside 
the Cloud SDDC, the additional clusters will then be created in the same AWS 
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AZ. At the time of writing, VMware supports a maximum of 16 nodes per clus-
ter and 20 clusters per Cloud SDDC.

In addition to cluster scale, each customer can deploy multiple SDDCs 
within their Organization, with each SDDC being provisioned with its own vCen-
ter and associated management components. By default, each Organization 
can create two SDDCs. However, this limit can easily be increased upon 
request, with no practical limit to the maximum number of SDDCs a customer 
can deploy. Therefore, as an example, at the time of writing, a customer orga-
nization with 10 SDDCs being consumed across different lines of business 
could deploy 3200 hosts in one or across multiple AWS regions.

VMware Cloud on AWS

Org. Owner

Org. User

AZ: eu-west-1a

SDDC

AZ: eu-west-1b

SDDC

VMC Org

AZ: us-east-1a

SDDC

AZ: us east-1b

SDDC

AZ: ap-northeast-1a

SDDC

AZ: ap-northeast-1b

SDDC

EU (Ireland 
Region) 

Asia Pacific 
(Tokyo)

US East 
(N. Virginia)

Region 1

Region 2

Region 3

Figure 70 Multi SDDC Architecture

Table 7 i3.metal Maximum Configuration

Per Node

Minimum 
Cluster 
(3 Node)

Maximum 
Cluster (16)

Maximum  
Per SDDC  
(20 Clusters)

CPU (GHz)
Intel Xeon E5-2686 v4 
(Broadwell)
18 Cores per socket at 
2.3 GHz

82.8 GHz 248.4 GHz 1324.8 GHz 26496 GHz

CPU (Cores) 36 108 Cores 576 Cores 11520 Cores

Memory 512 GB 1536 GB 8192 GB 163840 GB

Storage (Raw) 10.2 TB 30.6 TB 163.2 TB 3264 TB
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As we have highlighted in previous chapters, the unique combination of 
AWS and VMware technology provides customers with a self-healing plat-
form, with the ability to recover from infrastructure failures by dynamically 
acquiring new compute resources to meet the demands of applications.

Should a hardware failure occur, the automated host remediation takes 
care of all the host configuration automatically. When the new host is added 
to the cluster, VMware Cloud automation configures every aspect of the host, 
including storage and network configuration. This auto-remediation of hard-
ware combined with vSphere HA and DRS delivers a distinctive differentiator 
for VMware Cloud on AWS over alternative platforms.

Customers also have the choice to take this platform durability to the next 
level by protecting against AZ failures by implementing a Stretched Cluster 
solution, spanning two AZs within the same region. While this has additional 
design factors to consider, this architecture provides a unique level of plat-
form availability for critical business applications.

operational ChangeS and governanCe

VMware Cloud on AWS is built on core VMware technology, which in many 
ways results in the same operational experience as managing and maintain-
ing an on-premises platform. However, key differences in the support model 
and delivery will in most cases require some level of change for adoption of 
Cloud SDDCs to be successful.

Many of the tools and support functions that customers use today would 
be able to be reused when operating VMware Cloud, although in some cases 
updates might be required. Maintenance, patching, and upgrades of the SDDCs 
are performed by VMware, who maintain the platform at the latest versions of 
its products. In addition, the upgrade process for these products is aggressive. 
Therefore new features will often be rolled out to the VMware Cloud environ-
ment before being generally available in the on-premises product.

New concepts are also introduced, such as managing a new remote 
Cloud SDDC, alongside its networking and security. VMware NSX and vSAN 
might also be new in some organizations, which would impact on the skills 
required by the support team. This could result in a fast learning schedule for 
operational staff. In addition, operational teams are going to be required to 
be familiar with the VMware Cloud on AWS management console and require 
some level of knowledge of native AWS services, if any AWS features are 
in-scope, such as extending the backup infrastructure into AWS.

Some process and procedure changes are also likely to be required. For 
example, any additional compute resources that are required for the VMware 
Cloud environment, either short-term or long-term, can be purchased 
on-demand, with a provisioning time of just minutes. Therefore, customers 
can adopt a just in time capacity model, with a near zero notice period. This 
significantly changes the traditional period of time taken to purchase physical 
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compute and storage hardware, have it delivered, racked, cabled, provi-
sioned, and tested—perhaps moving from months to just minutes.

Also, if the customer plans to use Elastic DRS to automatically scale hosts 
based on real time compute capacity data, then this might be needed to be 
reported in some way, to ensure capacity utilization and its related costs can 
be governed.

Another change for some might be the concept of running the business 
infrastructure from a new location, and the fact the business is transferring all 
ownership and some level of support responsibility, will have an impact on the 
role of a traditional systems administrator.

In summary, even though some of the key differentiators for the VMware 
Cloud platform are operational consistency, leveraging existing skillsets, tools 
and procedures, the introduction of this new type of infrastructure will impact 
a number of technical and service delivery areas for the existing support 
team. As such, the development of an operational readiness plan for this ser-
vice is key to making the transition to, or integration with, the VMware Cloud 
on AWS platform a success.

SeCurity and ComplianCe

VMware Cloud on AWS is more than capable of running a wide variety of mis-
sion critical and web-scale production workloads, including CRM, ERP, data-
bases, productivity, and financial applications. As such, the integration of the 
correct security and compliance procedures and operational processes is vital.

The security delivery model for VMware Cloud on AWS is divided and 
based on the demarcation of responsibilities between the VMware platform, 
which VMware has ultimate responsibility for, and the customer or partner 
maintaining the virtual machine workloads and applications.

VMware’s SRE team will protect the information systems used to deliver 
VMware Cloud on AWS, over which they have sole administrative responsi-
bility and control. VMware SRE will proactively monitor for security events 
involving the underlying infrastructure and will respond appropriately and in a 
timely manner when events are detected. VMware’s sole responsibility ends 
where the customer has control, permission, or access to modify any aspect 
of the Cloud SDDC.

All upgrades will be performed by VMware, including applying patches 
they deem critical to address vulnerabilities for these systems. VMware will 
also continuously perform vulnerability scans to surface critical risk areas for 
the systems used, which will of course also be addressed in a timely manner 
if anomalies or risks are detected.

The customer is responsible for all aspects of security monitoring that falls 
above the line of support from SRE, such as virtual machine patching, secu-
rity fixes, data encryption, access controls, roles and permissions granted to 
internal, external, or third-party users. In addition, customers are responsible 
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for the security of the networks, over which they have an administrative level 
of control. This includes maintaining effective firewall rules to all Cloud SDDCs 
that are deployed on the platform.

Customers are also free to run monitoring and detection tools on these net-
works for the detection and remediation of security events within their Cloud 
SDDCs. These might include security events associated with virtual machines, 
operating systems, applications, or data. Customers are also free to deploy 
additional third-party security infrastructure, such as a virtual firewall appliance.

As VMware Cloud on AWS runs externally from the customer’s on-premises 
infrastructure, something which might be new to some customers, security 
procedures must be assessed and designed with the additional diligence 
required for hybrid cloud. For instance, new processes and run book proce-
dures may need to be created for areas such as, Cloud SDDC firewalls and 
connectivity, VMware HCX, SDDC access, and virtual machine security.

When it comes to accessing system logs, the Cloud SDDC restricted access 
model means that ESXi host and management operational log data can only 
be surfaced through a restricted set of tools, vCenter and Log Intelligence. As 
a result, syslog content from the VMware Cloud SDDC can only be accessed 
through VMware’s cloud-based logging service, Log Intelligence, which can 
provide audit quality logging across the platform.

Log Intelligence is an alerting service which is enabled at the Organization 
level and offers free and paid tiers of service, with the paid tier providing longer 
log retention, unlimited audit log access, long term archival features, and alerting.

VMware SDDC VMware Cloud on 
AWS

Native AWS 

Log Intelligence 

Monitor logs in real-time, at scale across 
public and private clouds 

Figure 71 VMware Log Intelligence
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Figure 72 VMware Cloud on AWS Federated Deployment Architecture
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Virtual machine monitoring can also be provided by consuming VMware 
vRealize Operations across the VMware Cloud platform. This solution can 
collect data from vCenter instances across multiple Cloud SDDC deploy-
ments located in multiple AWS regions, to provide a single source of truth of 
important data points, helping operational teams make informed decisions. 
Likewise, vRealize Operations can also provide executives, who want a quick 
overview of their global VMware Cloud deployment, a view to keep track of 
important key performance indicators (KPIs,) or track configuration drift.

As illustrated in Figure 72, the use of federated vRealize Operations 
allows for single screen reporting across multiple SDDC deployments in mul-
tiple AWS regions, reducing the complexity of monitoring these deployments 
individually. This approach simplifies management for global organizations 
who have geographically distributed deployments, facilitating a follow the 
sun support model with a central single point of truth.
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Chapter 8

Many of the recommendations in this chapter are applicable for customers 
and partners. The purpose and intent of building a Cloud Practice (partner) 
or Cloud Center of Excellence (customer) and/or leveraging the ecosystem 
is to accelerate and optimize a hybrid cloud operating model while reducing 
risk to the business.

Ultimately, the goal is to accelerate the realization of the desired busi-
ness objectives. The following leading practices are intended to take a 
practice from concept to successful production implementation. A Cloud 
Practice or Cloud Center of Excellence (CCoE) should start at the infra-
structure layer. Once this layer is mastered and industrialized, orchestrated 
via the APIs and delivered as infrastructure as code, the practice should 
continue to evolve into DevOps, advanced application services, and AWS  
service integration.

Building a Cloud Center of exCellenCe

Creating a centralized CCoE is the best way to extend an existing IT gover-
nance and operating model to the hybrid cloud. 

There’s no magic pill that an organization can take to achieve escape 
velocity from legacy approaches, mindsets, and operating models. Building 
a CCoE that’s staffed with cross-functional team members that are responsi-
ble for developing and managing an integrated hybrid cloud strategy, gover-
nance model, and best practices has helped many organizations realize the 
business benefits.

Building a Practice and 
Leveraging the Ecosystem
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Table 9 Phase II of the CCoE should be expanded to include the following 
resources:

DevOps Engineer Responsible for configuration management and de-
ployment tooling (e.g., Puppet, Chef, Ansible, Salt-
stack, etc.), supporting the creation of a CI/CD process 
with Application Engineers/developers, oversee code 
releases.

Database/Application 
Engineers

Creation of next generation database and application 
architectures that exploit the capabilities of a hybrid 
cloud operating model.

Enterprise Architect Creation of next generation business solutions that ex-
ploit the capabilities of a hybrid cloud operating model 
including AWS Service integration.

Table 8 Phase I of the CCoE should include the following resources:

CCoE Manager Responsible for people management and team lead-
ership (e.g., define strategy and mission, set goals, 
track and measure progress, etc.)

VMware Architect Responsible for designing and developing hybrid 
cloud solutions including best practices, reference 
architectures, and technical documentation.

AWS Architect Responsible for designing and developing hybrid 
cloud solutions that leverage AWS Services including 
best practices, reference architectures, and technical 
documentation.

Networking Engineer Responsible for designing and developing hybrid 
cloud networking solutions including best practices, 
reference architectures, and technical documentation.

Security Engineer Responsible for designing and developing hybrid 
cloud security solutions, ensuring the offering meets 
security and compliance standards and certifications. 
Development of best practices, reference architec-
tures, and technical documentation.

Operational Support 
Engineer

Responsible for designing and developing hybrid 
cloud operating model including tooling, policies, and 
standard operating procedures.

Migration Engineer Responsible for developing and executing migration 
workflows.
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Working With Partners

Working with the right partner can significantly accelerate the realization of the 
business benefits associated with an integrated hybrid cloud operating model. 
The large, established partners that are likely part of your current ecosystem 
may or may not be the right partner for this opportunity. What’s important is val-
idating prior successful experience building, implementing, migrating and man-
aging workloads across an integrated hybrid cloud. The partner should have a 
portfolio of consulting services that span the adoption lifecycle from hybrid cloud 
strategy, to design services, through migration and transformation services.

The right partner will also have a portfolio of proven value-add offerings 
that you can leverage for quick wins for disaster recovery as a service, data 
protection, etc. Partners that have integrated their VMware and AWS prac-
tices can provide additional value in terms of maximizing the capabilities of 
the integrated hybrid cloud with the 140+ AWS Services. Inspecting delivera-
bles and templates and contacting existing or previous customers is a great 
way to validate an organization’s capability.

Partners that are building a Cloud Practice should have a portfolio of value-add 
offerings. Generally these offerings align to one of the following categories:

Core Use Case aligned Offerings:
 ● Data center evacuation
 ● Disaster recovery as a service
 ● Data protection as a service
 ● Development and test
 ● Desktop as a service
 ● Data center extension
 ● Etc.

ISV Powered Offerings:
 ● TCO Assessment
 ● Cloud Migration
 ● Security
 ● Networking
 ● DevOps
 ● Data Protection
 ● Etc.

aWS Service Integration Offerings:
 ● Analytic
 ● Real-time streaming
 ● Data lake
 ● Media services
 ● Managed search
 ● Security, identity & compliance
 ● Etc.

Ch08.indd   123 13-08-2019   18:42:31



124 Data Center Modernization with VMware Cloud on AWSTM

Industry Specific Offerings:
 ● Healthcare
 ● Retail
 ● SLED
 ● Manufacturing
 ● Agriculture
 ● Etc.

Each offering should have a portfolio of consulting services that are 
aligned to the full consulting lifecycle:

 ● Advise
 ● Assess
 ● Design
 ● Deploy
 ● Migrate 
 ● Transform

Partners that provide managed services should also consider offering a 
portfolio of managed services. The following is a list of common managed 
service categories.

 ● Support
 ● Monitoring
 ● Management
 ● OS, App, DB
 ● Security
 ● Data

leveraging the isv eCosystem

VMware Cloud MarketplaceTM provides customers with the ability to browse, 
subscribe, purchase, download, and deploy 3rd party solutions on the inte-
grated hybrid cloud environment. These solutions also work with VMware 
Cloud Provider Partner (VCPP) based clouds. This simplifies and streamlines 
the process of acquiring and deploying additional products/services across 
your integrated hybrid cloud environment. The services in the marketplace 
can be browsed or searched based on filters such as the type of solution, 
product compatibility, and many other factors.
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Chapter 9

VMware Cloud on AWS is evolving rapidly. As a result, it would be impossible 
to provide a complete insight into the service in this pocketbook without some 
configuration options or data points having been superseded. However, even 
though the service is evolving quickly, the aim has been to bring you a core 
understanding of the offering and how it could potentially deliver improved 
business outcomes for your organization.

As we have seen, for enterprise customers already invested in VMware, 
the integration of VMware Cloud on AWS into their infrastructure can avoid 
many of the general risks and uncertainties of commodity public clouds and 
other incompatible hybrid clouds. The key use cases we’ve highlighted, such 
as data center extension, reducing time, risk, and cost by seamlessly mov-
ing vSphere workloads between on-premises and the VMware Cloud, is only 
possible by leveraging a common platform that is 100-percent compatible 
with the existing vSphere environment.

This compatibility, alongside the simple application migration technol-
ogy we have looked at is also driving the lift-and-shift data center replace-
ment use case, where customers can quickly and efficiently implement a new 
secure public cloud architecture. Other customers are opting to maintain a 
hybrid model, where the VMware Cloud on AWS data centre remains con-
sistent with on-premises, while providing the scalability, performance, and 
reliability required for different workload types to operate in the cloud. This, 
together with the ability to leverage the global AWS footprint and breadth 
of services of AWS, including storage, databases, analytics, and more means 
that businesses in any industry can operate across the globe and can make 
their move to the cloud with confidence.

New features planned for VMware Cloud on AWS will also provide huge value 
for customers. One example is VMware Cloud on AWS Outpost, an offering that 

Final Word
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brings the full VMware Cloud SDDC to your own data center in a subscription-based 
service model. VMware Cloud on AWS Outpost will allow VMware Cloud on AWS 
customers to run, manage, and secure production applications in a seamlessly 
integrated hybrid IT environment without having to purchase hardware, move 
applications to a remote data center, or significantly modify operating models.

(N. California)

VMware Cloud 
on AWS 
Outpost

VMware Cloud 
on AWS 
Outpost

VMware Cloud 
on AWS 
Outpost

Figure 73 Extending AWS Regions with VMware Cloud on AWS Outpost

VMware Cloud on AWS Outpost extends the value of VMware Cloud on 
AWS, again by retaining familiar skills, tools, and processes for managing 
private and public cloud environments, so customers have consistent opera-
tions and improved productivity through a simple OPEX based model.

Therefore, as we see the VMware hybrid cloud portfolio grow, it will help 
enable businesses to easily extend or replace on-premises infrastructure in 
a way that provides the flexibility of cloud consumption. This will ultimately 
help organizations to innovate, respond to changing business demands, and 
deliver rapid time to value, with the ability to quickly spin up VMware SDDC 
resources in a centralized data center, while still meeting the demands of 
on-premises workloads, through a single common operating model.

In summary, VMware on AWS is helping organizations today to seamlessly 
move workloads into the cloud, either by migrating existing on-site applica-
tions to the cloud, or start new application development directly within the 
cloud. With this hybrid model, customers can also port business-critical appli-
cations back and forth between on-premises and the VMware Cloud SDDC 
securely by consuming VMware HCX. This enables customers to implement 
a VMware hybrid cloud option tailored to their unique needs on a trusted 
platform with compatibility across public and private cloud environments to 
protect, extend, or replace on-premises data center investments.
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Additional Resources

Learn more at cloud.vmware.com:
https://cloud.vmware.com/vmc-aws

Web-based pricing calculator:
https://cloud.vmware.com/vmc-aws-pricing

VMware Cloud on AWS roadmap:
https://cloud.vmware.com/vmc-aws/roadmap

VMware Cloud on AWS Blog:
https://cloud.vmware.com/community/vmware-cloud-on-aws

Get Started at:
https://cloud.vmware.com/vmc-aws/get-started

VMware Document Explorer: 
https://docs.vmware.com/ 
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